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Abstract
This thesis is split into two parts. In part one; A 50 K dual mode oscillator, the aim of the
project was to build a 50 K precision oscillator with frequency stability on the order of 10−14
from 1 to 100 seconds.
A dual-mode temperature compensation technique was used that relied on a turning point
in the frequency-temperature relationship of the difference frequency between two orthogonal
whispering gallery modes in a single sapphire crystal.
A cylindrical sapphire loaded copper cavity resonator was designed, modelled and built with a
turning point in the difference frequency between an E-mode and H-mode pair at approximately
52.5 K. The E-mode had a Q-factor of 4.8×107 at approximately 9.08654 GHz. The H-mode had
a Q-factor of 1.5 × 107 at approximately 12.60535 GHz. The resonator was cooled using a solid
nitrogen heat bath formed by pumping on a liquid nitrogen layer surrounding the experiment.
Two, virtually identical, loop oscillator circuits were constructed. Each of the oscillators
was locked to one of the two modes using a Pound frequency locking technique. A temperature
control scheme was designed to take advantage of the high frequency-temperature gradient of
the individual modes and achieved a temperature stability at the tens of microKelvin level.
The frequency stability of the dual-mode sapphire clock has been shown to be no longer
limited by temperature fluctuations. Frequency stability was shown to be limited by noise
introduced by the mode power fluctuations’ effect on the Pound frequency locks at a best stability
of 3.3 × 10−14 at 3 seconds integration time. With further modifications to avoid mode power
sensitivity the dual-mode clock has the potential to realise a frequency stability of a few parts
in 1015 at a few seconds integration time.
In part two; Whispering spherical mode resonators, we investigate the use of whispering
spherical modes in spherically symmetric microwave resonators. Finite element analysis predicts
that each mode comprising a frequency degenerate whispering spherical mode family can acquire
a frequency shift in response to a geometric perturbation of the spherical system. This effect
has been shown to occur for two near spherically symmetric loaded cavity resonators; one loaded
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with a fused silica sphere with Teflon supports and the other loaded with a sapphire sphere on
a single spindle. Q-factor and propagation methods of the whispering spherical mode families
in these two resonators is discussed and the possible application to a sensitive Michelson-Morley
experiment is considered.
The frequencies and Q-factors of whispering spherical modes in the 3-12 GHz range in the
fused silica resonator are measured at 6, 77 and 300 K and the Q-factor is used to determine
the loss tangent at these temperatures. The frequency and Q-factor temperature dependence of
the TM2,1,2 whispering gallery mode at 5.18 GHZ is used to characterise the loss tangent and
relative permittivity of the fused silica from 4-300 K. Below 22 K the frequency-temperature
dependence of the resonator was found to be consistent with the combined effects of the thermal
properties of the dielectric and the influence of an unknown paramagnetic impurity, with a spin
resonance frequency at about 138 ± 31 GHz. Below 8 K the loss tangent exhibited a 9th order
power law temperature dependence, which may be explained by Raman scattering of Phonons
from the paramagnetic impurity ions.
A spherical Bragg reflector resonator made from multiple concentric dielectric layers loaded
in a spherical cavity that enables confinement of field in the centre of the resonator is described.
A set of simultaneous equations is derived that allow the calculation of the required dimensions
and resonance frequency for such a resonator and the solution is confirmed using finite element
analysis. A spherical Bragg reflector resonator is constructed using Teflon and free-space as the
dielectric materials. A Q-factor of 22,000 at 13.87 GHz was measured and found to compare
well with the design values.
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Preface
This thesis has been split into two parts that reflects the two stages involved in my work towards
this PhD.
Part one details the latest incarnation of a 50K dual-mode sapphire oscillator. This part of
the thesis took up the majority of my time, which is reflected by the relative length and detail
of this part of the thesis. Two journal papers based on this work, (Hartnett 04) and (Anstie 06)
appear in appendix D.
The second part of the thesis is devoted to an investigation into the characterisation of three
different near spherically symmetric microwave resonators, intended for various applications
including precision tests on special relativity and characterisation of material properties. This
work was undertaken fairly early on in my candidature. The room temperature spherical sapphire
experiments, characterisation of the spherical silica oscillator and experimental validation of the
spherical Bragg resonator formed the bulk of my contribution to part two. The remaining work
was undertaken in collaboration with others in the group.
Part two is based on the papers (le Floch 06), (Anstie 03) and (Tobar 04a), and the material
has been left more or less as it appears in these publications.

This means that some of

the material is repeated, and some lacks the depth generally expected in a thesis. This is
unfortunate, but ultimately unavoidable due to time constraints on the completion date of this
work. Interested parties are encouraged to investigate appendix D and the references contained
within part two.
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Chapter 1

Introduction
1.1

Motivation

A discussion on the 50K dual-mode sapphire oscillator cannot really begin without understanding
the motivation behind building such a clock. Space going atomic clocks have proven to be
extremely useful to us here on earth. The orbiting atomic clocks on board the global positioning satellite system, for example, have brought about numerous scientific, civil and military
applications. A few examples are given in (Abbott 99), (Weimerskirch 02), (Larson 97) and
(Wolf 97). They have also paved the way for more ambitious projects, such as the Atomic Clock
Ensemble in Space (ACES) mission that will be attached to the International Space Station
(ISS). Among its scientific objectives are tests of frequency transfer techniques, atmospheric
effects and fundamental physics, with investigations into relativistic effects and drift of the fine
structure constant (Feltham 99; Salomon 01).
As part of the ACES mission a cold atom clock, “PHARAO” , will be launched. It will
require a secondary, “flywheel” frequency standard, with fractional frequency stability on the
order of 10−14 from 1-100 seconds (Laurent 03). A fractional frequency stability better than this
would be, in some sense, wasted as PHARAO is expected to be limited by other noise sources
(see section ??.
Current generation space based atomic clocks rely on high precision quartz based secondary
oscillators. These are very mature devices which are limited to a fractional frequency stability
on the order of 10−13 from 1-100 second, an order of magnitude too noisy for PHARAO.
Hydrogen masers and optical standards linked to frequency combs have also been used with
great success for earth based atomic clocks, however they also have their problems. Hydrogen
3
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masers typically exhibit a fractional frequency stability also on the order of 10−13 at 1 second.
Optical standards are now maturing very rapidly, but at the time of commencement of this
project their performance was considered too poor to be used as a secondary standard.
The FSM group has been producing precision oscillators since the early 1990’s that are
now easily capable of meeting the 10−14 frequency stability requirement (Giles 90; Luiten 95a;
Chang 00; Locke 03). These oscillators are based on a mono-crystalline, cylindrical, sapphireloaded, superconducting cavity resonator.

A microwave loop oscillator is used to excite a

high order whispering gallery mode within the resonator, with a quality factor (Q-factor or
Q) typically on the order of 109 . These sapphire oscillators are capable of producing a frequency
stability of parts in 1016 over an integration time of 1-100 seconds.
Radiative cooling can be expected to give an operating temperature for a space based
oscillator of about 50 K on the ISS. Ideally, a space-borne oscillator must operate at or above
this temperature. Helium-cooled sapphire oscillators require an operating temperature between
6 and 10 K, making them unsuitable for this application. An oscillator that could operate at
higher temperatures would also be beneficial for earth based applications, since many labs as
well as mobile and remote applications do not have access to liquid helium.
For earth based applications a solid nitrogen cryogen can be used to achieve temperatures on
the order of 50K. Solid nitrogen can be formed and cooled to below 50K on site by pumping on
liquid nitrogen. Liquid nitrogen can be obtained cheaply and easily and is readily transportable.
It also has bonus thermal insulation properties (Hartnett 02a), making solid nitrogen a cheaper,
more convenient cryogen than liquid helium for terrestrial applications.
Our challenge was to construct an oscillator capable of a frequency stability on the order of
10−14 over integration times from 1-100 seconds at an operating temperature of about 50 K.
Such a device would be an ideal secondary oscillator for future space-based atomic clocks. It
would also fulfil the needs of many terrestrial applications that would benefit from a cheaper,
more mobile precision oscillator.

1.2

Atomic Standards and Flywheel Oscillators

The most accurate man-made clocks to date are based on the frequency characterising an atomic
transition. These clocks are known collectively as atomic clocks. Atomic clocks come in various
guises, but currently the best long term frequency stability is produced by laser cooled atomic
fountain and beam clocks (Heavner 05; Wynands 05). PHARAO is a micro-gravity version of
the atomic beam clock.
4

1.3: SAPPHIRE OSCILLATORS

These clocks make use of two atomic transitions in a gas of atoms, usually caesium or
rubidium. The first is a short-lived “cooling” transition at optical frequencies, and the second
is a long-lived “clock” transition, usually at microwave frequencies. Three orthogonal pairs of
oppositely directed lasers, red de-tuned from the cooling transition are used to cool a small
number of the atoms to microKelvin temperatures.
In the atomic fountain case, the atoms are directed upward, through a microwave cavity
tuned to the clock transition frequency, and allowed to fall back down under gravity, to make a
second pass. In the atomic beam case, the atoms pass through two collinear cavities, both tuned
to the same microwave frequency. The atoms are then interrogated to find the proportion that
underwent the clock transition. The microwave cavity is fine tuned to produce a maximum in
the number of atoms undergoing the clock transition. This fine tuned cavity frequency is the
output of the atomic clock.
Atomic fountain clocks achieve excellent frequency stability, of parts in 1016 over long integration times (Heavner 05). However, at small integration times their performance is much worse,
on the order of 10−14 to 10−13 at 1 second. Short term frequency stability is usually imposed
by technical noise due to aliasing effects related to the repetition rate of each interrogation cycle
and the frequency stability of the secondary “flywheel” oscillator. By improving the frequency
stability of the secondary oscillator it is possible to reduce the technical noise below the limit
imposed by the quantum projection noise of the small number of atoms cooled in each cycle.
At the time this project commenced, the performance of the state of the art atomic fountain
was projection noise limited for a frequency stability of the secondary oscillator on the order of
10−14 (or less) at 1 second (Santarelli 99).
The best secondary oscillators in the world, in terms of short term frequency stability, are
helium-cooled sapphire oscillators, as built by the FSM group at UWA and others. They run
with a frequency stability on the order of 10−15 and are below the noise floor imposed by the
quantum projection noise in current generation atomic fountain clocks (Santarelli 99).

1.3
1.3.1

Sapphire Oscillators
Helium Cooled Sapphire Oscillators

The UWA helium cooled sapphire oscillators are based on a single crystal HEMEX grade sapphire
cylinder loaded into a superconducting niobium cavity. The oscillator operates on a microwave
frequency whispering gallery (WG) mode that is well confined to the sapphire. Sapphire is an
5
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extremely low loss material at microwave frequencies, so the quality factors that can be obtained
are very high, on the order of 109 (Locke 03; Chang 00).
The frequency fluctuations of the sapphire oscillator can be split into two categories, given
by:

δf = δfres + δfosc

(1.1)

Where δf are the total frequency fluctuations, δfres are the frequency fluctuations introduced
by changes in the resonance frequency of the WG mode and δfosc are the frequency fluctuations
of the oscillator relative to the resonance frequency.
For the helium cooled oscillator δfres is largely governed by changes in the permittivity of the
sapphire, with respect to temperature, though there are small components that can be traced to
the radiation pressure of the stored electromagnetic energy and thermal expansion of the crystal.
δfres can be minimised by operating at a turning point in the frequency-temperature relationship
of the resonator, which lowers the resonator temperature control requirements to an achievable
level. Some HEMEX samples have a turning point that is introduced by paramagnetic impurity
ions in the sapphire lattice (Jones 88), and ideally falls between 6 and 8 K. The turning point
lowers the requirements of the temperature control servo to an achievable level.
The δfosc component is introduced by the imperfect locking of the oscillator frequency to
the resonance frequency. This component is usually dominated by noise introduced by the
frequency locking scheme, which is inversely dependant on the Q-factor of the mode. There are
other contributing factors, but for this introduction, Q-factor is the important parameter.
The frequency stability of the UWA built helium cooled sapphire oscillators are generally
limited by the frequency control contribution to the δfosc term and hence limited by the Qfactor of the mode.

1.3.2

Sapphire Oscillators at 50 K

There are two important differences in the parameters of the resonator between helium temperature (6-8 K) and 50 K; a drop in Q-factor and the lack of a frequency-temperature turning
point.
The Q-factor of a WG mode at 50 K shows a significant decrease compared to the same mode
at helium temperature, due to increased microwave losses in the sapphire and cavity. This leads
to a decrease in Q-factor of about an order of magnitude.
The second big change is that, for HEMEX grade sapphire, there is no longer a turning point
6
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in the frequency-temperature relationship near the operating temperature. In fact, the gradient
is rather steep near 50 K, on the order of tens of kiloHertz per Kelvin. The same temperature
fluctuation is converted to a much larger frequency fluctuation at 50 K compared to a helium
cooled sapphire oscillator.
These are both unfortunate consequences of working at higher temperature. The drop in
Q-factor is unavoidable. If the 50 K clock were to be limited by this factor, it would lead to an
order of magnitude drop in the frequency stability of the oscillator compared to the helium-cooled
oscillator. Frequency stability of parts in 1015 could be expected.
The lack of a frequency-temperature turning point, however, is a significant problem. Without a frequency-temperature turning point a 50 K sapphire oscillator would require an unfeasible
level of temperature control to match the limit set by the frequency lock.

1.3.3

Temperature Compensation Techniques

One way forward is to introduce a turning point in the frequency-temperature relationship near to
50 K. There have been several attempts to achieve this goal, which fall into two main categories;
reverse TCF compensation and split resonator compensation.
The first category consists of attempts to dope, coat or bond the sapphire with a material
with an opposing frequency-temperature dependence (or temperature coefficient of frequency
(TCF))(Tobar 97; Tobar 98a; Hartnett 99; Hartnett 00b; Winter 00; Piquet 03a). Unfortunately the addition of the other substance inevitably increases the microwave losses of the
resonator. Q-factor drops accordingly adding a further limitation to the δfosc component of
frequency instability.
The second category of compensation techniques rely on the mechanical separation of a
split resonator (Dick 94; Wang 03). The resonator consists of two sapphire parts joined by a
metal post. The post has a much greater expansion coefficient than sapphire. The change
in frequency due to increasing separation compensates for the frequency-temperature gradient
of sapphire, effectively introducing a turning point in the frequency-temperature relationship.
These types of resonators also suffer from reduced Q-factor due to the extra loss associated
with the separating post, though this is less of a problem than in reverse TCF compensation
methods. Furthermore, temperature compensation in the short term is difficult to ensure, as the
post introduces significant thermal resistance between the two sapphire halves.
This work introduces a third alternative; dual-mode temperature compensation (Tobar 03b).
This particular technique has not previously been applied to sapphire oscillators, though similar
7
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techniques have been used with considerable success in quartz oscillators (Vig 99). The dualmode technique relies on the fact that the frequency-temperature gradients of a pair of orthogonal
WG modes in the same sapphire crystal can be perfectly matched at some, predictable, temperature. At this point there is a turning point in the frequency-temperature relationship of the
difference frequency between the two WG modes.
Temperature fluctuations are common to both modes at the turning point temperature.
Common mode rejection ensures that the difference frequency is insensitive to thermal fluctuations. The frequency fluctuations of two oscillators based on the two orthogonal WG modes will
each individually follow equation 1.1. However, the dominant thermal component of δfres will
be common to both oscillators, and suppressed in the difference frequency.
By operating at this point the need to introduce a new material into the resonator is avoided,
thus retaining the high Q-factors achievable in HEMEX grade sapphire at 50 K. In addition,
thermal time constants in sapphire are on the order of milliseconds. Since both modes share
a single sapphire crystal any heat delay problems are also avoided at integration times greater
than 1 second.
This part of the thesis deals with the construction and testing of a precision oscillator based
on the dual-mode technique.

8
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Resonator
There are two oscillators used in the dual-mode clock. Each uses a high-Q whispering gallery
mode, excited in the same cylindrical sapphire-loaded cavity resonator as the frequency determining element. This chapter begins with an overview of the mode structure within the
resonator. We then attempt to model, in a simple way, the important features of each resonance;
its frequency, quality factor and coupling coefficients. A method of measuring these quantities
is presented and a practical implementation of this, the qcircle software package, is discussed.
The practical considerations concerning resonance frequency, coupling and quality factor in the
specific case of the dual-mode resonator are explored and measurements of these quantities are
presented.

2.1

Whispering Gallery Modes

Whispering gallery (WG) modes are a subset of the electromagnetic resonant modes that exist
in a cylindrical resonant system. Each can be thought of as the standing wave resulting from the
interaction between two counter propagating wave trains that progress around the circumference
of the resonator in a series of total internal reflections. WG modes propagate in a fashion
analogous to the audio phenomenon found in the whispering gallery of St. Paul’s Cathedral,
described by Lord Rayleigh (Lord Rayleigh 10; Bate 38).
Whispering Gallery modes are either E-modes, with an axial electromagnetic field component
that is mostly electric field (Hz ' 0), or H-modes, with an axial component that is mostly
magnetic field (Ez ' 0). These modes are also known as either quasi Transverse Magnetic
(quasi-TM) or quasi Transverse Electric (quasi-TE), respectively. Whispering gallery modes are
further distinguished by the number of maxima in the azimuthal (φ), radial (r) and axial (z)
9
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Figure 2.1: Ray diagram of a whispering gallery mode in a cylindrical sample of sapphire. The
mode can be conceptualised as two counter propagating rays that reﬂect from the interface
between sapphire and vacuum.

directions. A fundamental whispering gallery mode has only one variation in both the radial and
axial directions and has the strongest conﬁnement of electromagnetic ﬁeld to the circumference
of the system. The modes considered in this work are fundamental E-modes and H-modes,
denoted Em,1,1 and Hm,1,1 respectively, where m represents the number of azimuthal variations.
It is not possible to model the full sapphire-loaded cavity system analytically due to departures from cylindrical symmetry in the physical structure as well as the axial anisotropy of
the sapphire crystal. It is, however, quite straight forward to solve a simpler system, that of
a cylindrical dielectric in free space. This simple system allows one to understand the basic
structure of whispering gallery modes. It also provides a good ﬁrst approximation (to within
0.5%) of the whispering gallery mode frequencies. Numerical methods, such as method of lines or
ﬁnite element analysis, become necessary if a more precise understanding of the mode structure
is required (Aubourg 91).

2.1.1

Analytic Solution

The following discussion of the analytic solution is based on that presented in (Tobar 91).
Modes in an isotropic cylinder in free space can be found by applying Maxwell’s equations to
each of the areas depicted in ﬁgure 2.2. The corner regions are not considered as the ﬁeld is small
and considered negligible. A separation of variables technique is applied to the z component
of the electromagnetic ﬁeld. The z components of these WG-like modes are found to be of the
form:
10
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3

z

r

2

2

φ
1

3
Figure 2.2: The dielectric cylinder in free space. Only the fields in sections 1, 2 and 3 are
considered. The other regions contain little field and are neglected in the model.

Ez1

= A1 Jm (kE r)

cos (mφ + θ)

cos (βz)

(2.1)

sin (mφ + θ)
Ez2

cos (mφ + θ)

= A2 Km (kout r)

cos (βz)

(2.2)

sin (mφ + θ)
Ez3

= A3 Jm (kE r)

cos (mφ + θ)

e−αz

(2.3)

sin (mφ + θ)
for the E-modes and:

Hz1

= B1 Jm (kH r)

sin (mφ + θ)

cos (βz)

(2.4)

cos (mφ + θ)
Hz2

= B2 Km (kout r)

sin (mφ + θ)

cos (βz)

(2.5)

cos (mφ + θ)
Hz3

= B3 Jm (kH r)

sin (mφ + θ)

e−αz

(2.6)

cos (mφ + θ)
for the H-modes, where Ezn denotes the E field’s z component and Hzn denotes the H
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field’s z component in the corresponding section of figure 2.2, kE , kH and kout are the dielectric
propagation constants for E-modes, H-modes and free space respectively, m is the azimuthal
mode number, α is the axial decay constant external to the dielectric, β is the longitudinal
propagation constant and θ determines the angular position of the field maxima.
The r and φ components can be derived by applying Maxwell’s equations. Matching tangential E and H fields at the boundaries between regions gives the values for propagation constants
and mode frequency.
There is a degeneracy in each mode due to the possibility of either a cos (mφ + θ) or
sin (mφ + θ) term. In practice this degeneracy is usually lifted due to imperfections in the
dielectric. In the case of sapphire nearly every mode becomes a doublet with frequency separation
of a few tens of kHz. This has consequences when it comes to using the sapphire resonator as
part of an oscillator, which are discussed in chapter 3.
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Figure 2.3: The magnetic energy density of the E12,1,1 mode in a cylindrical dielectric in free
space, for (a) the z = 0 plane and (b) the φ = −θ plane.

Figure 2.3 shows the magnetic energy density for the E12,1,1 mode in a cylindrical dielectric
in free space, for the (a) z = 0 plane and the (b) φ = −θ plane. The characteristic petals are the
anti-nodes of the standing wave. There are 2m anti-nodes, one every half wavelength around
the circumference of the dielectric.

2.1.2

Numerical Solution

Sapphire has a natural permittivity anisotropy axis, with a relative permittivity (at 50 K) of
11.35 parallel to the axis and 9.27 perpendicular to it. The anisotropy axis is generally chosen
to lie along the z axis of the crystal to retain cylindrical symmetry. The separation of variables
12
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technique can also be used to find an approximate solution to the anisotropic cylinder, though
the field matching transcendental equations must be solved numerically. The addition of the
anisotropy shifts the frequencies of the E-modes downward with respect to the H-modes.
The resonator used in this work consists of a cylindrically symmetrical sample of HEMEX
grade sapphire loaded into a cylindrical copper cavity. A cross section is shown in figure 2.4 (a
more detailed version can be found in figure 2.8). As well as the anisotropy, the existence of the
sloping sides and the spindles make it impossible to solve analytically and a numerical method
must be employed.

Figure 2.4: Electric field density plot of a high order (m=14) H-mode in the dual-mode resonator.
The field near the sapphire boundary appears discontinuous, but this is an artefact of the plotting
software.

A numerical approximation to the field structure of each mode was determined by Michael
Tobar as part of a previous project investigating the viability of the dual-mode technique
(Tobar 04b). It was done using finite element analysis using software developed at IRCOM,
Limoges (Aubourg 91). Estimates for resonant frequency and unloaded Q-factor were extracted
from the numerical approximation.

2.2

Measurement of Resonator Parameters

Constructing and optimising a sapphire oscillator requires the measurement of various resonator
parameters, such as resonance frequency, Q-factor and coupling coefficients to a fairly high precision. This section outlines the measurement techniques used throughout this work to determine
these parameters. It is necessarily limited to only the detail relevant to this project. More
detailed accounts of these techniques (and others) may be found in (Luiten 05), (Kajfez 99a)
and (Kajfez 99b).
13
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2.2.1

Definitions

Given some appropriate energy input, a resonant system tends to oscillate at what is known
as its resonant frequency, f0 . A resonant system may have many different resonances each
characterised by its own resonant frequency.
Quality factor (Q-factor or Q) for any resonant system is defined to be 2π multiplied by the
ratio of the energy stored to the energy dissipated per cycle, evaluated at the resonant frequency.



2πU
Q=
∆U


(2.7)
f =f0

Where U is the total energy stored in the system, ∆U is the dissipated energy per cycle and
f0 is the resonant frequency. Alternatively Q-factor can be written in terms of the line width of
the resonance:

Q=

f0
∆f

(2.8)

Where f0 is the resonant frequency and ∆f is the line width of the resonance peak. For
a purely Lorentzian resonance ∆f is equal to the line width at half maximum power. Quality
factor sets the effectiveness of a resonant circuit to act as a discriminator of frequency. Higher Q
indicates a smaller relative linewidth and hence better frequency discrimination. Higher Q also
translates to a better fractional frequency stability, as demonstrated in section 3.2.
A resonant circuit usually consists of a resonator coupled to a number of external loaded
circuits. In practice this number is usually one (one-port device) or two (two-port device),
though there are no limitations on the number of possible circuits. The circuit in figure 2.5 is an
electrical equivalent model of a two-port device. The one-port model can be derived from the
two-port by eliminating the output circuit.
A signal generator, V , with an associated source impedance, RS , supplies a signal to the input
port. Some load, RL , is attached to the output port. A resonant mode is modelled by an LCR
circuit. In our case we wish to model a microwave cavity resonator. There are an infinite number
of resonant modes, so we model the resonator as an infinite series of LCR circuits. The coupling
mechanism for the input and output ports are modelled by transformers with unknown turns
ratios, n : 1 and m : 1 respectively. Each port also has a small associated loss and inductance,
modelled by a series resistor and inductor.
In practice we are usually interested in only one of the resonant modes. Assuming that there
is sufficient separation in frequency between the mode of interest and other nearby modes we can
14
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Xe1

Re1

Re2

Xe2

R1,C1,L1
RS

.
.
.

RL

R2,C2,L2
.
.
.

V

Rk,Ck,Lk

n:1

1:m

Figure 2.5: The two port model.

replace the infinite series of LCR circuits with the element corresponding to the mode of interest.
We also make the assumption that the small loss and inductance associated with each port are
negligible. Transforming V , RS and RL by the appropriate factors allows the transformers to
be integrated into the circuit. The result is shown in figure 2.6.

R,C,L

RS/n2

RL/m2

V/n

Figure 2.6: The simplified two port model.

If dissipation in the resonator is the only source of loss in the system then the calculated Qfactor is known as the unloaded quality factor, Q0 . In practice, however, there are always extra
losses due to the impedances of the input and output circuits and, according to the definition,
the Q-factor of the system is reduced. The resulting Q-factor is known as the loaded quality
15
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factor, QL . The coupling coefficients, β1 and β2 , are defined as the ratio of the power dissipated
in the input and output circuit to the power dissipated in the resonator. In this model:

β1 =

n2 R
RS

and

β2 =

n2 R
RL

(2.9)

Or, more generally:

βn =

Pn
P0

(2.10)

where βn is the coupling coefficient for the nth external circuit, Pn is the power dissipated in
the external circuit and P0 is the power dissipated in the resonator. Unloaded Q-factor can be
calculated from the loaded Q-factor via:

Q0 = QL (1 + β1 + β2 )

2.2.2

(2.11)

Scattering Parameters and the Q-circle

Typically any measurement of a physical resonator involves applying a signal at one of the ports
and measuring either the reflected or transmitted component. The scattering parameter s11 is
defined as the ratio of the reflected signal to a signal applied to the input port. s21 is defined
as the ratio of the transmitted signal to a signal applied to the input port. There are two other
scattering parameters, s22 and s12 , that can be found by swapping the input and output ports.
s21 = s12 for a resonant system.
For a measurement of s11 , detuned from the resonant frequency, one can always find a position
on the line that behaves like a short circuit. This measurement plane is known as the detuned
short plane. From the detuned short plane the circuit is equivalent to that in figure 2.6. The
scattering parameters s11 and s21 for the detuned short plane are given by:

s11 ()

=

s21 ()

=

β1 − β2 − 1 − jQ0 
1 + β1 + β2 + jQ0 
√
β1 β2
1 + β1 + β2 + jQ0 

(2.12)
(2.13)

Where β1 and β2 are the coupling coefficients of the input and output ports respectively, Q0
is the unloaded Q-factor and we have introduced:
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=

f
f0




−

f0
f


(2.14)

Where f is the frequency of the incident signal and f0 is the resonant frequency of the mode.
Expressions for s11 and s12 can be found by interchanging β1 and β2 in equations 2.12 and
2.13.
If we now plot the imaginary component against the real component of either s11 or s21 as f
passes through resonance it traces out a circle on the complex plane, known as the Q-circle (fig
2.7).
1
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Figure 2.7: Plots of the ideal Q-circle from the detuned short plane. (a) The s11 Q-circle, with
β2 = 0. Shown are the (1) under coupled (β1 < 1), (2) over coupled (β1 > 1) and (3) critically
coupled (β1 = 1) case. (b) The s21 Q-circle for β1 = β2 = β. With (4) β = 0.1, (5) β = 0.5 and
(6) β = 2.

We will focus mainly on the s11 Q-circle. It is far more useful than the s21 from a practical
point of view, as a measurement of the s11 Q-circle at both ports allows us to find f0 , QL and
Q0 , β1 and β2 as well as any transmission line losses experienced between the measurement plane
and the resonator. The s21 Q-circle, by comparison, can only give us f0 and QL , though this
can be useful in situations where the reflected signal is not accessible.
Extracting parameters from s11 and s22
In the ideal case, modelled by the circuit in figure 2.6, it is relatively easy to extract the
parameters f0 and QL from the reflection scattering parameters s11 and s22 . Extracting the
coupling coefficients β1 and β2 and Q0 requires more effort. It is also possible to find the
transmission line losses between the measurement plane and the resonator.
17
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The ideal Q-circle produced from either s11 or s22 is centred somewhere along the real axis
between -1 and 0, corresponding to an effective coupling coefficient ranging between 0 and
infinity. The ideal Q-circle is anchored to (−1, 0), which corresponds to the reflection scattering
parameter at frequencies far from resonance. The point opposite (−1, 0) on the Q-circle is the
scattering parameter corresponding to f0 .
The difference between the frequencies corresponding to the two points located ± π2 around
the Q-circle from f0 represents the bandwidth of the resonance peak. Using this difference QL
can be found via equation 2.8.
The two coupling coefficients are a little harder to extract. For a one-port resonator it is
fairly straight forward. A measurement of the radius of the Q-circle, d, is all that is required.
The one-port coupling coefficient, β is given by:

β=

2
d

1

−1

(2.15)

This procedure must be modified for use in a two port device, as the presence of the other
port affects the measured diameter of the Q-circle. The above procedure is followed for each
port to generate effective coupling coefficients, β1∗ and β2∗ . The coupling coefficients can then be
found via:

β1
β2

1 + β2∗
1 − β1∗ β2∗
1 + β1∗
= β2∗
1 − β1∗ β2∗
= β1∗

(2.16)
(2.17)

Q0 can now be found via equation 2.11
A transmission line between the measurement plane and the resonator causes a rotation of
the s11 or s22 Q-circle about the origin, due to the phase lag in the line, as well as shrinkage
towards the origin by a constant scale factor, due to the extra loss incurred on the trip to and
from the resonator. These two transformations must be “undone” before extracting the other
information. The easiest method is to find the anchor point on the Q-circle corresponding to the
frequencies far from resonance, rotate back to the negative x-axis and re-scale to (−1, 0). The
return trip transmission line attenuation is simply the scale factor in dB.
18
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2.2.3

qcircle Software

Modern measurements of the Q-circle are usually undertaken using a network analyser, though
there are other, somewhat less convenient methods, that can be employed. A network analyser
operates in either reflection or transmission mode. In both modes an interrogation signal of
known amplitude, frequency and phase is produced. This signal is applied to the relevant
port (the input port for s11 and s21 the output port for s22 and s12 ) and either the reflected
or transmitted signal is collected and compared to the interrogation signal. The scattering
parameter is then calculated. Typically the network analyser sweeps through the resonant
frequency in a discreet number of steps to extract the Q-circle. The resulting data set can then
be transferred to a PC for fitting and analysis using the procedure outlined in section 2.2.2
A software package called qcircle, for use with Igor Pro™, has been developed as part of this
project to extract resonator parameters from a reflection parameter Q-circle data set. It has
been used characterise not only the resonators discussed in this work, but all of the resonators
currently in use in the lab. It has proven to be a robust and accurate tool and works well even
in the presence of nearby, spurious, modes. It relies on a curve fitting procedure that is a little
different to that of commercial products, such as QZERO. It is worth giving an overview of the
procedure here.
Igor Pro™has quite sophisticated curve fitting capabilities, but in order to fit to the Q-circle
data we need to transform to a co-ordinate system that ensures that the fitting function is single
valued. This can be achieved by translating the Q-circle so that the origin lies within the circle
and switching to polar co-ordinates. The fitting function is expressed as a single valued function,
r(θ), given by:

r(θ) = r0 cos(θ − θ0 ) +

q
r02 cos2 (θ − θ0 ) − r02 + R2

(2.18)

Where (r0 , θ0 ) are the co-ordinates of the centre of the circle and R is its radius. This function
is a valid description of a circle as long as r0 is less than or equal to R. A least squares fit is
then made to the data to find the centre and radius of the (translated) Q-circle. The co-ordinate
system is switched back to cartesian and both fit and Q-circle are translated back to the original
position.
f0 is approximated by the data point closest to the position on the fit circle directly opposite
the far from resonance position. ∆f is calculated as the difference of the two frequencies
corresponding to positions

π
2

degrees away from f0 . QL can then be found via equation 2.8.

From here the rotation and scale factor are “undone” by looking at the detuned position on
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the fit and returning it to (-1,0). The other parameters, β ∗ and Q0 can now be found as per
section 2.2.2.
Both ports must be measured if the actual, rather than effective, coupling coefficients are
required. Equations 2.16 and 2.17 are then applied to the two effective coupling coefficients to
extract β1 and β2 .
The curve fitting procedure is remarkably robust. It can be used on partial Q-circles, as
long as the data set includes the bandwidth of the mode. It can also be used to find a best fit
Q-circle to modes that have been deformed by interactions with nearby modes, as long as the
arc surrounding the resonant frequency is reasonably circular. The information returned is not
as reliable as that from a “clean” Q-circle, but it provides a reasonable estimate (±10%), which
is often all that is required.
There are plans to improve the software. Potential improvements include incorporating
the inductance associated with the coupling mechanism, more accurate fitting procedures for
spurious mode affected resonances as well as support for transmission Q-circle measurements.

2.3

Resonator Parameters

The dual-mode clock operates on two WG modes in a single resonator, the E12,1,1 (E-mode)
at about 9.086 GHz and H15,1,1 (H-mode) at about 12.605 GHz1 . For each mode we wish
to measure; (i) the resonance frequency, (ii) the quality factor and (iii) the effective input and
output coupling coefficients. In this section we will look in some detail at the factors contributing
to, and the measured values of, the dual-mode resonator parameters.

2.3.1

Resonator Design

Figure 2.8 is a roughly to scale schematic of the dual-mode resonator. Its design is based on
previous resonators used by the FSM group. The cavity is cylindrical, with an inner diameter
of 80 mm and an inner height of 50 mm. It is made of silver plated copper, to maximise the
Q-factor by minimising the surface resistance of the cavity, as per equation 2.20.2
A cylindrically symmetric single crystal of HEMEX grade sapphire is mounted to the floor
of the cavity by the lower spindle. The sapphire has a maximum diameter of 50 mm tapering to
1 The modes quoted in (Anstie 06) may look a little different, though they are the same mode pair. A different
labelling scheme has been used in the paper, with WGHn,0,0 equivalent to En,1,1 modes and WGEn,0,0 equivalent
to Hn,1,1 modes. There is also an unfortunate typo in the paper, with the 12.605 GHz mode labelled as WGE9,0,0
rather than WGE15,0,0 .
2 Niobium is the material of choice for liquid Helium temperature resonators as the surface resistance drops to
near zero below as niobium super conducts below its transition temperature of about 10K. Our high temperature
resonator cannot take advantage of the superconducting properties of Niobium and must instead rely on the
conductivity of silver and copper.
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Figure 2.8: Schematic (roughly to scale) of the dual-mode resonator. The resonator consists
of a cylindrically symmetrical sapphire crystal mounted inside a cylindrical silver plated copper
cavity.
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two 14.9 mm spindles at the top and bottom. The region of maximum width is 20.27 mm high,
the distance between the points where the taper meets the spindles is 24.5 mm. This particular
sample of sapphire has been recycled from a previous sapphire oscillator, known as “Faith”.
The sapphire is mounted via a split bush that is locked in place by an external nut. This
mounting performs two functions. Firstly, it acts to rigidly position the sapphire within the cavity
to minimise any frequency fluctuations arising from differential motion between the sapphire and
the cavity walls. Secondly, it acts as a point of thermal contact that allows heat to flow to and
from the sapphire. Details of heat flow within the resonator are discussed in more detail in
chapter 5.
The sapphire’s surface is thoroughly cleaned by immersion in concentrated nitric acid for
approximately 24 hours before assembly. Once assembled’ the locking nut is tightened and
sealed in place with the application of a small amount of Torr Seal.
There are four access ports for four antenna probes, two from the top of the cavity, to access
the E-mode, and two from the sides, to access the H-mode. The antenna probe mounting and
positioning is described in more detail in section 2.3.4.

2.3.2

Resonance Frequency

The resonance frequencies of the two modes used in the dual-mode clock can be estimated using
the techniques discussed in section 2.1.2. As mentioned previously the mode frequency varies
with temperature. This is predominantly due to changing permittivity with a small contribution
from thermal expansion of the sapphire. The modes used to build the dual-mode clock are quite
sensitive to temperature fluctuations, with

df
dT

' 20 kHzK−1 , though, as we shall see, this

sensitivity can be reduced through the use of the dual mode technique (see chapter 6) and the
temperature fluctuations can be reduced via active temperature control (see chapter 5).
Other factors that influence the resonance frequency include vibration, tilt, mechanical creep
and fluctuations in the microwave power dissipated in the resonator. The experimental design
afforded some passive protection from vibration and tilt. The experiment was mounted on a
rubber pad in a 1 m deep hole in the lab, which was in the basement of the UWA physics
building. This ensured that the experiment remains at a constant angle with respect to the
ground. It also limited any high frequency seismic vibrations. The two vacuum pumps used to
cool the experiment were also a source of vibration. They were mounted on rubber mats and
there were several lengths of rubber tubing between the pumps and the experiment that afforded
some vibration isolation.
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Mechanical creep occurs when the resonator experiences stress. In the dual mode clock’s case
the spindle of the sapphire was gripped and placed under compression. The top and bottom
of the cavity were also held under compression by the fastening bolts. The resonator deforms
slowly over time which leads to a drift in frequency. Generally the frequency drift rate slows
over time. Another, more abrupt, source of frequency drift is thermal cycling. Over the lifetime
of this project the resonator has been cooled from room temperature to 50 K, and back, many
times. Each cycle necessitates a change in the operating point of a few tenths of a Kelvin.
Fluctuations in the circulating microwave power of each oscillator leads to fluctuations in the
power dissipated in the resonator. This is a thermal effect, and is thus suppressed in the same
manner as externally induced temperature fluctuations of the sapphire. This topic is covered in
some detail in section 3.3 and 6.3.

Measured Frequencies
The dimensions of the resonator have been chosen so that the two mode frequencies are in the
vicinity of the X-band, which lies between 8 and 12 GHz. Many microwave components are
designed to operate in the X-band (and just beyond it), making it a very convenient choice.
Resonance frequencies for the two modes have been measured using the qcircle program with
a quartz referenced Agilent 8720ET network analyser at 48.5 K (the solid nitrogen heat bath
temperature) and 77 K. The results are given in table 2.1. These frequencies are about 100 kHz
higher than the operating frequencies of the oscillators as the turning point in the frequencytemperature relationship of the difference frequency between the two modes that determines the
operating temperature is about 4 K warmer at approximately 52.5 K.

El
Eh
Hl
Hh

f0 (kHz) at 48.5 ± 0.5 K
9086606 ± 1
9086638 ± 1
12.605427 ± 1
12.605434 ± 1

f0 (kHz) at 77 ± 0.5 K
9.085019 ± 1
9.085054 ± 1
12.603890 ± 1
12.603897 ± 1

Table 2.1: Mode Frequency at 48.5 and 77 K. The h and l subscripts indicate either the high or
low frequency member of the doublet, respectively.

2.3.3

Quality Factor

The unloaded quality factor, Q0 of a dielectric resonator can be expressed as:
1
1
1
1
=
+
+
Q0
Qd
Qr
Qc
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where Qd is the Q-factor associated with losses in the dielectric, Qr is the Q-factor associated
with radiation losses and Qc is the Q-factor associated with losses due to the cavity coupling
to the evanescent field of the resonator. For a loaded cavity resonator there is no radiation loss
term and equation 2.19 can be rewritten as:

1
1
1
=
+
= Pe tan δ + Pm χ00 + Rs Γ−1
Q0
Qd
Qc

(2.20)

Where Pe is the electric filling factor, the proportion of the electric field energy stored in the
resonator, Pm is the magnetic filling factor, the proportion of the magnetic field energy stored
in the resonator, tan δ is the loss tangent of the dielectric, χ00 is the imaginary part of the AC
susceptibility, which is associated with losses due to paramagnetic impurities, Rs is the surface
resistance of the cavity walls and Γ−1 is the geometric factor, which describes the proportion
of the magnetic field energy at the cavity surface compared to the total energy stored in the
resonator, given by:

Γ=

ω

R
µ H · H ∗ dv
HV 0
Ht · Ht∗ ds
S

(2.21)

Where ω is the angular frequency of the mode, H is the magnetic field vector and Ht is the
tangential component of the magnetic field.
The existence of an anisotropy axis in sapphire results in different values for tan δ and X 00
parallel and perpendicular to the anisotropy axis. The first two terms are each split into parallel
and perpendicular components and equation 2.20 becomes:

1
= Pe⊥ tan δ⊥ + Pek tan δk + Pm⊥ χ00⊥ + Pmk χ00k + Rs Γ−1
Q0

(2.22)

Where Pek + Pe⊥ = Pe and Pmk + Pm⊥ = Pm . E-modes have Pek and Pm⊥ much larger than
Pe⊥ and Pmk , with H-modes vice versa.
The first four terms of equation 2.22 describe the contribution to Q0 due to power dissipation
in the dielectric. Both electric and magnetic filling factors are mode dependant. The higher
the order of the mode, the better confined it is to the dielectric and the closer the sum of the
components of Pe and Pm are to 1. The loss tangent for sapphire is extremely small, typically on
the order of 10−8 at 50 K. It is temperature dependent, becoming smaller at lower temperatures.
The χ00 term depends on the density of paramagnetic impurities. This term becomes important at low (4-10 K) temperatures and is instrumental in controlling the temperature of low
temperature sapphire clocks, but at 50 K it can be considered negligible due to the low density
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of paramagnetic impurities in HEMEX grade sapphire.
The final term of equation 2.22 describes the contribution to Q0 due to power dissipation
in the walls of the cavity. The cavity walls have an intrinsic resistance that depends on the
material of the inner cavity surface to a thickness determined by the penetration depth of the
electromagnetic field. In our case the cavity is made of copper, with a surface resistance of about
0.01 Ohms. The geometric factor describes the proportion of magnetic field energy present at
the cavity surface and is mode dependent, with higher order modes exhibiting smaller geometric
factors. Surface field induces surface currents and hence power dissipation, via

I2
Rs ,

in the surface

layer of the cavity.
Further losses can also be introduced if the surfaces of the dielectric and/or cavity wall are
dirty. A great deal of effort is spent keeping these surfaces free from contamination. The sapphire
is immersed in first nitric and then hydro-flouric acid to dissolve any surface contamination. The
surfaces of the cavity are polished and cleaned thoroughly with methanol. The cavity is then
sealed immediately and placed under vacuum as soon as possible to avoid contamination and
oxidation.

Measured Q-factor at 50K
The dual-mode clock made use of two whispering gallery modes, the E12,1,1 at about 9.086 GHz
and H15,1,1 at about 12.605 GHz. At each of these frequencies is a near degenerate doublet
(see section 2.1.1), with separation of 32 kHz for the E-mode and 7.12 kHz for the H-mode.
The Q-factors of the doublet members are usually very similar. The measured Q-factors at 48.5
and 77 K are given in table 2.2. The Q-factors at the operating temperature of 52.5 K are
approximately (10 %) lower than those at 48.5 K. The uncertainty associated with each qcircle
Q-factor measurement is approximately 2%.

El
Eh
Hl
Hh

Q0 at 48.5 K
1.27 × 108
1.64 × 108
6.95 × 107
1.08 × 108

Q0 at 77 K
4.6 × 107
4.8 × 107
1.46 × 107
1.53 × 107

Table 2.2: Measured unloaded Q-factors. The h and l subscripts indicate either the high or low
frequency member of the doublet, respectively.

2.3.4

Coupling Coefficients

Straight antenna probes have been chosen as the coupling mechanism for both the E-mode and
the H-mode. The antenna probe is a small length of conductor that is inserted into the cavity
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through a small hole in the wall. The hole is chosen to have a diameter much less than the
microwave wavelength (about 3 cm at 10 GHz) to restrict leakage of field through it. The
antenna couples into the component of the electric field that lies along its length. The further
the probe extends into the cavity, the higher the coupling coefficient. This is equivalent to
changing the turns ratio of the transformers in the model shown in figure 2.5. Source and load
impedances, RS and RL , are very near to 50 ohms, as SMA connectors, cables and components
have been used throughout.
In the configuration chosen for the dual mode resonator, shown in figure 2.8, the H-mode
probes sample the Er component and the E-mode probes sample the Ez component of the fields
of the respective modes.
From equation 2.3 we see that the Ez component of the E field decays exponentiallywith
increasing radial distance from the sapphire. As the probe is moved closer to the crystal it
encounters exponentially more field and hence the external circuit dissipates exponentially more
power. This implies, according to equation 2.10, that the coupling coefficient should also vary
exponentially with position. A similar argument can be made for the Er component of the
H-mode. In this case E field’s radial dependence is a Bessel function of the second kind (inferred
from 2.5), which decays approximately exponentially near the cavity wall.
Once the form of the coupling coefficients’ probe position dependance is known it is possible
to set the correct coupling after a series of test measurements, using qcircle, have been made.
The logarithm of the coupling coefficient is plotted against probe position and a line of best fit
is calculated. The correct position for the desired coupling coefficient can then be interpolated
from the plot.

Probe Mounts
This technique for setting the coupling coefficients requires the ability to position the probes
with high precision as, at cryogenic temperatures, the coupling coefficients are very sensitive
to probe position. A new probe mounting system was developed for this project and was very
successful. It has since been implemented for use with the current generation of helium cooled
sapphire oscillators. The probe mount is shown in figure 2.9.
The tip of a 2 mm diameter length of rigid coaxial cable is stripped back to the central
conductor to form the antenna probe. The probe is then rigidly fixed to a square bracket.
Accurate positioning of the probe is achieved through the use of cylindrical spacers of various
widths that are inserted between the bracket and the cavity. The entire assembly is held together
by four mounting screws that are tightened to a torque of 5 Nm. Coarse adjustment of probe
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e.

b.

c.

d.
a.

cavity wall

Figure 2.9: Schematic of the dual-mode resonator’s probe mounts. A straight antenna probe (a)
fastened to a rigid plate (b) and threaded through the cavity wall (c). The position of the probe
tip is controlled by the insertion of spacers (d). The assembly is held in place by four screws
that pass through the holes in the plate and are anchored in the cavity wall. The end of the
probe (e) is accessed via a 50 Ω SMA connector.

position is done through the use of combinations of spacers of width 0.4, 0.8, 1.6 and 3.2 mm.
Once the correct probe position has been calculated a spacer of the correct width can be custom
machined, though the 0.4 mm resolution was found to be sufficient for our resonator.
This particular mount is very reliable and represents an improvement over previous approaches used by our group. It is a very rigid way of mounting the probes. There is little
vibration and, due to the simple construction, there is no measurable change in probe position,
and hence coupling, over time.

Measured Coupling Coefficients at 50 K
In this work we are only concerned with the effective coupling coefficients of the resonator. In
particular we are concerned with ensuring that the effective coupling coefficient of the input port
is as close as possible to unity (critical coupling). Reflected power from the input port, |s11 |,
is near zero on resonance, which ensures that the microwave detectors can be used to their full
potential (see section 3.2 for more detail). The coupling on the output port can be any value,
but it is usually chosen to be on the order of 0.1. By keeping the output port undercoupled
unnecessary degradation of the loaded Q-factor can be avoided.
It is somewhat difficult and time consuming to reach 50 K using the solid nitrogen cooling
method (outlined in chapter 4) just to set the coupling. However a temperature of 77 K is
very easy to obtain by immersion in liquid nitrogen. There is a simple approximate relationship
(Luiten 96) between the unloaded Q-factor and the coupling coefficient at 77 K and those at
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50 K, given by:


Q0
β





50 K

Q0
'
β


(2.23)
77 K

The desired effective input coupling coefficients for 77 K were calculated via equation 2.23 to
be 0.29 for the E-mode and 0.21 for the H-mode. Each doublet was examined and the mode with
the highest input coupling coefficient was chosen to be optimised. Test measurements were then
made at various probe positions and the correct position calculated. Once set, the resonator was
cooled to 48.5 K to check the coupling coefficients. The final measured coupling coefficients are
presented in table 2.3.

El
Eh
Hl
Hh

β1
β2
β1
β2
β1
β2
β1
β2

48.5 K
0.49
1.19
1.23
0.33
-

77 K
0.14
0.05
0.30
0.01
0.25
0.04
0.04
0.01

Table 2.3: Measured coupling coefficients. The h and l subscripts indicate either the high or low
frequency member of the doublet, respectively. Output coupling coefficients near 50 K have not
been measured directly, but can be inferred from the 77 K results.
The chosen modes were the higher frequency E-mode, Eh and the lower frequency H-mode,
El . Both modes were a little over coupled on the input port, but were as near to critical as the
0.4 mm resolution of the coupling mounts would allow, and sufficient for our needs. Coupling
coefficients of the output ports have not been measured directly near 50 K, but can be inferred
from the 77 K results via equation 2.23.
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Chapter 3

Oscillators
The dual mode clock depends on the difference frequency between two, high stability, microwave
loop oscillators. Each oscillator is frequency locked to its resonance frequency using a Pound
frequency locking servo. A power stabilisation servo was also built for each oscillator. This
chapter discusses the design of the two loop oscillators. The Pound frequency locking servos are
introduced, optimised and tested. Fluctuations in mode power are discussed in terms of their
effect on the resonance frequency, fres , and the oscillator frequency with respect to resonance
frequency, fosc . Suggestions regarding the origin of, and possible methods to reduce the fres
contribution from power fluctuations are presented. The effectiveness of the power stabilisation
servo is discussed and the need to implement design improvements is expressed.

3.1

Loop Oscillator

Two microwave loop oscillators of almost identical design have been constructed for this project.
The loop oscillators are based heavily on the design developed initially by Andre Luiten and
Tony Mann (Luiten 95b) and developed further by other members of the FSM group. Both loop
oscillators utilise the same sapphire resonator, discussed at length in chapter 2. One operates
at the H-mode frequency (12.605 GHz), the other at the E-mode frequency (9.086 GHz). The
output of these two oscillators are mixed to extract the difference frequency, which forms the
output of the dual-mode clock.
The design of the loop oscillator is based heavily on those used previously by our group,
starting with the original, built by Andre Luiten (Luiten 95b), though the filters, output configuration and amplifier placement are unique to this design. Each loop oscillator uses its resonant
mode for two purposes. Firstly, the mode acts as the frequency determining element in the
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free running loop oscillator. The high Q-factor allows the free running oscillator to obtain a
frequency stability on the order of 10−12 with respect to the resonance frequency. Secondly, the
mode acts as the frequency discriminator of a Pound frequency locking servo (Pound 46), that
acts to lock the frequency of the oscillator to the resonance frequency.

correction
modulation

Pound
Servo

φ

φ
amplifier

φ

α

mechanical
phase shifter

Power
Servo

resonator
cryogenic
environment

incident power
reflected power

Figure 3.1: Block diagram of the loop oscillator. The resonator acts as a frequency selective
feedback element near the resonance frequency. If the mechanical phase shifter is set such that
the electrical length of the loop is sufficiently close to an integer number of wavelengths then the
circuit will oscillate near to the resonant frequency. The Pound and power stabilisation servos
act to further improve the frequency stability of the oscillator.

A block diagram of the loop oscillator design is shown in figure 3.1. The thick black line
represents the main loop. Initially, in the free running oscillator, broadband noise in the loop is
amplified and transmitted to the resonator. The resonator acts as an extremely narrow bandpass
filter, with a bandwidth on the order of 100 Hz. It allows only the component of the amplified
noise that is within the bandwidth to be transmitted. The transmitted signal passes through a
phase shifter, which sets the electrical path length of the loop, and back to the amplifier. The
component of the signal with a wavelength corresponding to an integer number of wavelengths
around the loop experiences positive feedback and the circuit begins to oscillate. The amplitude
of the signal increases until the amplifier enters the saturation regime and the gain provided
matches the loss around the loop.
Figure 3.1 also shows the two control servos that have been constructed for each oscillator,
the Pound servo and the power stabilisation servo. The Pound servo is used to lock the oscillator
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frequency to the resonance and is discussed in section 3.2. The power stabilisation servo uses
a measurement of the power incident on the resonator to fix the microwave power circulating
through the circuit. More detail can be found in section 3.3.

3.1.1

φ

Loop Oscillator Design

Upstairs Components

from
resonator
amplifier no. 1

φ
mechanical
phase shifter

φ

φ

broadband
filter

phase corrector
(Pound servo)

attenuator
(power control)

phase
modulator
(Pound servo)

α

amplifier no. 2

to
resonator
-10dB

to mixer
(dual-mode ouput)

-3dB

-3dB

to counter

Figure 3.2: Upstairs (room temperature) components.

The upstairs (room temperature) components of the two loop oscillators are housed in two
steel boxes adjacent to the top plate of the insert (see chapter 4). Components are bolted to a
20 mm thick aluminium plate in the base of each box. The plate acts as a heat sink, passively
regulating the temperature of the components, and serves to keep the circuit rigid, reducing
sensitivity to vibration. The boxes are rigidly mounted to the dewar in an effort to minimise
length, and hence phase, fluctuations in the microwave transmission lines that link the upstairs
section to the cryogenic coaxial microwave transmission lines.
Components are connected by standard SMA microwave connectors. Transmission lines
between upstairs components are made from semi-rigid coaxial cable. Figure 3.2 shows the
upstairs microwave components comprising each loop oscillator. Descriptions of the various
components are presented below.
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Voltage Controlled Phase Shifter (VCP):

There are two of these in each loop. They are used in the Pound servo to apply phase modulation
and correction. A control voltage between 0 and 15 V induces a phase shift with a range of about
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An isolator has a low insertion loss, on the order of 0.1dB, in the forward direction and a low
insertion loss in the reverse direction (isolation) on the order of 15-20 dB. They are used to
ensure that no unwanted microwave energy is introduced from back reflection from components
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Circulator:
A circulator is a three port isolator, with low insertion loss between adjacent ports in one
direction and high insertion loss in the other. In this circuit they are used to double the range
of the the phase shifters.
The output signal of each oscillator is extracted before the phase modulator via a -10 dB
directional coupler. This signal is split into two half-power signals via a power splitter. One of
these signals is sent to a monitor port. The monitor port allows access to the individual oscillator
output. In the H-mode oscillator a counter is attached at this point to act as the temperature
sensor readout of the temperature control servo (see chapter 5). The other half-power signal is
sent to a mixer to form the dual-mode output signal.
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Figure 3.3: Downstairs (cryogenic) components.
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The resonator serves a dual purpose in the loop. In free running mode it acts as a very narrow
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Microwave Power Detectors:
There are three cryogenic tunnel diode microwave power detectors, all with similar sensitivities,
in each loop. Two of the detectors are used to measure the reflected power from the input port
of the resonator. They each receive half the signal reflected from the input port of the resonator.
One of these detectors is used to produce the Pound servo discriminator signal (see section 3.2),
the other is used to monitor the reflected power to calculate the noise floor of the Pound servo
(see section 3.2.5). The third detector in each loop is used to sample the microwave power
incident on the resonator via a -10dB directional coupler. It is used as the sensor in the power
control servo (see section 3.3.2).
Between the top of the insert and the lid of the outer can are four stainless steel coaxial
transmission lines that provide access to the input and output ports of the resonator. They
introduce a significant loss to the circuit (of about 6 dB each). They also experience significant
length changes due to thermal fluctuations, inducing phase fluctuations of the microwave signal
and altering the voltage standing wave ratio (VSWR) of the transmission lines.
Three isolators have been placed in series between the transmission lines and the rest of the
downstairs electronics in an effort to reduce frequency pulling caused by thermal changes in the
VSWR of the transmission lines.

3.1.2

Spurious Modes

Figure 3.4 shows the insertion loss through the resonator (including cryogenic transmission lines)
in a 250 MHz band centred on (a) the E-mode and (b) the H-mode. Two things are immediately
apparent from these plots. Firstly, the loss through the cryogenic section of the circuit was
significant, -25.2 dB for the E-mode and -38.3 dB for the H-mode. At least this much gain must
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Figure 3.4: Insertion loss in a 250 MHz band centred on (a) the E-mode and (b) the H-mode.
The modes themselves are not visible at this scale. Insertion loss at the resonance peak of each
member of each doublet is indicated.
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be provided by the amplifiers to overcome the resonator insertion loss. This loss plus that of the
upstairs components required us to use two amplifiers per loop oscillator.
Secondly, there were other, spurious, low-Q modes nearby that were lower loss than the Emode and H-mode. The circuit oscillated preferentially on these modes, making it impossible
to lock to the desired mode. In order to combat this problem each loop was equipped with a
band-pass filter centred on the resonance frequency. This added a further loss mechanism to the
spurious modes and ensured that the circuit was able to oscillate on the mode of interest.

H-mode Filter
The H-mode (12.60535 GHz) signal was significantly greater than the background level (by about
12.2 dB) and was situated relatively far from any spurious modes. Hence, the corresponding
filter could be quite broadband with relatively slow roll-off. The filter chosen for this mode was
a two-port copper cavity filter tuned such that the centre frequency coincided with the H-mode
frequency. The transfer function of the filter and the filter and resonator combined are shown
in figure 3.5.
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-80
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-120
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Frequency (GHz)
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Figure 3.5: Insertion loss of the H-mode filter (broken line) and filter and resonator combined
(unbroken line). The addition of the filter encourages spontaneous oscillation on the desired
mode (12.60535 GHz).

E-mode Filter
The E-mode (9.08654 GHz) filter proved to be a little more difficult to design. The E-mode peak
was only 5.6 dB above the background and there was a spurious mode at 9.09251 GHz, about 6
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MHz away. The E-mode filter was composed of two cascaded multiple cavity filters. The transfer
function of the filter is shown in figure 3.6. The E-mode filter had a smaller bandwidth than the
H-mode filter, as well as faster roll-off. In addition, the filter also acted as a notch filter, tuned
to counter the spurious mode at 9.09251GHz.
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Figure 3.6: Insertion loss of the E-mode filter (dotted line) and filter and resonator combined
(unbroken line). The spurious mode at 9.09251 GHz has been cancelled by the notch at the
same frequency.

E-Mode Doublet Mode Jumping
Each of the modes of interest was one member of a doublet with separation of a few tens of
kiloHertz (see section 2.1.1). The other member of the doublet was, in effect, a spurious mode.
The peak transmitted power of the desired H-mode was greater than that of the other doublet
member, by about 7.2 dB, and thus tended to oscillate preferentially in the free running oscillator.
The difference in peak transmitted power of the E-mode doublet members was much smaller,
about 2.1 dB, with the lower peak corresponding to the mode of interest.
In free running mode the E-mode oscillator would oscillate at either mode frequency. Furthermore, given a significant phase shift, the oscillator tended to jump from one mode frequency
to the other. This property allowed us to select the correct mode. Judicious adjustment of the
mechanical phase shifter forced the oscillator onto the correct mode. Care had to be taken when
initiating the Pound-lock to ensure that the oscillator frequency did not jump modes. Once
locked the spurious mode did not cause further problems.
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3.1.3

Voltage Controlled Components

There are two VCPs and one VCA per oscillator. Each VCP induces a phase shift and each
VCA induces an attenuation roughly proportional to the applied control voltage. Each VCP also
introduces a small, voltage dependent, attenuation and each VCA introduces a small phase shift.
Figure 3.7 shows the amplitude and phase responses of all the devices used in our oscillators.
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Figure 3.7: Phase shift and attenuation of the (a) E-mode and (b) H-mode voltage controlled
phase shifters and (c) attenuation and phase shift for the voltage controlled attenuators used in
the two oscillators.

For the most part the unwanted phase shifts and attenuations are unimportant, except for
the case of the phase modulator VCP. Here the control voltage varies on the order of a volt,
introducing a spurious amplitude modulation at the same frequency as the phase modulation,
resulting in a frequency offset in the Pound servo. This offset varies with the index of the
spurious AM, which, in turn, is influenced by room temperature, VCP bias level and the amount
of microwave power circulating in the loop. It is possible to use the VCA to inject a cancelling
signal, but that has not been done in this project. Previous Helium based oscillators have
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demonstrated that this effect is only important at the mid to low 10−15 fractional frequency
stability level and thus only becomes an issue below the expected performance of the dual-mode
oscillator. As a passive measure to limit spurious AM we have purposefully chosen VCP’s with
the smallest possible variation in voltage dependent attenuation.

3.2
3.2.1

Pound Frequency Control System
Theory

The Pound frequency locking technique has been in use in microwave applications since its
development in the 40’s (Pound 46). In our clock it is used to lock the frequency of the oscillators
to each resonance by controlling the phase of the circulating microwave signal. This is intended
to be a basic guide to the operation of the Pound servo’s. More detailed accounts can be found
in (Luiten 95b) and (Hartnett 00a).

Loop Theory
In order to oscillate the free running oscillator must have unity steady state loop gain and must
have an electrical length that is an integer number of wavelengths. Stated in complex form:

P ALD = 1

(3.1)

Where P is the total phase shift contributed by the loop components (except for the resonator), A is the magnitude of the amplifier gain, which is dependent on input power, L is the
combined loss of all loop components (except for the resonator), and D is the complex transfer
function of the resonator. If we split the oscillation condition explicitly into phase and amplitude
components we must have:

|A(P )||L||D| = 1

(3.2)

for the steady state amplitude oscillation condition, where |A(P )| is the power dependent
magnitude of the amplifier gain and |L| and |D| are the magnitudes of the loop and resonator
loss respectively. For the phase condition we have:

φP + φD = 2πn

(3.3)

Where φP and φD are the phase shifts around the loop and through the resonator respectively.
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Any shift in phase around the loop, such as temperature induced length changes or manipulation
of the phase shifters, results in a corresponding phase shift in the resonator to compensate. We
can express the phase shift through the resonator as:


φD (f ) = arctan

Im(s21 )
Re(s21 )


(3.4)

Where Im(s21 ) and Re(s21 ) are the imaginary and real parts of the s21 scattering parameter
of the resonator. If the argument of the arctangent is small, ie if we are near resonance, we can
write:

∆φD
∆f
=
f0
2QL

(3.5)

Where ∆φD represents a compensatory phase shift in the resonator, ∆f is the corresponding
frequency shift, f0 is the resonance frequency and QL is the loaded Q-factor of the mode of
interest. This approximation holds for frequencies within the bandwidth of the resonance. We
can see from equation 3.5 that a phase shift in the loop will induce a corresponding, proportional,
change in frequency. We can also see that a high Q-factor is essential in keeping the phase induced
frequency fluctuations small.

The Pound Frequency Discriminator
A Pound locking technique has been used to provide an error, or discriminator, signal proportional to the difference between the oscillator frequency and resonance frequency.

The

discriminator signal can then be used (according to equation 3.5) to introduce a corrective
phase shift and keep the oscillator locked to the resonance frequency. The technique, as used in
our system, is presented below:
The first step is to introduce a phase modulation signal incident on the resonator at a
frequency well outside the bandwidth of the resonance. Assuming negligible higher harmonics,
which is a reasonable assumption for small modulation index, and pure phase modulation, the
signal incident on the resonator consists of a carrier and sidebands given by:

(
Vinc

= AC



J0 (ϕm )ejωC t + J1 (ϕm ) ej(ωC +ωm )t − ej(ωC −ωm )t


j(ωC +2ωm )t

+J2 (ϕm ) e
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)
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Where Vinc is the signal incident on the resonator, AC is the amplitude of the carrier, ϕm
is the phase modulation index - equivalent to the maximum phase deviation, ωC is the angular
frequency of the carrier and ωm is the angular frequency of the modulation signal.
We have deliberately chosen the modulation frequency to be well outside the bandwidth of the
resonance, hence the reflection of the two sidebands from the input port of the resonator will look
like a reflection from a short. The reflection of the carrier will simply be the reflection scattering
parameter, s11 (mentioned in section 2.2.2). The detector produces a voltage proportional to
the power of this reflected signal. For our purposes we are only interested in the DC detector
response and that at the modulation frequency, given by:

Vdet


= A2C kdet − 4J0 (ϕm )J1 (ϕm )Im (s11 ) sin (ωm t) + 4J1 (ϕm )J2 (ϕm ) cos (ωm t)

+|s11 |2 J0 (ϕm )2 + 2J1 (ϕm )2 + 2J2 (ϕm )2 (3.7)

Where Vdet is the detector voltage, kdet is the detector power sensitivty and s11 is the reflection
scattering parameter.
The DC component of the detector signal does not contribute to the frequency discriminator
error voltage, though it can affect kdet . Too much DC signal can saturate the detector and thus
lower the sensitivity of the discriminator. The size of the DC component basically depends on
the power of the signal present in the sidebands and first harmonics. The carrier is suppressed by
the s11 parameter of the cavity. If the input port coupling has been set to near critical effective
coupling s11 is near zero and the carrier power seen by the detector is almost zero. In our system
it is sufficient to limit the deviation from critical coupling to about a factor of two before excess
carrier power becomes an important detriment to the Pound locking scheme.
The component of the detector signal at the modulation frequency consists of an in phase
and quadrature component. The in phase component depends on the imaginary part of s11 ,
carrier power and phase modulation index. This is the discriminator signal. The quadrature
component depends on the amplitudes of the sidebands and the first harmonics. This component
is suppressed when the slope of the error voltage at the output of the lock-in amplifier is
maximised.
This detector signal is synchronously detected in a lock-in amplifier. The in-phase component
is selected to act as the frequency error signal. If we assume that the signal is in phase with the
reference oscillator (which can be achieved via an onboard phase shifter (see section 3.2.2)), the
demodulated output of the lock-in amplifier is given by:
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VLI = 4A2C kdet J0 (ϕm )J1 (ϕm )GLI Im(s11 )

(3.8)

Where VLI is the voltage at the output of the lock-in, and GLI is the gain of the lock-in.
Substituting in s11 (equation 2.12) and differentiating with respect to frequency gives the gain
of the discriminator as:

GD

fosc =fres

=

δVLI
Q0 β1
= 16A2C kdet J0 (ϕm )J1 (ϕm )GLI
δfC
f0 (1 + β1 + β2 )2

(3.9)

Discriminator gain is maximised by ensuring a high Q-factor and minimising s11 at the
resonance frequency, ie we must ensure that the coupling coefficient of the input port is close
to unity. If we can achieve near critical effective coupling on the input port then the carrier
power incident on the detector is near zero. The detector is most sensitive near zero power,
maximising kdet . It also allows us to use higher incident power before a decreasing kdet degrades
discriminator gain.
It would also seem prudent to maximise J0 (ϕm )J1 (ϕm ) by increasing modulation index, but
this is not always the case. Too much phase modulation causes saturation of the detector. It
may also introduce too much power at twice the modulation frequency, which can saturate the
lock-in amplifier at high sensitivity.
Maximising incident power may also cause the detector to operate in a non desirable regime
and we have already mentioned that there are also limits on the amount of lock-in gain. The
optimisation of incident power, modulation index and lock-in gain are covered in section 3.2.3.
The antenna probe at the resonator input port corresponding to one mode also coupled to the
other mode. This cross-talk from the other oscillator was also seen by the detector. This added
another DC component as well as a signal at the modulation frequency (and first harmonic) of
the other oscillator. This was a small effect, with a shift of less than 1 dB in the DC component of
the individual oscillators. The signal at twice the modulation frequency was similarly attenuated.
Furthermore, as long as the two modulation frequencies (and their harmonics) were chosen such
that they were separated by a few kHz, then cross-talk was filtered out by the low pass filter of
the lock-in amplifier and did not affect the discriminator signal.

The Pound Frequency Lock
Now that we have a discriminator signal it is necessary to incorporate that signal into a frequency
locking scheme. The discriminator signal was taken from the lock-in and passed through an
integrator. The output of the integrator was fed to the actuator, the phase corrector VCP, to
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close the loop. The transfer function describing the the conversion of phase to frequency of the
oscillator, near resonance, within the bandwidth of the Pound servo (f . 100 Hz), is given by:

Gres =

f0
2QL

(3.10)

Where Gres is the conversion from phase to frequency across the resonator (equation 3.5).
With reference to the previous section the loop gain is:

GL = σGres GD GI

(3.11)

Where σ is the gradient of the voltage-phase relationship of the corrector VCP (figure 3.7),
which can be considered constant for small voltage changes, GD and GI are the gains of the
discriminator (equation 3.9) and integrator respectively. Both GD and GI are functions of
frequency. GD has the form of a low pass filter due to the lock-in amplifier low pass filter. GD
and GI act together to set the bandwidth of the servo. The closed loop phase to frequency
transfer function is given by:

GresCL =

Gres
1 + GL

(3.12)

The Pound servo is sensitive to fluctuations in the oscillator frequency relative to the resoCL
nance frequency, fosc . Closed loop frequency noise, relative to the resonance frequency, δfosc
is

given by:

CL
∆fosc
=

OL
∆fosc
+ (ND + NS )GI σGres
1 + GL

(3.13)

OL
Where ∆fosc
are the open loop frequency fluctuations of the oscillator with respect to the

resonance frequency, ND is the discriminator noise (including contributions from the phase
modulator, detector and the lock-in amplifier) and NS is the noise of the servo (including
contributions from the integrator and the corrector VCP) referenced to the output of the lock-in.
In our servo NS can be considered negligible compared to ND .

3.2.2

Pound Servo Scheme

Figure 3.8 shows a block diagram representation of the Pound servo used in each oscillator. A
sine-wave, with a frequency of about 60 kHz and an amplitude on the order of half a volt, is
taken from the internal oscillator of a SR830 Lock-in amplifier and added to a bias voltage of
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2 volts. This signal acts as the control voltage on the phase modulator VCP and induces the
phase modulation required to produce the discriminator signal for the Pound servo. The bias
is chosen to ensure that the modulation occurs in a relatively linear region of the VCP phasevoltage relationship. The VCP is used in reflection, allowing a double pass of the device, and
hence double the phase shift indicated by figure 3.7. A tunnel diode microwave power detector
is used to measure the reflected power at the input of the resonator. This signal is amplified and
de-modulated by the lock-in amplifier to retrieve the discriminator signal. The lock-in amplifier’s
internal phase shifter is used to optimise the gradient of the error signal and select the correct
sign. The discriminator signal is sent through a custom built integrator and into the phase
corrector VCP to complete the loop. The phase corrector is biased at 3 V, the middle of its
range.
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modulator
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SR830 Lock-in
Amplifier

resonator

reflected power

Figure 3.8: The Pound servo scheme.

The gain of the loop is determined by the lock-in amplifier sensitivity. Typically the sensitivity is on the order of milliVolts, giving a DC gain between 60 and 80 dB. The lock-in gain
falls off at higher frequencies due to the action of the low-pass filter, with a 3 dB point set by
the inverse of the time constant setting on the lock-in. The integrator also adds some gain, on
the order of 30 dB/f, levelling out to about -30 dB at 250 Hz.
We have already seen the performance of the voltage controlled components (figure 3.7). It
is also worth looking at the detector sensitivity as a function of microwave power. Figure 3.9
shows the measured voltage output of the detectors with respect to incident power at the two
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frequencies of interest. kdet is the gradient of this curve. kdet decreases with increasing power,
from about 1 V/mW , until, above a microwave power above about 1mV, kdet is essentially zero.
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Figure 3.9: Voltage responses of the primary and auxiliary detectors involved in the pound-locks

3.2.3

Optimisation of Discriminator Gain

The optimisation of the discriminator gain of the two oscillators was performed in three stages.
The first step was to set the effective input coupling of the E-mode and H-mode as close as
possible to unity, as outlined in section 2.3.4. The second stage required the optimisation of the
discriminator gain with respect to modulation index and power. The final stage required us to
set optimum lock-in amplifier sensitivity (and hence gain) and low-pass filter time constant.

Optimisation of GD with respect to Modulation Index and Incident Power
According to equation 3.9 in order to maximise discriminator gain we are required to maximise
both modulation index and incident power. On the other hand, detector sensitivity decreases
with increasing microwave power incident on the detector. Thus, there must be some optimum setting for incident power and phase modulation index that corresponds to a maximum
discriminator gain.
Figure 3.10 outlines the scheme used to find the optimum incident power and modulation
index. For the most part it is identical to the open loop pound servo described in section 3.2.2.
Incident power is varied via a manual attenuator, placed before the resonator, and measured
using the power control servo detector. Modulation index is controlled via the amplitude of the
sine-wave generator on board the SR830 lock-in amplifier. The modulation voltage applied to
the modulator VCP is monitored and converted to a modulation index using the voltage-phase
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Figure 3.10: The measurement scheme used for optimising discriminator gain with respect to incident power and phase modulation index. The attenuation
of the oscillator, α, alters the incident power. Altering the amplitude of the lock-in reference signal, A, changes the modulation index. A very slow, fs =
1Hz, phase modulation is introduced via the phase corrector VCP. This is deliberately chosen to be within the bandwidth of the resonance and acts to
sweep the frequency of the resonator across the resonance frequency. The quantity measured is the amplitude, C, of the lock-in amplifier output, shown
on the CRO, which is proportional to the gain (gradient) of the discriminator.
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calibration presented in figure 3.7.
A small signal, of amplitude 50 mV and frequency 1Hz, is applied to the corrector VCP. This
signal induces a slow phase shift that acts, via equation 3.5, to sweep the oscillator frequency back
and forth across resonance. A calibration of the frequency swept out by this signal, ∆f , is made
by stepping the through the sinewave and recording the oscillator frequency. The amplitude of
the lock-in output is then monitored and converted to give GD /GLI by dividing by the lock-in
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Figure 3.11: Plots of (a) the E-mode and (b) H-mode discriminator gain divided by lock-in gain
for various values of modulation index and incident power levels.

Figure 3.11 shows GD /GLI vs ϕm for three incident power levels, corresponding to 0 , -3 and
-5 dB of attenuation at the output of each of the oscillator boxes. It is clear from these plots
that the optimum incident power in both cases is that corresponding to 0 dB of attenuation, ie
maximum incident power.
Both 0 dB plots exhibit turning points with respect to modulation index. This occurs at a
modulation index of about 0.15 for the E-mode and 0.30 for the H-mode, though the H-mode
sees only small variations above 0.2.
The relative amplitude of the sidebands must also be taken into consideration when setting
the phase modulation index. We desire a clean output signal from each of the oscillators to
produce a clean output signal for the dual-mode clock. Although most of the sideband power
is reflected at the input port of the resonator, some inevitably makes it through to the output
port. Thus, it is desirable to keep the phase modulation index small for both oscillators. A
small modulation index also keeps the power incident on the detector at twice the modulation
frequency small, improving the input sensitivity and hence gain, of the lock-in amplifier.
For these reasons the optimum modulation indices were set at 0.15 for the E-mode oscillator
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and 0.2 for the H-mode.

Optimisation of Lock-In Gain
Once modulation index and incident power have been optimised, setting the lock-in amplifier
gain and filter time constant is relatively simple. The integrator bandwidth is on the order of
100 Hz, so the filter time constant must be set to less than 10 ms or so, typically a time constant
of 1 or 3 ms gives the highest, stable, lock-in amplifier gain The optimum gain is set by first
locking the oscillator and then incrementally increasing the sensitivity of the lock-in. Beyond
a certain input sensitivity, typically on the order of a few mV, the servo will either oscillate or
the input of the lock-in amplifier will be overloaded by the second harmonic component of the
signal. The sensitivity is then backed off to the next coarsest setting, dropping the gain below
the critical level. The lock-in amplifier sensitivity was set at 3 ms for both oscillators of the
dual-mode clock.

3.2.4

Transfer Function of the Pound Servo

The loop gain of the optimised Pound servo for each oscillator is shown in figure 3.12. It cannot
easily be measured directly due to the tendency of the integrator to drift to the rails if the
oscillator frequency is not centred precisely on the resonance frequency. The discriminator and
integrator transfer functions were measured separately and multiplied to give the Pound servo
loop gain transfer function. The loop gain of the E-mode servo is about 10 dB lower than that
of the H-mode.
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Figure 3.12: The (a) E-mode and (b) H-mode Pound servo loop gain transfer functions.
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3.2.5

Pound Servo Noise Floor

The Pound servo noise floors have been measured using the auxiliary reflected power detectors.
The measurement scheme is shown in figure 3.13.
A second lock-in amplifier was used to demodulate and amplify the auxiliary detector signal
and the output voltage was monitored with a volt-meter. The conversion factor relating lock-in
output voltage to frequency was found by introducing a slow phase modulation to the phase
corrector VCP. The lock-in output voltage and oscillator frequency were monitored. The ratio
of the amplitudes of the two responses gave the desired conversion factor.
The open-loop frequency noise can be found via a direct conversion to frequency noise of
the voltage noise at the output of the second lock-in. In the closed-loop case the voltage noise
at the the output of the lock-in amplifier contains contributions from both the primary and
secondary servo schemes. If the servo scheme is the dominant source of frequency noise with
respect to the resonance frequency, then we can assume identical noise properties for both servos
√
and the observed frequency noise is that given in equation 3.13 multiplied by 2. Dividing the
√
observed frequency noise by 2 gives the correct noise floor. This assumption was only valid for
the H-mode oscillator. It was not valid for the E-mode oscillator as this was not the dominant
contribution to frequency noise (see next section). The square-root Allan variance (SRAV) noise
floors of the two oscillators are shown in figure 3.14.
The frequency noise of the H-mode oscillator was limited by a combination of lock-in amplifier
and detector voltage noise, as expected. The E-mode oscillator noise floor, however, was almost
an order of magnitude worse than that of the H-mode. This was an unexpected result as both
modes had comparable discriminator gain and the Pound servo electronics were identical.
It was concluded that there must have been another noise mechanism affecting the frequency
of the E-mode oscillator with respect to the resonance frequency. In the next section we discuss
mode power fluctuations as the likely source of this extra contribution to frequency noise.

3.3

Power Stability

We have implicitly assumed thus far that the microwave power, measured passing through a
single point of the loop oscillator, will remain constant with time. In reality there is always
some level of mode power fluctuation. Various loop components may introduce an attenuation
of the microwave signal that fluctuates with either room temperature, such as the VCPs (due to
fluctuating bias voltage), or variations in the cryogenic dewar temperature, such as the cryogenic
transmission lines. This attenuation leads to fluctuations in mode power. As well as these long
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Figure 3.13: The Pound noise floor measurement scheme.
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Figure 3.14: The fractional frequency noise floors of the E-mode and H-mode free running and
Pound locked oscillators. The closed loop H-mode fractional frequency noise is limited by the
detector voltage noise. The E-mode is limited by fluctuations in E-mode power.

term effects, there is always some level of broadband mode power noise due to the amplifiers.
Fluctuations of the mode power can cause fluctuations of the resonance frequency of the
modes. There are two dominant mechanisms that alter the frequency of each oscillator with
respect to mode power; thermal fluctuations of the sapphire and frequency offsets introduced by
the Pound servo.
Each oscillator dissipates power into the sapphire in a region determined by its mode pattern.
Thus, the power dissipated by each mode acts as an internal heat source with an output power
proportional to the stored electromagnetic energy stored in the resonator. A change in mode
power alters the effective output power of this internal heat source. This induces a temperature
fluctuation, and hence resonance frequency fluctuation of the sapphire, which is shaped by the
transfer function of the thermal circuit. This then results in a fluctuation in the resonance
frequency, as it is dependent on temperature.
The second mechanism is due to a shift in the locking point of the Pound servo, with respect
to the resonance frequency, due to a change in mode power. The exact cause of this effect has
not been fully investigated, due to time constraints, though it seems to be related to the level
of spurious amplitude modulation introduced by the modulator VCP.
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3.3.1

Oscillator Frequency Response

The frequency response of each mode to a step in mode power was measured using the scheme
shown in figure 3.15. The oscillator was frequency locked to the resonance frequency using the
Pound servo and the temperature of the sapphire was held near to the turning point temperature
by the temperature controller (see chapter 5 for more information about the temperature controller and chapter 6 for more information about the turning point). A square wave, of period 200
seconds, was applied to the VCA, resulting in a mode power that alternated between two values,
centred on the normal operating power. The power incident on the resonator was monitored via
the downstairs incident power detector. The frequency of the mode was also monitored, by a
frequency counter at the monitor port at a sampling rate of 10 Hz . The resulting frequency
response of each mode to a step in the mode power incident on the resonator of +1 mW , over
100 seconds, is shown in figure 3.16.
Square Wave
Generator

Microwave
Synthesiser

α
fOSC

Frquency
Counter

resonator
incident power

Voltmeter

Figure 3.15: The measurement scheme used to characterise the frequency response to a step in
mode power.

After the step, there is an immediate (at this scale) frequency offset that we attribute to
the Pound servo effect. It was proposed that this could be a thermal effect in the resonator,
but the experiment discussed in section 6.3.2 demonstrates that this offset only appears for the
oscillator that has had its mode power altered, whereas a thermal effect should be present in
both oscillators. Also, the fact that the sign of the offset for the H-mode is opposite that of the
E-mode also indicates an oscillator, rather than a resonator, phenomenon.
The Pound offset has been probed using a 2 Hz sine-wave, which was the sampling rate limit
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Figure 3.16: The step response curves for a +1 mW change in mode power incident on the
resonator. The frequency response is quoted relative to the frequency before the step, at t =
1 second. The H-mode experiences an immediate step up in frequency and the E-mode, an
immediate step down. This is followed in both modes by a slow thermal response.

of the counter. The magnitude of the initial offset was found to be 0.44±0.1 Hz/W for the Hmode and 4.2±0.1 Hz/W for the E-mode, both centred on their operating powers. The frequency
shift is positive for increasing mode power in the H-mode, and negative for the E-mode.
This effect was discovered right at the very end of the project, and unfortunately there was
no time left to uncover its origins. However, it does seem to be related to the level of amplitude
modulation introduced by the phase modulating VCPs of each oscillator. The spurious AM level
is approximately a factor of 10 worse in the E-mode case, and the magnitude of the offset seems
to reflect this.
We know that the second amplifier in each loop operates in its saturated regime. Once in
the saturated regime, the gain of the amplifier is no longer constant as a function of incident
power, with gain at high power less than that at low power. Amplitude modulation of the signal
incident on the saturated amplifier is compressed due to the non-linear gain.
The most likely explanation for our observed shift is that a change in mode power alters the
amount of AM compression for the spurious AM signal introduced by the VCP, effectively altering
the amplitude modulation index. It has been mentioned previously (see subsection 3.1.3) that
a spurious AM signal leads to an offset of the oscillator frequency from the resonance frequency
that depends on the amplitude modulation index. Thus, a change in mode power will alter the
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spurious AM index compression, giving rise to the observed frequency offset.
It is also possible that this effect is due to a non zero-input voltage on the Pound servo
integrator. A shift in mode power alters the open loop gain of the Pound servo, as we have seen
in figure 3.11. When the loop is closed, this change in gain alters the oscillator frequency offset
from the resonance frequency according to equation 3.13. Further tests are required to uncover
the source of this effect.
The rest of the curve represents the temperature response of the sapphire. The system was
modelled using the thermal equivalent circuit shown in figure 3.17.

PH

CS

CC

RSC

RCE

to thermal circuit

Figure 3.17: Thermal model used to characterise internal heating of the sapphire. Here CJ
and CC are the heat capacities of the sapphire and the cavity respectively. RJ and RB are the
effective thermal resistances between the sapphire and the cavity and the cavity and the rest of
the thermal circuit. PH represents the effective heater power of the mode.

We have assumed, for the sake of the model, that the rest of the thermal circuit changes
temperature so slowly that it acts as a heat sink. This is not really the case. After about
40 seconds, oscillator frequency experiences approximately linear drift due to the mismatch in
the heat supplied by the dissipated mode power and the heat supplied by the patch heater.
Although it appears linear at these time scales, this is actually part of a more complicated curve
that corresponds to the action of the temperature controller. Both the long term drift and the
initial, Pound servo induced, frequency shift were removed from the data before analysing the
short term thermal component of the response.
The short term thermal component takes the form of a sum of two exponential decay
functions, which corresponds well to the transfer function derived from the model. From 0.5
to 10 seconds there is an exponential decay response, with a time constant of 1.3 ± 0.5 seconds..
From 10 seconds onwards the other exponential decay, with a time constant of 20 ± 2 seconds,
is dominant. These represent the time constants characteristic of heat flow from the sapphire to
the cavity and from the cavity to the copper post respectively.
These two time constants are indistinguishable under heating from outside the resonator, and
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have been effectively absorbed into the time constant that describes heat flow from the patch
heater to the sapphire in the temperature controller’s transfer function (see Chapter 5).

3.3.2

The Power Stabilisation Servo Scheme

Power stabilisation servos were not included until quite late in the project as power fluctuations
were not thought to be a major issue at all. Typically, helium oscillators see the effect of mode
power fluctuations below the 10−15 level. However; once measurements of the effect of mode
power on frequency were made, it was abundantly clear that mode power would have to be
stabilised.
Figure 3.18 shows the power stabilisation servo that was built in an effort to control power
induced frequency fluctuations. A tunnel diode detector, placed before the downstairs circulator,
samples the power incident on the resonator. This signal is compared to a setpoint voltage,
corresponding to the desired incident power level, to produce an error signal. The error signal
is sent through a low pass filter, with break point at 1.6 Hz, and amplified, with a DC gain of
10dB. The output signal is added to a bias voltage and used to set the attenuation of the VCA.

α

resonator

+
+

VBIAS

LPF

incident power

+ -

set point

Figure 3.18: The power stabilisation servo scheme.

3.3.3

Power Stabilisation Servo Noise Floors

The noise floor of the power stabilisation servo was estimated in much the same manner as
for the Pound servo. In this case the secondary detector was at room temperature and was
placed at the monitor port of the oscillator box. A manual attenuator placed before the detector
allowed it to experience the same level of microwave power as the downstairs primary detector.
It would have been desirable to have a secondary downstairs detector, as in the Pound servo,
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but unfortunately space in the cryogenic environment was limited.
Although there are two distinct mechanisms through which the frequency of each mode may
change with respect to mode power, it is only the noise floor corresponding to the Pound servo
offset effect that appears in the frequency noise floor of the difference frequency. Thermally
induced oscillator frequency fluctuations are suppressed by the dual-mode temperature suppression technique to such an extent that they can be considered negligible (see chapter 6). Only
the Pound servo offset effect will be considered here.
The correct power to frequency conversion was calibrated by introducing a sine-wave of small
amplitude to the VCA, with a DC offset centred on the operating power. This modulated the
incident power, which was monitored as the voltage seen by the second detector. Mode frequency
was also modulated in response to this signal. The mode frequency was monitored by a frequency
counter at a sampling rate of 10 Hz. The modulation frequency was set at 2 Hz, which was as
high as possible without compromising the frequency resolution of the counter. The ratio of the
amplitude of the frequency modulation to the amplitude of the detector power modulation gave
the desired conversion coefficient.
As in the Pound servo noise floor measurement, the output of the second detector was
monitored while the servo was in operation. Fluctuations of the second detector voltage were
converted to frequency fluctuations using the conversion coefficient obtained above to determine
the noise floor. In this case the assumption that the two detectors had identical noise properties
was not justified as the upstairs detector experienced conditions that the cryogenic detector did
not. Noise properties of the cryogenic and room temperature detectors have been measured and
found to be similar at small integration times. The room temperature detector is susceptible to
√
drift over the long term. In this case the factor of 2 has not been removed and the noise floor
is best considered a worst case scenario.
The noise floors of the power stabilisation servos for the two oscillators are given in figure 3.19.
This is an interesting, though undesirable, result. The frequency noise floors of the power
stabilised oscillators are worse than the free running case. Furthermore, it was found that the
apparent free running noise floor is limited by the (cryogenic) detector voltage noise. This
suggests that the sensors used in the power servos were not sensitive enough to resolve the free
running mode power fluctuations. Future attempts to stabilise mode power will require a more
sensitive sensor in order to effectively reduce mode power fluctuations from the free running level.
Unfortunately time constraints did not allow me to develop an effective power stabilisation servo.
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Figure 3.19: The power stabilisation fractional frequency noise floors. Both servos follow the
room temperature detector noise floor at integration times above two seconds. The free running
noise floor is better for both oscillators than the power stabilised case.
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Chapter 4

Insert Design
The sapphire resonator must be held at a temperature of about 52.5 K to take advantage of
the dual-mode temperature compensation technique. In order to do so the resonator and the
downstairs (cryogenic) microwave electronics were housed inside an insert that was sealed inside
a cryogenic dewar. The insert was surrounded by a layer of solid nitrogen, at a temperature
of approximately 48.5 K, that acted as the cryogen. This chapter looks at the design of the
vacuum cans and insert and as well as the processes involved in creating and maintaining the
solid nitrogen cryogen layer.

4.1

Insert design

The dual mode clock required an operating temperature of about 52.5 K to take advantage of
the dual-mode temperature compensation technique (see chapter 6). In order to obtain and
maintain this temperature the resonator and the downstairs microwave electronics were placed
inside an insert that was sealed in a cryogenic dewar that was cooled to approximately 48.5 K by
a solid nitrogen cryogen. The insert houses the resonator as well as the downstairs electronics.
It follows the design of previous inserts used in our group, with some modifications to allow the
use of a solid nitrogen cryogen. Figure 4.1 shows a schematic of the insert and dewar.
The top of the insert features a heavy, brass, plate that forms a vacuum seal at the top of the
dewar via a large o-ring. The plate contains outlets for evacuating the outer vacuum can and
the main body of the dewar as well as an inlet port for introducing liquid nitrogen. The plate
also contains vacuum sealed feed-throughs for access to the resonator and various detectors and
sensors involved in the oscillator and refill servos (see chapter 3 and section 4.3).
A stainless steel vacuum can, with a diameter slightly smaller than that of the dewar, is used
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Figure 4.1: Schematic of the cryogenic insert and dewar.
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to house the downstairs components of the clock. The stainless steel tube that forms the outer
can outlet port connects the brass plate to the outer can at the bottom of the insert, forming
the main support. The tube passes through the lid of the outer can to allow evacuation. Three
copper heat sinks are mounted to the lid of the outer can, making thermal contact with the solid
nitrogen layer.
The three corners of a triangular stainless steel plate are bolted to the underside of the copper
heat sinks. The triangular plate is bonded to a small length of stainless steel post that is in turn
bonded to a length of copper post attached to the lid of an inner vacuum can. The copper post
continues through the lid of the inner can. The inner section is threaded and mates with a bolt
attached to the resonator cavity. (see section 2.8 for a more detailed view of the resonator).
The space between the two vacuum cans was used to house the downstairs components of the
two loop oscillators and their respective control servos (see section 3.1.1). Feed-throughs in the
top plate and the lids of both cans allow access to the downstairs electronics and the resonator.
Both cans use mylar seals for the main seals and the feed-through housings.
There are 4 stainless steel baffles spaced 20 cm apart starting 10 cm down from the top of
the insert. These are all that remain of what was originally a series of baffles that spanned the
entire length of the insert. In a previous incarnation the insert was filled with liquid helium.
The baffles interrupted the formation of convection currents in the gas above the helium level
thus slowing warming by convection. In our system baffles are not required as the atmosphere
above the solid nitrogen is well below atmospheric pressure. Too low for convection currents
to form. Furthermore, the expansion and contraction of the solid nitrogen layer over several
thermal cycles snapped the welds that held the original baffles in place, essentially forcing the
design modification.

4.2

Solid Nitrogen vs Liquid Nitrogen

All sapphire clocks rely on two fundamental properties of sapphire to operate at their full
potential; the extremely high Q-factors obtainable at low temperature, and constancy of the
absolute value of the resonance frequency, fres . The dual-mode clock is no exception. Each of
the modes must have as high a Q-factor as possible and the sapphire must be immune, to as
great a degree as possible, to external influences that may affect the resonance frequency. We
wish to achieve these goals using a cheaper, more convenient cryogen than helium. Solid nitrogen
was chosen as the optimum low cost cryogen.
An obvious choice for a low cost cryogen would be liquid nitrogen. It is cheap, readily
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available and cools to a respectable 77 K. However, a solid nitrogen block can be created by
evaporatively cooling liquid nitrogen by reducing the pressure of the region above the liquid
surface. It can be held at a temperature below 50K with relative ease, a 27 K reduction in
temperature. This corresponds to an increase in Q-factor of each of the modes by about a
factor of 5 compared to liquid nitrogen. Another advantage in using solid nitrogen is that it
gives an effective layer of thermal insulation (Hartnett 02a). This gives an automatic reduction
in the temperature fluctuations of the heat bath, compared to liquid nitrogen, and lessens the
requirements of the active temperature controller.
Hence, a solid nitrogen cryogen gives two favourable advantages over liquid nitrogen; increased Q-factor and smaller external temperature fluctuations. Both for the price of a couple
of vacuum pumps.

4.3

Fill Control

The dual mode system relies on the use of solid nitrogen as the cryogen in order to keep the
system cool enough to operate at 52.5 K. It was also planned to be used continuously, or at
least with as little down time as possible. This section explores the method used to create and
maintain the solid nitrogen layer and explores the extent to which this method satisfies the aim
of continuous operation.

4.3.1

Fill Control Scheme

Figure 4.2 shows the basic set up used to create and maintain the solid nitrogen layer. The
main dewar can was held under vacuum by two Edwards M40 rotary pumps in continous fill
mode, or can be left open to the atmosphere for initial cooling or warming up. The refill dewar
was a standard pressurised nitrogen storage dewar. Liquid nitrogen was transferred to the main
dewar, via a transfer tube, by opening a solenoid valve. The solenoid valve was controlled by
a circuit that interrogated two platinum thermistors that were suspended 30 and 60 cm down
from the top plate of the main dewar. The fill procedures are outlined below.

Initial Transfer and Solidification
The initial fill was usually from room temperature, but may also have been from liquid nitrogen
temperature. In both cases boil off from the main dewar was too rapid for the pumps to handle
so, during this initial phase, the pump valve was closed and the main dewar release valve was open
to the atmosphere. Nitrogen was transferred from the refill dewar to the main dewar, under the
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Figure 4.2: Schematic of the reﬁll scheme. Liquid nitrogen is held under pressure in a reﬁll
dewar. When the solid nitrogen level drops below a threshold value a solenoid valve is opened
and the main dewar is reﬁlled. Two Edwards M40 vacuum pumps pump on the transferred
liquid nitrogen, solidifying and cooling it to about 50 K.

pressure diﬀerential between storage dewar and main dewar, until the nitrogen surface covered
the top thermistor. A signal from the control circuit then closed the solenoid valve. The boil
oﬀ rate was allowed to settle down for 30 minutes or so. The main dewar release valve was then
closed and the pump valve opened to allow the main dewar to be evacuated. Over the course of
about 8 hours the nitrogen completely solidiﬁed and the temperature dropped to around 48.5
K. From this point the procedure for automatic incremental transfers could be followed.

4.3.2

Incremental Transfer

Once the initial solid nitrogen layer had formed the system was cooled by incremental transfers
of liquid nitrogen. The transfer was initiated once the solid nitrogen surface passed a threshold
level. A signal from the control circuit opened the solenoid valve, beginning the transfer. The
transfer continued until the liquid nitrogen level passed another threshold value that shut the
solenoid valve. This new inﬂux of nitrogen solidiﬁed under the action of the vacuum pumps,
replenishing the solid nitrogen layer.
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4.3.3

Automatic Fill Controller

Incremental transfers could be performed automatically based on the level of solid nitrogen in
the main dewar. The platinum thermistors were used as level sensors. They were connected in
series and a constant current of 50 mA flowed through both. The control circuit used the voltage
across the two thermistors to decide when to initiate or terminate a transfer.

Initiating a Transfer
It was hoped that self heating of the thermistors, due to the 50 mA current, would enable the
sensors to differentiate between the three different phases of nitrogen. If the three different
environments transported heat with significantly different efficiencies then the resistance of each
thermistor would experience a sharp change as the surface level passed by. The voltage across
the two thermistors would reflect this change and the two sensors could be used to mark the
upper and lower bounds for the nitrogen surface.
Unfortunately we only found this to be true for differentiating liquid from gas, not for
differentiating solid from gas. Since the transfer would be initiated from a dropping solid surface,
the original plan of using the self heated lower thermistor to sense the refill point was not feasible.
The two thermistors, however, are still temperature sensors and it is this property that was
used to initiate an incremental transfer. In continous fill mode the solid nitrogen level is always
below the level of the lower thermistor. The temperature of each thermistor in the low pressure
gaseous environment is set by the thermistor leads. The leads are in thermal contact with either
the main support or the microwave transmission lines. Hence the control voltage is set by the
thermal gradient along these components. These gradients were approximately equal.
The dropping solid nitrogen surface can be considered to have a constant temperature that
sets the lower point of the thermal gradient. As the surface drops, the temperature seen by
the two thermistors increases, increasing the series resistance and hence increasing the control
voltage. It is then a matter of choosing a reference voltage that corresponds to the desired
surface level. When the control voltage reaches this point the solenoid valve is opened and the
transfer commences.
This method is not particularly precise, as fluctuations in room temperature will trigger the
transfer at different depths, but that was not considered to be a problem. As long as the dewar
can be refilled reliably while keeping the downstairs components of the dual-mode clock at the
operating temperature then the refill system can be considered a success.
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Terminating a Transfer
Self heating is less effective in a liquid nitrogen environment, compared to a gaseous or solid
environment (which both give rise to about the same self heating effect), as the liquid nitrogen
transfers heat away from the thermistors much more effectively. Thus the resistance of a self
heated thermistor is different for liquid and gaseous nitrogen at the same temperature. This
property lead to a clear step in the control voltage signal corresponding to each thermistor
making contact with the liquid nitrogen surface. The control circuit compared the control
voltage to a set point voltage at the mid-point of the voltage step corresponding to the lower
thermistor making contact with the liquid nitrogen surface. When the set point voltage reached
this value the solenoid was switched off and the controller awaited the next transfer initiation.

4.3.4

Performance of the Fill Controller

Voltage Across the Thermistors
Figure 4.3 shows a typical plot of the voltage measured across the two thermistors during a
transfer. The transfer is initiated when the voltage across the thermistors reaches the critical
value, ' 10 V at t = 0. The large and small voltage steps correspond to the liquid level reaching
the lower and upper thermistor respectively. In this example the transfer was allowed to continue
past the stop voltage which, in normal operation, is set to the mid point of the second step. The
transfer lasts about 240 seconds in this example.

Figure 4.3: The voltage across the series platinum thermistors vs time for a liquid nitrogen
transfer. The transfer was initiated at t = 0. The large voltage step at approximately 210
seconds corresponds to the liquid nitrogen surface covering the lower thermistor and the smaller
step at approximately 240 seconds corresponds to the upper thermistor. In normal operation
the incremental transfer is triggered at the mid point of the smaller step.

65

CHAPTER 4: INSERT DESIGN

Transfer Temperature Transient
Achieving continuous operation of the dual-mode oscillator ideally requires that the temperature
of the sapphire is immune to the rather large injection of heat to the main dewar during a transfer.
Figure 4.4 shows the effect on H-mode frequency, and hence temperature (see chapter 5) of a
single transfer. This refill represents one in a series of refills in which the high critical voltage
was chosen to correspond to a refill duty cycle of approximately 24 hours. Each transfer took
approximately 200 seconds.
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Figure 4.4: The frequency response of the H-mode oscillator to an incremental transfer, initiated
at t = 0.

It can be inferred from this plot that the influx of liquid nitrogen has a significant transient
effect on the sapphire temperature. The response of the H-mode frequency is similar to the impulse response of the temperature controller. The maximum deviation of the H-mode frequency
from the set-point frequency is about 71 kHz, which corresponds to about 3.2 K. We must wait
for the settling time of the frequency controller (∼ 6000 s) before the temperature stabilises.
This introduces a problem. It is impossible to operate the dual-mode clock continuosly as
planned. The transient response is too large, resulting in shifts in the difference frequency on
the order of a few kiloHertz. This means that there must always be some down time.
Depending on the application, it is possible to extend the refill duty cycle to about two weeks.
However, after two weeks the nitrogen level is very low. The large volume of liquid nitrogen
required in the next transfer introduces a significant amount of heat into the main dewar. This
raises the solid nitrogen temperature well above the operating temperature. An extra 8 hours
or so of down time is required to cool the resonator back to operating temperature.
With the current experiment it is impossible to avoid the temperature transient during a
refill, however future designs may be able to rectify the problem. There are several avenues
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that may be pursued; A deeper dewar would increase the distance between the outer can and
the surface of the solid nitrogen. It will also increase the volume of solid nitrogen. This will
form both a better insulating layer and a larger thermal mass, increasing the isolation of the
resonator from temperature changes associated with a refill. The thermal system could also
be altered to produce a faster settling time. This would reduce the duration of the transient
effect. Perhaps some feed forward control could also be designed to anticipate the expected
fluctuation. The filling scheme could be modified to a continuos fill mode, though this would
prove difficult without better vacuum pumps. Perhaps a better approach would be to pre-cool
each refill nitrogen externally before adding it to the main dewar.
These techniques are unlikely to ever completely remove the temperature transients, but will
definitely act to reduce their amplitude and duration.
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Temperature Control
Maintaining the temperature of the sapphire at the temperature of the turning point in the
frequency-temperature relationship of the difference frequency is essential in ensuring that the
dual-mode clock remains insensitive to temperature fluctuations. Considerable effort has gone
into modelling the thermal system and designing a suitable temperature controller. This chapter outlines the thermal design of the cryogenic insert and resonator as well as the electrical
equivalent model chosen to represent it. The temperature control scheme is presented and the
performance of the temperature controller is discussed.

5.1

Thermal Design

Figure 5.1 shows the main elements of the cryogenic insert involved in heat flow between the
solid nitrogen layer and the sapphire resonator. The solid nitrogen acts as a heat bath with an
effective temperature that varies between 48 and 50 K, depending on the nitrogen level. The
stainless steel outer can is held under vacuum at a pressure on the order of 10−5 Torr, which acts
as thermal insulation between the two vacuum cans. There are three copper heat sinks on the
lid of the outer can that are in thermal contact with the solid nitrogen heat bath. The heat sinks
are bolted to a triangular stainless steel plate that is bonded to a small section of stainless steel
post. This combination acts as a thermally resistive return path to the heat bath. A section of
copper post is diffusion bonded to the stainless steel post. It extends inside the inner can, which
is also under vacuum and acts as a further layer of thermal insulation. The end of the post is
threaded and mates with a brass bolt welded to the top of the copper cavity. Thermal contact
between cavity and sapphire occurs where the brass mounting assembly makes contact with the
sapphire’s spindle.
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Heat is introduced into this system via a patch heater located on the copper post, above
the lid of the inner can. The heater is placed here to avoid contamination of the sapphire.
Temperature is measured at the sapphire itself by using the H-mode frequency as a temperature
sensor (see section 5.4.1).
solid nitrogen
heat sink
triangular plate
stainless steel
post
copper post

patch heater
outer can

cavity mount

inner can
sapphire
cavity

sapphire mount

Figure 5.1: Schematic of the thermally important elements of the dual-mode clock.

5.2
5.2.1

Thermal Model
Electrical Equivalence

The thermal system can be modelled using an electrical equivalent circuit that is analogous to
the thermal circuit. In order to construct the electrical equivalent circuit, the thermal system
must first be reduced to a form consisting of resistive and capacitative elements, characterised by
the thermal resistance and heat capacity respectively. The model chosen for the thermal system
is shown in figure 5.2. This is obviously a simplified model, but was chosen because it replicates
all of the important features of the real thermal system.
There are three distinct capacitative elements, the inner can, the copper section, consisting
of the cavity and copper post, and the sapphire. The heat capacity of the stainless steel return
path section is assumed to be negligible as it has a small mass and is in constant contact with the
heat bath. Connecting these regions are thermal resistances, that of the stainless steel section,
the effective resistance of the lid of the inner can and the effective resistance between the patch
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heater and the sapphire, which is assumed to be a series combination of the resistance of the
copper post, the contact between post and cavity and the contact between sapphire and cavity.

heat bath

inner can
(C2)

stainless
section
(R1)

inner can,
effective
(R2)

Cu section
(C1)

heater
(PH)

Cu section
+contact
(R3)

sapphire
(C3)

Figure 5.2: The thermal model, showing the important thermal resistances and capacitances.

The next step is to transform this model into its equivalent circuit. This is fairly straightforward. Each of the thermal resistances becomes an electrical resistance and each of the heat
capacities becomes a capacitor wired to ground. The heat bath is also assumed to act as a
ground. In this model temperature is analogous to voltage and heat flow is analogous to current.
The electrical equivalent circuit is shown in figure 5.3. The patch heater, which is analogous to a
current source, is at the top of the diagram. The output of the circuit, the sapphire temperature,
is on the far right.
This gives us an equivalent circuit that can be solved using standard techniques. Values for
C1 , C2 and C3 can be calculated from their mass and the appropriate specific heat. Values for
R1 , R2 and R3 are more difficult to calculate. Order of magnitude estimates can be made using
the geometry of the system and the appropriate thermal conductivities (values of specific heat
and thermal conductivity at 50 K are given in table 5.1). Better estimates require knowledge of
the heat paths through the material as well as the resistance of the contacts between separate
elements in the thermal system. R1 , R2 and R3 have been left as free parameters in the model.
Values for C1 , C2 and C3 and order of magnitude values for R1 , R2 and R3 are given in table 5.2.
71

CHAPTER 5: TEMPERATURE CONTROL

P1

P3

PH

P2

Z1

Z2

Z3
R2

R1

R3
Tsapphire

C1
C2

C3

Figure 5.3: Electrical equivalent circuit for the thermal system.

Table 5.1: Thermal properties at 50K
Material
Copper
Stainless steel
Brass
Sapphire

Specific Heat (Jkg−1 K−1 )
96.26
95.68
'100
0.8358

Thermal Conductivity (Wm−1 K−1 )
1004
5.730
29.02
5200

Table 5.2: Thermal system model parameter values
Thermal Resistance KW−1
R1
101
R2
100
R3
101
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Heat Capacity JK−1
C1
327.3
C2
382.7
C3
4.389

5.3: MEASURED TRANSFER FUNCTION

5.2.2

Deriving the Transfer Function

The transfer function of the system relates the temperature response of the sapphire to power
input at the patch heater. The circuit shown in figure 5.3 is a current divider with three paths
from the patch heater to ground, Z1 , Z2 and Z3 in figure 5.3. In the Laplace domain P3 , the
power flow through Z3 , is given by:

P3 = PH

1
Z1

+

1
Z3
1
Z2

!
+

(5.1)

1
Z3

The temperature of the sapphire is given by:

Tsapphire =
Thus the transfer function,
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is given by:
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(5.3)

The transfer function can be simplified a little by noting that C3 is much smaller than C1
and C2 , thus:
Tsapphire
1
'
PH
(R3 C3 s + 1)

R1
1 + R1 C1 s +

!
R1 C2 s
(R2 C2 s+1)

(5.4)

This transfer function resembles that of a two pole low pass filter. The low frequency
behaviour of the system is determined by the resistance of the stainless steel section and the heat
capacity of the entire system. The mid frequency behaviour is influenced by the inner can with a
dip in gain at the inner can’s characteristic frequency. There is a distinct pole at high frequency
due to the sapphire’s effective heat capacity and resistance between heater and sapphire.

5.3

Measured Transfer Function

The transfer function of the thermal was obtained using the time domain response of the system
to a burst of heater power. No power was introduced into the system for 12 hours to ensure that
73

CHAPTER 5: TEMPERATURE CONTROL

any temperature variation of the sapphire could be assumed to be due to bath temperature
fluctuations. Sapphire temperature was then monitored for a few thousand seconds before
applying 1 Watt of heater power for 1 second to the patch heater. The relatively slow response
of the system allows this burst of heater power to be considered to be a delta function of energy
1 Joule. The response of the sapphire was then monitored by a frequency counter at a sampling
rate of 0.5 Hertz for 6 × 104 seconds. Over time scales less than 104 seconds the background
drift of the heat bath temperature is approximately linear. The initial section of bath induced
fluctuations was used to estimate the background drift, which was removed from the data to
give the desired impulse response of the system.
From this point equation 5.4 was inverted and used to perform a least squares regression
fit to the impulse response data. The inverse Laplace transform integral was calculated using
Mathematica™. The resulting function is too large to present here, but can be found in appendix
A. Calculated values for C1 , C2 and C3 were used and the three resistances were treated as free
parameters. The impulse response function and the fit are shown in figure 5.4, and the best
fit parameters R1 , R2 and R3 are shown in table 5.3. It is a good fit over short time intervals,
though there is some departure from the expected form due to non-linearities in the background
drift of the bath temperature. The best fit parameters R1 and R2 are very close to their expected
values. R3 , however, was higher than expected, due to poor thermal contact between the cavity

Relative Temperature [K]

and the sapphire.
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Figure 5.4: Least squares fit (black) to the impulse response of the thermal system (grey).

The transfer function corresponding to the fitted curve is shown in figure 5.5. It resembles
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Table 5.3: Free parameter best fit values
Parameter
R1
R2
R3

Thermal Resistance (KW−1 )
19.7986
7.84722
16.8274

that of a two-pole low-pass filter with poles at 1.13×10−5 Hz and 2.15×10−3 Hz. There is a slight
deviation in magnitude and quite a large deviation in phase from a true two-pole filter response
located between these two frequencies due to the presence of the inner can. Also shown is the
magnitude of the transfer function obtained from a Fourier transform of the impulse response
data.
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Figure 5.5: Bode plot of the magnitude and phase of the best fit transfer function. The magnitude
of the Fourier transform of the time response data is also shown.

The higher frequency corner in the transfer function is due to a pole characterised by the
time constant R3 C3 and describes heat flow into the sapphire from the copper section. In a
well designed thermal system this time constant would be as small as possible to enhance gain
at higher frequencies. Since C3 is fixed, the only way this time constant can be reduced is
by minimising R3 . R3 in our system is quite high, with a value of 16.83 K/W. This is was
an unexpected result of some poor design decisions. Firstly, thermal contact between of the
cavity and copper post is achieved by tightening the cavity onto the nut, forcing the flat of the
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threaded post into contact with the cavity lid. After repeated thermal cycling the bolt unscrews
somewhat, forcing heat flow through the low thermal conductivity brass nut. Secondly, the
sapphire mounting assembly is also made of brass and thermal contact is via a knife edge, so we
have the poor thermal conductivity of brass and a small contact area both adding to the thermal
resistance between the patch heater and the sapphire.
This has little impact in this system as the solid nitrogen bath temperature fluctuations we
need to control are very slow. However, future clocks would do well to replace the brass sections
with copper, or some other high thermal conductivity material. The sapphire mounting assembly
should also be redesigned to ensure a decent contact area.

5.4
5.4.1

Temperature Controller
H-mode Frequency as Temperature Sensor

Previous, single mode, helium-cooled sapphire clocks have used a thermal design very similar
to the one used in this project. These clocks used thermistors as temperature sensors, which
allowed the use of commercial PID controllers. The thermistors were placed on the copper rod,
as close as possible to the lid of the inner can. From a temperature control point of view it would
be preferable to monitor temperature inside the inner can, as close as possible to the sapphire.
Unfortunately this inevitably introduces unwanted contamination to the sealed environment of
the inner can, thus reducing Q. Despite the unfortunate placement of the thermistor this system
works well in the helium clocks, giving a temperature fluctuation noise floor well below the
ultimate performance of the clock.
The same system was trialed in the dual-mode clock, using a calibrated platinum thermistor,
but it soon became apparent that there was a serious problem. It proved extremely difficult
to set the temperature controller so that the temperature of the sapphire corresponded to the
frequency-temperature turning point in the difference frequency. Fluctuations in the temperature
of the solid nitrogen heat bath meant that the temperature gradient between the thermistor and
the sapphire was also fluctuating. Thus the temperature of the sapphire could not be set with
enough precision to take advantage of the dual-mode technique.
One solution to this problem is to place the temperature sensor as close as possible to the
sapphire. An even better solution is to use a property of the sapphire itself as a temperature
sensor, and it happens that there is an ideal property readily available, a WG mode resonance
frequency. The resonance frequency of the H-mode has been chosen as the resonator temperature
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H-Mode Frequency [GHz]
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Figure 5.6: H-mode frequency vs temperature of the sapphire near 52 K. The temperature
dependance is approximately linear, making frequency an ideal temperature sensor.

sensor in the dual-mode clock, though either mode could have been used.
Figure 5.6 is a plot of the H-mode frequency with respect to temperature, near the turning
point. At the turning point temperature (' 52.5K) it is approximately linear, with a gradient
of -21.91 kHz/K. The read out device is an H-maser referenced XL3260 frequency counter with
a gate time of 1 second and resolution of 1 Hz, giving the temperature sensor a resolution of
45.63 µK.
As H-mode frequency is a direct measurement of the sapphire’s temperature the gradient
problem has been eliminated. It is possible to reliably set the H-mode frequency within 1 kHz
(or 0.046 K) of the turning point (see section 6.2.2).

5.4.2

Temperature Control Scheme

With a thermistor based temperature control scheme it is possible to use a commercial PID
temperature controller. Switching to the H-mode frequency meant that this option was no
longer so straight forward. A new temperature controller had to be built from scratch.
The bandwidth requirements of the temperature controller are quite low. The only real
threats to temperature stability are fluctuations from the nitrogen bath, which are on the order
of hundreds of seconds, and fluctuations in the power dissipated in the sapphire, which are on
the order of seconds (see section 3.3.1). The smallest time constant we need to contend with
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in the transfer function is about 70 seconds, which means we are only able to control the heat
bath fluctuations. The 70 second time constant also allows us to set the temperature controller
to operate at a relatively slow sampling rate of 0.5 Hz.
Operating at such a sedate pace has two convenient advantages. Firstly, a large gate time
may be used in the frequency counter. As the accuracy of a frequency measurement increases
with gate time, with this particular counter, a gate time of 1 second allows the frequency to be
measured to the 1 Hz level. Secondly, there is plenty of time to allow a PC to be used to perform
the PID filtering stage. This allows us to implement a digital filter, which has the advantages
of being both easily tuned and monitored.

waveform
generator

GPIB

P.C.
P.I.D.

set point

-

+

GPIB

H-mode

frequency
counter

Figure 5.7: Schematic of the custom built temperature controller.

The temperature control scheme is shown in figure 5.7. The frequency counter samples the Hmode frequency from a monitor port on the H-mode oscillator. The frequency is read into a PC
and compared to the set point frequency, which is determined by the turning point temperature,
to produce an error signal. This error signal is sent through the PID filter and the output is
used to set the amplitude of a 1 kHz sine-wave in a waveform generator. This signal is amplified
and sent to the patch heater to close the loop.
78

5.4: TEMPERATURE CONTROLLER

The PID Filter
The PID filter software was written specifically for this project using Igor Pro™. It uses a
standard digital implementation of the PID algorithm given by:

2
Vout
= KP


e + KD

de
1
+
dt
KI



Z
edt

(5.5)

With

de
en − en−1
=
dt
tn − tn−1

Z
and

e dt =

X 1
2


(en + en−1 ) (tn − tn−1 )

Where Vout is the peak to peak amplitude of the sine wave produced by the frequency
generator, e is the error between the current and set point frequencies, de
dt is the two point
R
estimate of the derivative of the error, e dt is the two point estimate of the integral of the error
and KP , KD and KI are parameters that allow manipulation of the performance of the filter.

5.4.3

Modelling the Temperature Controller

A model of the control scheme was constructed using Mathematica™, the full version of which
can be found in Appendix B.
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Figure 5.8: Block diagram of the temperature controller. The system transfer function, H(s), is
that given in figure 5.5.

The temperature controller can be described by the block diagram presented in figure 5.8.
In this diagram α(s) is the conversion from voltage to power in the heater, H(s) is the system
transfer function and σ(s) is the conversion from temperature to frequency in the sapphire. The
feedback loop consists of the PID filter, F (s), and the amplifier, A(s). Though the output of
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the feed back loop is additive, this is a negative feedback loop. Inversion of the feedback signal
occurs automatically due to the sensor’s negative temperature dependence.
The gain of the system is given by:

GOL = α(s)H(s)σ(s)

(5.6)

and the closed loop gain is:

GCL

=
=

GOL
1 + GOL F (s)A(s)
α(s)H(s)σ(s)
1 + α(s)H(s)σ(s)F (s)A(s)

(5.7)

By substituting the appropriate values for the constituent transfer functions the closed loop
transfer function can be found as a function of the PID coefficients, KP , KD and KI . The time
domain behaviour of the system can be observed by substituting values for these coefficients and
performing an inverse Laplace transform.
KP is ultimately set by the resolution of the frequency counter. If it is set too high the
system becomes unstable. In our case the optimal value for KP was estimated using the transfer
function obtained from measurements (figure 5.5) and fine tuned using the system itself. KD
and KI were optimised using the model, then trialed in the real system. Further tweaking was
applied until the controller was working at near optimum performance.

5.5

Performance and Calculated Noise Floor

Figure 5.9 shows the response of the closed loop system to a stepped change of 1kHz in the set
point frequency. The system is quite slow to respond with a settling time of about 6000 seconds
to reach Hertz level (' 46µK) stability, as is to be expected from the system transfer function.
There is considerable overshoot, about 30 percent, which could be reduced, but would require
an increase in settling time.
Once settled, the frequency of the sensor oscillator is equal to the set point frequency and is
stable to ±1 Hz (±45.63µK), limited by the resolution limit of the counter.
In order to measure the performance of the controller below this limit another counter,
an Agilent 53132A, was used to measure the difference between the frequency of the E-mode
oscillator and a maser referenced frequency synthesisor. Since we are operating at a turning
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Figure 5.9: Response of the closed loop system to a 1 kHz step in set point frequency.

point in the difference frequency the frequency-temperature gradient of the Pound locked Emode oscillator is identical to that of the H-mode. Furthermore, the dominant frequency noise
source of the individual oscillators is known to be sapphire temperature fluctuations. Therefore
a measurement of the E-mode oscillator frequency stability is equivalent to a measurement of
the sapphire temperature stability. Figure 5.10 shows a square root Allan variance (SRAV) plot
of the frequency fluctuations of the E-mode and the equivalent sapphire temperature for the
locked and unlocked temperature controller.
The locked data exhibits random walk (SRAV ∝ integration time) behaviour, typical of
thermal fluctuations, up to an integration time of about 200 seconds. Up to this point the
temperature fluctuations are outside the effective bandwidth of the temperature controller.
However, for integration times greater than 200 seconds, the temperature controller starts to have
some influence over thermal fluctuations limiting the thermally induced frequency fluctuations to
a few parts in 10−14 . The unlocked noise floor also exhibits random walk behaviour. In this case
the long term fluctuations are large, which influences the short term SRAV behaviour, giving
apparent short term fluctuations that two orders of magnitude worse than the locked controller.
The noise floor of the free running and locked temperature controller was estimated from
this data and is shown in figure 5.11. We used the conservative estimate of suppression factor,
κ = 9000, from section 6.3 to convert the E-mode frequency fluctuations into the equivalent
frequency fluctuation of the difference frequency. We have assumed that the suppression factor
is constant from 1 to 1000 seconds.

81

100

locked
unlocked

-3

10

10
-4

10
1

-5

10
0.1

-6

10

SRAV of Temperature (K)

SRAV of E-mode Fractional Frequency

CHAPTER 5: TEMPERATURE CONTROL

0.01
-7

10
1

10
100
Integration Time (s)

1000

SRAV of Estimated Fractional Frequency

Figure 5.10: SRAV of the E-mode frequency fluctuations (left axis) and equivalent temperature
fluctuations (right axis) from 1 to 1000 seconds for both the unlocked (dashed line) and locked
(solid line) temperature controller.
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Figure 5.11: Estimated SRAV of the fractional frequency fluctuations of the output frequency of
the dual-mode clock. The noise floor was estimated using the locked SRAV data from figure 5.10
and the conservative estimate of the suppression factor given in section 6.3.
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Chapter 6

Dual-Mode Temperature
Compensation Technique
The exceptional frequency stability exhibited by cryogenic sapphire oscillators is largely made
possible by the existence of a turning point in the frequency-temperature relationship of the
sapphire resonator around 6-8 K (Jones 88). At 50 K the frequency-temperature gradients of
our individual whispering gallery modes are approximately 22 kHz/K. Using the temperature
controller described in chapter 5 it is possible to limit temperature fluctuations of the sapphire
to about 5 microKelvin from 1 to 100 seconds. This results in temperature induced frequency
fluctuations on the order of 10−11 . We require an improvement in this figure of at least three
orders of magnitude in order to operate in the vicinity of the noise floors of the Pound servos.
The dual-mode temperature compensation technique gives us a method of effectively reducing
the frequency-temperature gradient for the output frequency of the dual-mode clock. The Emode and H-mode have been chosen such that they exhibit an identical frequency-temperature
gradient at approximately 52.5 K. This leads to a turning point in the frequency-temperature
relationship of the difference frequency between the two modes, which forms the output frequency
of the dual-mode clock. Temperature fluctuations of the sapphire alter the frequency of both
modes by almost the same amount for operating temperatures near to this turning point . The
difference frequency experiences common mode rejection, making the thermally induced output
frequency fluctuations of the dual-mode clock much smaller than that of the individual modes.
This chapter discusses the origin of the turning point and some theory behind the dual-mode
compensation technique. The procedure used to measure the turning point is presented and the
limitations in our ability to operate at this point are discussed. A conservative estimate and
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measurement of the suppression factor for external thermal fluctuations is presented and the
effect of fluctuating mode power on the difference frequency is explored.

6.1
6.1.1

Theory
Origin of the Turning Point

Many properties of mono-crystalline sapphire are anisotropic. For this discussion we will consider
only the properties most important in determining mode frequency temperature dependence:
the rate of change of permittivity with respect to temperature (or temperature coefficient of
permittivity (TCP)) and the thermal expansion coefficient. A brief discussion of the origins of the
turning point is presented below based on the discussions given in (Tobar 02c) and (Tobar 04b).
We have seen in chapter 2 that whispering gallery modes have two, orthogonal, varieties;
E-modes and H-modes. The difference (or beat) frequency between two orthogonal whispering
gallery modes, as a function of temperature, is given by:

fdif f (T ) = fH (T ) − fE (T )

(6.1)

Where fdif f is the is the difference frequency, fH is the frequency of the H-mode and fE is
the frequency of the E-mode.
The turning point temperature, TT P , satisfies:


dfdif f (T )
dT




=

TT P

dfH (T ) dfE (T )
−
dT
dT


=0

(6.2)

TT P

It is useful to write this expression in terms of the rate of change of fractional frequency with
respect to temperature, or temperature coefficient of frequency (TCF). Equation 6.2 becomes:



1 dfdif f (T )
fB
dT


TT P



1
=
1−Γ



1 dfH (T )
1 dfE (T )
Γ
−
fH dT
fE dT


=0

(6.3)

TT P

Where:

Γ=

fH
fE

(6.4)

Γ is only weakly dependent on temperature and is considered a constant in this analysis.
According to equation 6.3 a turning point will be found when:
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1 dfE (T )
fE dT

Γ= 
1 dfH (T )
fH dT

(6.5)

ie. When Γ is equal to the ratio of the TCFs of the two modes.
The frequency of each whispering gallery mode depends on the permittivity and the dimensions of the sapphire cylinder, both of which are functions of temperature. The TCF is dependent
on the TCPs and the expansion coefficients parallel and perpendicular to the anisotropy axis,
that is, in our case, parallel to the axis of the sapphire cylinder. The TCF of a whispering gallery
mode is given by:

T CF =

αek
1 df
αe⊥
= −pe⊥
− pek
− pD αD − pL αL
f dT
2
2

(6.6)

Where pe⊥ and pek are the electric filling factors, α⊥ and αk are the TCPs, pD and pL are
the dimensional filling factors and α⊥ and αk are the expansion coefficients, all perpendicular
and parallel to the anisotropy axis respectively.
The electric filling factors represent the proportion of electric field energy propagating in
a particular direction. These can be extracted from a finite element analysis of each mode
(Aubourg 91). As a general rule, pek is close to unity and pe⊥ is close to zero for a high order
E-mode, and pe⊥ is close to unity and pek is close to zero for a high order H-mode. The TCP’s
have been measured previously (Tobar 04b).
The dimensional filling factors represent the fractional change in mode frequency with respect
to a fractional change in diameter (D) or length (L) of the resonator, given by:

pD

=

pL

=

df D
dD f
df L
dL f

(6.7)
(6.8)

These can also be extracted from the finite element analysis. The values of these terms are
similar for all high order whispering gallery modes, with pD on close to unity and pL close to
zero. Expansion coefficients have also been measured previously (White 83).
For each mode the TCP term is over an order of magnitude greater than the expansion
coefficient term. Thus, a turning point will occur where:
85

CHAPTER 6: DUAL-MODE TEMPERATURE COMPENSATION TECHNIQUE

Γ'

αek
αe⊥

(6.9)

Finite element simulations predicted a turning point in our mode pair at approximately 51.5
K (Tobar 04b), as opposed to the 52.5 K measured in this work. The discrepancy was attributed
to uncertainty in the previous measurements of the TCP of sapphire. The TCP is quite difficult
to predict accurately. It is much easier to measure it than model it. It seems that uncertainties
in previous measurements of the TCP of sapphire have propagated through the model to give
rise to a 1K error in the position of the turning point.

6.1.2

Suppression of Thermal Frequency Fluctuations

The dominant source of frequency noise of a single mode sapphire clock at 50 K is due to
thermal fluctuations. This is primarily due to the rather steep frequency-temperature gradient,
which is on the order of 10’s of kHz/K. Small fluctuations in temperature give rise to significant
fluctuations in resonance frequency.
However, we have just shown that it is possible to find a temperature, TT P , at which the
frequency-temperature gradients of two orthogonal whispering gallery modes are equal. Any
uniform change in sapphire temperature will give rise to an identical change in resonance
frequency at this point. If we subtract one mode frequency from the other and observe the
difference frequency then the thermally induced frequency fluctuation contributions from each
mode cancel out. In other words, the difference frequency is insensitive to sapphire temperature
fluctuations at TT P .
In reality there are some limits to how well the thermally induced frequency fluctuations
are suppressed. First of all, thermal fluctuations are not likely to be uniform throughout the
sapphire. There is a time constant that dictates the rate at which the sapphire temperature comes
to equilibrium. Calculations based the thermal conductivity and heat capacity of our sapphire
predict that this time constant should be on the order of milliseconds, and thus negligible over
the 1-100 second time scales that we are interested in.
Secondly, it is difficult to operate precisely at TT P . Operating at a small temperature offset
from the turning point temperature reduces the suppression effect according to the curvature
of the difference frequency-temperature relationship. The curvature of the difference frequency
turning point is determined by the inherent non-linearity of the frequency-temperature relationships of the two modes.
We can define a suppression factor, κE or κH , that relates the amplitude of the frequency
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response of an individual oscillator to that of the difference frequency for a given temperature
fluctuation of the sapphire, given by:
"
κE,H =

Where:

dfE,H
dT

and

dfdif f
dT

dfosc
dT
dfdif f
dT

#
(6.10)
T0

are the gradients of an individual mode and the difference frequency

with respect to temperature, respectively, evaluated at temperature T0 . When T0 is close to TT P
the gradients of the E-mode and H-mode are virtually identical so:

κE ' κH = κ

6.2

(6.11)

Turning Point Measurement

In order to take full advantage of the dual-mode temperature suppression technique the temperature of the sapphire must be held as close as possible to the turning point temperature. We
have seen in chapter 5 that the frequency of the H-mode is used to characterise the temperature
of the sapphire, so we require a measurement of the difference frequency with respect to the
H-mode frequency in order to find the turning point and calibrate the temperature controller
operating point.

Figure 6.1: A typical measurement of the turning point. The y axis scale is quoted relative to
3.518812460 GHz. The discrete jumps in frequency on the y axis are due to the resolution limit
of the counter. The spread of points in the y direction is due to counter noise.

87

CHAPTER 6: DUAL-MODE TEMPERATURE COMPENSATION TECHNIQUE

The temperature controller is used to obtain this turning point measurement. The set-point
of the H-mode frequency is swept at a rate of 1Hz/s across the turning point while monitoring
the H-mode and difference frequency. Figure 6.1 shows a typical measurement.
The temperature conversion was estimated by matching the H-mode frequency to a calibrated
platinum thermistor housed in the copper post. A fit to the vicinity of the turning point gives
a curvature of 100 ± 8 Hz/K2 (fractional frequency curvature of 2.8 ± 0.2 × 10−8 ) at a turning
point temperature of 52.54 ± 0.01 K.

6.2.1

Drift of the Turning Point H-mode Frequency

As discussed in chapter 3, the H-mode oscillator acquires a small frequency offset when mode
power is changed which also affects the H-mode frequency at the turning point. This effect has
been measured to be (∼ 0.4 Hz/mW). Thus, even shifts in mode power on the order of milliWatts
results in a shift in H-mode frequency at the turning point at the Hertz level, well below the
error associated with the determination of the turning point. A change in E-mode power has no
measurable effect on the turning point H-mode frequency.
Over very long time scales (weeks–months) the turning point H-mode frequency experiences
drift as a result of mechanical changes within the resonator. In normal operation this drift is
less than the error in the turning point calibration, . 200 Hz (. 0.01 K), and can be ignored.
However, after warming the resonator to room temperature and returning to 50 K, the turning
point may move by several hundred Hertz. A re-calibration of the turning point temperature
must be made each time the dual-mode clock is returned from room temperature.

6.2.2

Accuracy of the Operating Point

As discussed in chapter 5, the H-mode frequency was used as the sensor for the temperature
controller. Using the H-mode frequency avoids temperature offsets between the sensor and
the sapphire due to thermal gradients, as the sapphire itself is the sensor. It also prevents
drift between control point temperature and sapphire temperature due to fluctuations in the
temperature of the heat bath and hence fluctuations of the thermal gradient between the sensor
and the sapphire.
This allowed us, after calibration of the turning point, to operate at an H-mode frequency
(and hence sapphire temperature) that was limited only by the error in the calibration fit and
the level of drift of the turning point’s H-mode frequency. A conservative estimate of this error
of ±500 Hz (±22.8 mK) has been used throughout this work.
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6.3

Suppression of Sapphire Temperature Fluctuations

The dual-mode temperature compensation technique was developed to combat frequency fluctuations due to fluctuations in the temperature of the sapphire. There are two important sources
of heat flow that lead to these fluctuations.
The first is due to external temperature fluctuations introduced via the clamp on the sapphire
spindle. These may be either environmental fluctuations or those introduced by the temperature
controller.
The second source is the heat dissipated in the sapphire by each oscillator. Each mode stores
microwave energy in the sapphire in a region corresponding to its mode pattern. When excited
by the oscillator some power is dissipated, as heat, into this region due to dielectric losses.
The amount of heat dissipated is proportional to the power incident on the input port of the
resonator. Thus each mode acts as a distributed internal heat source that has an output power
proportional to the incident power of the mode.
In this section we discuss the dual-mode technique’s effect on difference frequency due to
fluctuations in heat flow from both sources.

6.3.1

External Temperature Fluctuations

We have gone to some trouble to thermally isolate the sapphire. The solid nitrogen layer and
the two vacuum cans provide extensive insulation between it and the outside world. Most of the
environmental temperature fluctuations are filtered out by the solid nitrogen layer. Those that
make it through must propagate through to the sapphire via the thermal circuit, which acts as
a low pass filter with a characteristic time constant on the order of a few thousand seconds (see
chapter 5).
Thus, even without the dual-mode temperature compensation technique we can go a long
way towards eliminating the effect of environmental temperature fluctuations. However, it is
very difficult to achieve a fractional frequency stability for our individual modes better than a
few parts in 10−13 (see section 5.5). The dual mode suppression technique gives us a way to
improve on this figure.
We expect an improvement over the single-mode thermally induced frequency fluctuations
of a magnitude dictated by the suppression factor (equation 6.10). Using the 500 Hz (22.8 mK)
offset estimate and the fit to the turning point measurement from figure 6.1 we can estimate the
worst case suppression factor as κ ' 9000.
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Measurement of the Suppression Factor
Figure 6.2 shows the response of both the H-mode and difference frequencies to a sinusoidal
modulation of patch heater power. The frequency of the modulation was 2 mHz, which was
chosen as it slow enough to avoid the low-pass filtering effect of the thermal circuit while
being fast enough to escape suppression by the temperature controller (see chapter 5). The
H-mode centre frequency was 12.605349 GHz, deliberately offset approximately 500 Hz (22.8
mK) from the measured turning point. The ratio of the amplitudes of the two signals gives
us the suppression factor of κ = 8230 ± 70. This value compares well with expected value of
κ = 9000 given above.
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Figure 6.2: Suppression of a sinusoidal variation in heater power at a 1kHz offset from the
turning point frequency. The difference frequency variation (grey, right axis) is suppressed by a
factor of 8230 ± 70. with respect to the H-mode frequency variations (black, left axis).

6.3.2

Mode Power Fluctuations

In section 3.3 we discussed the individual oscillators dependence on mode power. In this section
we will examine the mode power’s influence on the difference frequency.
We have seen that a step up in mode power gives a frequency response that can be divided
into two distinct parts. The first is an almost immediate frequency offset, introduced by the
Pound servo, and the second is a much slower drop in frequency that corresponds to heat flow
between the sapphire and the external thermal circuit.
We would expect that, at the turning point, thermal effects would be common to both modes
and thus suppressed. Hence, only the Pound servo offset effect should be present in the difference
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frequency response.
We used a measurement scheme identical to that in section 3.3, but also monitored the other
mode and difference frequency. The modified scheme is shown in figure 6.3. Again, a square
wave of period 200 seconds, with a bias level corresponding to the operating power, was applied
to the VCA of the oscillator under test. The response of the two oscillator frequencies, as well
as their difference frequency, were monitored at a sampling rate of 10Hz. Unfortunately, due to
limited resources, the measurement could not be performed synchronously. We were forced to
make the separate frequency measurements over several successive periods of the square wave
after ensuring the system had reached an approximately steady state.
33250A
Square Wave
Generator

α

E8257C
Microwave
Synthesiser

f1

f-50 kHz
f

fDIFF
resonator

50 kHz
53132A
Frequency
Counter

f2

incident power

34401A
Voltmeter

Figure 6.3: Measurement scheme used to find the response of the E-mode, H-mode and difference
frequencies to a step in mode power. A square wave is introduced into the attenuator of one
of the loop oscillators. The corresponding responses of the three microwave frequencies are
monitored asynchronously using a frequency counter.

The frequency step response curves are shown in figure 6.4. These two plots show the response
of the two modes to a +1 mW step in dissipated mode power, at t = 1 second. As we have
seen, in section 3.3, there is an almost immediate frequency shift of the oscillator experiencing
the power increase. This is followed by the slower thermal response. The other mode does not
see the Pound servo effect, but sees an identical thermal response. Consequently the difference
frequency experiences only the initial Pound servo shift. The thermal response is suppressed in
the difference frequency to a level below the noise of the measurement system.
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Figure 6.4: The frequency responses to a +1 mW step, at t = 1 second, in E-mode (a) and Hmode (b) incident power. In all curves the frequency is quoted relative to the frequency before
the step. Except for the initial frequency shift, both modes respond identically to a change in
mode power. This is reflected in the difference frequency that, after the initial shift, remains
constant.
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Chapter 7

Frequency Stability
In this chapter the performance of the dual-mode oscillator is examined. We begin with a
brief look at the output signal spectrum. The Allan variance is then introduced as a time
domain method of characterising the frequency stability of an oscillator. The specific mixing
schemes used to compare the dual-mode clock with other reference oscillators are presented.
The frequency stability of the dual-mode clock is presented and examined with respect to the
individual oscillators and the noise floors of the measurement system and the Pound, power
stabilisation and temperature control servos. We finish with some conclusions regarding the
present state of the 50 K dual-mode clock project and discuss furture directions to be pursued.

7.1

The Dual-Mode Signal

The clock signal is produced by mixing and filtering the signal at the output ports of both
oscillators as per figure 7.1. The resulting spectrum is shown in figure 7.2. The dual-mode
signal is centred on approximately 3.518812 GHz. The transmitted components of the sidebands
introduced by the Pound servo phase modulation of each oscillator can also be seen, with the
H-mode and E-mode sidebands at an offset of 93 and 67 kHz from the carrier respectively.
Harmonics of these modulation frequencies, as well as the various mixing products can also be
seen. The E-mode sidebands are the largest in amplitude and are approximately 30 dB down
from the dual-mode signal.
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Figure 7.1: The output of the dual-mode clock is produced by mixing the outputs from the Hmode and E-mode oscillators. The signal is then filtered to extract only the difference frequency.
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Figure 7.2: The power spectral density of the output signal of the dual-mode clock. The central
peak represents the difference frequency of the two whispering gallery modes at approximately
3.518812 GHz. The various sidebands are due to the modulation introduced by the Pound servo
suppressed by transmission through the sapphire. The largest sidebands are almost 30 dB down
from the central peak.
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7.2
7.2.1

Measurement Techniques
Allan Variance

We are interested in the frequency stability of the dual-mode clock at integration times from 1
to 100 seconds. Over these time scales we can use a time domain characterisation of frequency
stability. The Allan variance, or more commonly, the square root of the Allan variance (SRAV),
is the traditional method of characterising frequency fluctuations in the time domain (Allan 66;
Allan 73). The procedure for calculating the SRAV is presented below.
The fractional frequency fluctuation, yk , over an integration time interval τ is given by:

yk =

1
τ

(tk +1)

Z

y(t)dt

(7.1)

tk

Where y(t) is the fractional frequency deviation from the nominal frequency, given by:

y(t) =

f (t) − f0
f0

(7.2)

This is the value returned from a single measurement by a frequency counter with gate time τ .
If we define the time series: tk+1 = tk + τ , where τ represents the integration time of each
sample, and we assume that there is no dead time between measurements, then the Allan variance
is given by:
2

σy2 (τ ) = h

(yk+1 − yk )
i
2

(7.3)

Where the angular brackets indicate an infinite time average. In practice, of course, the
number of samples is usually high but can never be infinite. This inevitably introduce some
error into the measurement. Also, due to the finite measurement reset time of the frequency
counter, there is some dead time between measurements that also introduces some error.
Most of the Allan variance calculations in this work were produced from one data set. If we
assume negligible dead time, then the Allan variance for an integer multiple, n, of the gate time
can also be calculated. A frequency data, of length N and sample gate time τ0 , can be considered
to be made up of

N
n

frequency points with sample gate time nτ0 , where each frequency point

is the average of each of the individual segments, of length n. Equation 7.3 is then applied to
this new data set. Care must be taken when using this method to ensure that the dead time
accumulated in each segment does not become a serious source of error.
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7.2.2

Reference Oscillators

Any measurement of frequency stability is actually a measure of the combined Allan variance of
two oscillators, the oscillator under test and the reference oscillator. If we assume that these are
independent oscillators with random frequency fluctuations of Gaussian distribution, then their
Allan variances are related by:

2
2
2
σcombined
= σDU
T + σref

(7.4)

2
2
Where σDU
T is the Allan variance of the oscillator we wish to characterise and σref is the

Allan variance of the reference oscillator.
In order to extract the Allan variance of the oscillator under test we must either have
2
2
knowledge of the Allan variance of the reference oscillator or require that σDU
T  σref . It

is also important to note that the reference oscillator must have an Allan variance of the same
order as the oscillator under test, or better, in order to resolve the Allan variance of the oscillator
under test.
In this project two different reference oscillators were used; an active hydrogen maser and a
helium cooled sapphire oscillator, named “Paris”.

Hydrogen Maser
The hydrogen maser was used as a reference for all the frequency counters and synthesisers used
in this project. It’s SRAV is about 1.6 × 10−13 at one second, falling proportionally to

1
τ.

The

maser was adequate for characterising the frequency fluctuations of the individual oscillators as
well as the long integration time frequency stability of the dual-mode clock. The measurement
scheme used is shown in figure 7.3.
Mixing with the maser referenced synthesiser allows us to measure at the optimal input
frequency of the frequency counter while ensuring that we operate well above the counter noise
floor.

Helium Cooled Sapphire Clock “Paris”
Measuring the SRAV of the dual-mode clock over the full range required the use of a reference
oscillator with better short term stability than the maser. The obvious solution was to use a
helium-cooled sapphire oscillator as a reference. The oscillator dubbed “Paris” was one of two
identical clocks in use in our lab as part of a Michelson-Morley experiment (Stanwix 05). The
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fosc
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Synthesiser

fosc -50 kHz

Frequency
Counter
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Figure 7.3: The mixing scheme used between the dual-mode oscillator and the maser. Both
synthesiser and frequency counter are referenced to the maser. This scheme was also used to
measure the Allan variance of the individual oscillators.

oscillator had an operating frequency of 10.000 GHz with a SRAV of about 1.5 × 10−14 at 1
second, remaining fairly constant from 1-100 seconds, before rising (see figure 7.5).
In order to operate above the synthesiser and counter noise floors we developed a scheme to
down-convert both clock frequencies to allow a comparison at nearly identical frequencies. The
mixing scheme is shown in figure 7.4.
Between each clock and the main mixer was a dividing stage, consisting of two (dual-mode)
or three (Paris) Hittite ÷4 frequency dividers. Each divider is an active device whose output
spectrum consists of peaks corresponding to the input frequency divided by four, as well as
its harmonics at

f0 3f0
2 , 4 .

By cascading two or three dividers these signals are further divided,

resulting in a spectrum with peaks at

f0
16

or

f0
64

intervals respectively.

After some quick calculations it was found that the frequencies of the
7fP aris
64

5fdual−mode
16

and the

peaks were equivalent, to three decimal places, both with a value of approximately

1.09 GHz. The two signals were filtered and amplified at the end of each dividing stage before
being mixed to extract the difference frequency of approximately 5.88 MHz. A maser referenced
Agilent E8257C frequency synthesiser and a secondary mixer was used to offset this frequency
to 50 kHz. The signal was then filtered, amplified and sent to a maser referenced to an Agilent
53132A microwave frequency counter.
The frequency noise floor of the mixing scheme was measured by replacing Julia and Paris
with microwave frequency synthesisers at the same frequencies, with both synthesisers referenced
to the hydrogen maser. The frequency noise of the output is dominated by that of the mixing
scheme, as the synthesisers share a common noise signature. The mixing scheme noise was
measured to be about 4.5 × 10−14 at 1 second, falling proportional to
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Helium Clock
"Paris"
10.000 GHz

∏ 4

Dual-Mode Clock
"Julia"
3.5188 GHz

4

4

4
4

1.0996 GHz

x (7/64)

x (5/16)

4

1.0938 GHz
5.8756 MHz

Frequency
Synthesiser
5.8751 MHz

50 kHz

Frequency
Counter

Figure 7.4: The mixing scheme used between the dual-mode oscillator the helium clock “Paris”.
The down conversion of each signal allows us to subtract two signals that are identical to
three decimal places at the first mixing stage. The frequency fluctuations of the difference
frequency between the two clock are then at a level above the noise floor of the (maser referenced)
synthesiser and counter.
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frequency dividers are remarkably noiseless, with stability at the low 10−15 to high 10−16 level.
Most of the noise contribution of the mixing scheme comes from the amplifiers before the first
mixer.

7.3

Noise Budget

Compiled in figure 7.5 are the fractional frequency noise floors associated with the temperature
control, power stabilisation and Pound servos. The power stabilisation and Pound noise floors
have been scaled to the difference frequency.
As mentioned in section 3.3, the mode power control noise floors are worst case measurements,
limited by detector sensitivity. However, we can determine the level of the power fluctuation
induced frequency noise by considering the noise floors of the Pound servos. In the H-mode case,
the Pound servo noise floor is dictated by the power control detector noise floor at integration
times longer than a few seconds. It is limited by the servo itself at shorter integration times. We
would expect both Pound servo noise floors to be similar as both servos have similar gain and
the modes have similar Q-factors, but the E-mode Pound servo noise floor was found to differ
significantly from that of the H-mode.
The Pound servo noise floor measurement is sensitive to any noise mechanism that alters
the oscillator frequency with respect to the resonance frequency. This includes both the Pound
servo and frequency discriminator noise, as well as the power induced fluctuations of the Pound
servo frequency offset. In the H-mode case, the Pound servo noise floor seems to be dominated
by the reflected power detector voltage noise. From section 3.3 we know that the mode power
induced offset effect is much larger in the E-mode case, however, and we see a noise floor that
must correspond to this effect.

7.4

Frequency Stability of the Dual-Mode Clock

Figure 7.6 shows the SRAV of the fractional frequency of the individual oscillators as well as that
of the dual-mode clock. The ultimate performance of the clock is only a modest improvement
over the short term noise floor of the individual oscillators, a factor of 5 or so. However, the
individual oscillators exhibit fractional frequency stability that gets worse according to σ(τ ) ∝ τ
until an integration time of 200 seconds or so. This represents random-walk behaviour in the
frequency noise due to fluctuating sapphire temperature. The turnaround at 200 seconds is due
to the temperature controller. Introducing the dual-mode technique drops the level of these
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Figure 7.5: The square root Allan variance noise floors of the assorted frequency noise sources contributing to the frequency instability of the dual-mode
clock.
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fluctuations by a factor of at least 9000, so the temperature fluctuations of the sapphire are no
longer important.
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Figure 7.6: The square root Allan variance noise floors of the of the fractional frequency of the
E-mode and H-mode oscillators and the dual-mode clock. The noise floors of the individual
modes flatten out at small integration times due to the reference maser frequency noise.

The dual-mode clock has a minimum SRAV of 3.3 × 10−14 at an integration time of three
seconds. The frequency instability increases either side of this minimum.
Figure 7.7 is a plot of the SRAV of the dual-mode clock compared to selected noise floors
from figure 7.5. It is clear from this plot that there are two important noise floors that limit
the frequency stability of the dual-mode clock, those of the mixing scheme and the E-mode
Pound servo. For short integration times, τ < 2 seconds, the mixing scheme limits the frequency
stability of the dual-mode clock. At greater integration times, the limit is imposed by the noise
floor of the E-mode Pound servo. As discussed in section 7.3, we believe that this is actually the
limit imposed by free running power fluctuations of the E-mode oscillator.
Drift of the dual-mode clock’s fractional frequency is on the order of 10−10 per day and is
a significant issue. The dominant cause of this drift is long term free running E-mode power
fluctuations.

7.5

Conclusions and Future Work

The most important conclusion to be made from this work is that the major cause of frequency
instability for a single mode sapphire clock at 50 K has been suppressed by a factor on the order
of 104 . This has been achieved without sacrificing Q-factor through the use of a dual-mode
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temperature compensation technique, coupled with a successful temperature control scheme.
The frequency noise floor due to thermal fluctuations of the sapphire has been suppressed such
that it is insignificant compared to other frequency noise sources.
We found that thermal fluctuations were effectively suppressed for heat flow originating from
both the mode power dissipated inside the sapphire and external sources. However, we also found
a significant sensitivity to mode power that was not suppressed. A power stabilisation servo was
built in an attempt to minimise the power fluctuations of each mode, however, the detectors
used as the sensor for the power stabilisation servos were not sensitive enough to detect, and
therefore reduce, the free running fluctuations in mode power and actually made them worse.
Unfortunately the ultimate success of the dual-mode clock has been hindered by this effect.
The frequency stability of the dual-mode clock has reached a best SRAV of 3.3 × 10−14 at three
seconds integration time. This frequency stability is about an order of magnitude better than a
typical quartz oscillator and is still a factor of 2 to 3 more stable than a state of the art quartz
oscillator. It is also about an order of magnitude better than a hydrogen maser at one second,
though the hydrogen maser stability improves as 1/τ . Optical cavity-locked laser frequency
standards are approaching the same order of frequency stability as the dual-mode clock and, in
the future, look likely to surpass the stability of sapphire frequency standards.
The most obvious step for the future of this project is to find a way to reduce the dualmode clock’s frequency sensitivity to mode power fluctuations. The first step is, of course, to
understand exactly where the problem is coming from. If, as we suspect, the problem is due
to AM compression in the second amplifier then it should be reduced by reducing the spurious
amplitude modulation index of each oscillator.
It also seems obvious to try and improve the power stabilisation servo sensors. Fine tuning of
the mode power to take advantage of the optimum operating point of the detectors may improve
the detector sensitivity.
If the mode power dependence can be reduced or the power stabilisation servo improved then
it is likely that the dual-mode clock will be limited by the Pound servo noise floors at a level
similar to that seen on the H-mode oscillator, giving a potential SRAV on the order of 10−15
at integration times on the order of a second, and an SRAV below 10−14 over the 1-100 second
range.
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Whispering Spherical Mode
Resonators

105

Chapter 8

Whispering Modes in Anisotropic
and Isotropic Dielectric Spherical
Resonators

In this chapter the mode structure, frequency and Q-factor of whispering modes within spherical
dielectric resonators are investigated. The frequency degenerate whispering spherical mode
families are examined, concentrating on the whispering gallery and whispering longitudinal
members of these mode families that may be used to form the basis of a sensitive Michelson
Morley test in the microwave regime.

It is possible to solve isotropic spherically symmetric systems analytically, though, departure
from perfect spherical symmetry occurs due to the necessity of a support structure or in the
case of an anisotropic dielectric material. Finite element modeling is used to predict the mode
structure of two near spherically symmetric dielectrically loaded cavity resonators; the first
loaded with an isotropic fused silica sphere with cylindrical Teflon supports, and the second
loaded with a spherical sapphire mounted by a sapphire spindle. Predicted frequency splitting
of the degenerate modes is confirmed by comparing experiment with finite element calculations.
Further optimization of the sapphire resonator to realize a Michelson-Morley experiment based
on dual-mode oscillator is discussed.
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8.1

Introduction

WG modes can be visualized as a superposition of two rays, one moving clockwise the other
anticlockwise, propagating around the perimeter of a cylinder in an integer number of reflections. These modes have been studied for some time, and have found applications for the
determination of material properties and as high-Q resonators and filters in the microwave and
optical regime (Guillon 87; Cros 90; Tobar 91; Schiller 91; Cros 96; Pommier 00; Krupka 99a;
Tobar 98b; Matsko 06a; Matsko 06b). Spherical systems possess similar modes that propagate
around the surface of the sphere. We call these modes Whispering Spherical (WS) modes
(Tobar 02b; Tobar 02a). It has been recently suggested that these modes could be used to
perform a Michelson-Morley experiment (Tobar 02b), or be used in the development of high Q
multi-pole filters in a spherical cavity (Tobar 02a).
WS modes arise as frequency degenerate sets. Each member of the set has a distinct field
structure and propagation pattern. However, in order to examine and utilize individual modes
some method of lifting the frequency degeneracy must be found. Furthermore, it is advantageous
if it is done in a way that allows for the easy identification of each mode and does not significantly
degrade the Q-factor. One method to achieve this is via the introduction of a perturbation to
the geometry of the system.
A cylindrically symmetric perturbation, for example, is somewhat convenient as it breaks the
degeneracy and introduces mode frequency shifts that can be predicted using two dimensional
finite element modeling techniques (Aubourg 91).
In this work two near-spherical dielectrically loaded cavity resonators are examined. One
cavity was loaded with an isotropic fused silica sphere with two axial Teflon supports, the other
with a sapphire sphere on a single spindle.

8.2

Solving Isotropic Systems

Applying a separation of variables technique to Maxwell’s equations in spherical polar coordinates, (ρ, θ, φ), leads to the general solution of the radial electric and magnetic field components,
Eρ and Hρ , which satisfy the resonance condition (Gastine 67; Julien 86). The mode solutions
are classed as Transverse Magnetic (TM) or Transverse Electric (TE) based on whether the
magnetic or electric field is aligned transverse to the radial direction. General solutions for Eρ
and Hρ are given by:
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p
Eρ

= n (n + 1)

Hρ

=

cos (mφ + θ)
kp ρ
m
1 (kp ρ) P
J
(cos
θ)
n+
n
2
ρ2
sin (mφ + θ)

0

(8.1)

For the TM modes and:

Hρ

p
cos (mφ + θ)
kp ρ
m
1 (kp ρ) P
J
= n (n + 1)
(cos
θ)
n+
n
2
ρ2
sin (mφ + θ)

Eρ

=

(8.2)

0

For the TE modes, where n is the mode number, kp is the wave number and m is the
azimuthal mode number, the number of 2π variations in the φ direction, which varies from 0 to
n. The wave number takes discrete values corresponding to an integer number of variations in
the radial direction, denoted by p. Modes that correspond to p = 1 are the fundamental WS
mode families. In this work TM and TE modes are denoted TMn,p,m and TEn,p,m respectively.
The other field components (Eθ , Hθ , Eφ and Hφ ) can be determined from Eρ and Hρ by
applying Maxwell’s equations. As one would expect, the θ and φ terms are cyclic in 2π and
hence common to all spherical systems.
In order to find a specific solution, the material composition of the system must be taken
into account by solving the radial boundary value problem. In the case of spherically symmetric
dielectrically loaded cavities the dimensions of the system, the permittivity of the dielectric and
the shielding effect of the cavity walls set by the boundary conditions in the radial direction,
which leads to the complete solution.

8.3

Degeneracy

The mode frequency in a spherical system is dependent on n and p, but independent of m.
Hence a 2n + 1 frequency degeneracy arises from the θ and φ terms. The Legendre polynomial
term contributes n + 1 distinct mode patterns plus a further two-fold degeneracy for modes with
m 6= 0 from the sin (mφ) or cos (mφ) term. Each degenerate set of 2n + 1 modes is known as
a mode family. The sin–cos splitting represents a

π
2

phase shift of the entire field pattern in

the φ direction. Apart from that, the modes are identical. This means that the two modes
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are interchangeable for any practical application. Thus, this work concerns itself only with the
Legendre degeneracy. Radial magnetic ﬁeld density plots for the TE4,1,m mode family in an
isotropic cavity are given in ﬁgure 8.1 as an aid to visualizing the Legendre mode patterns.

Figure 8.1: Typical radial magnetic ﬁeld density plots for the TE4,1,m mode family in a spherical
system. The top row shows a cross section through the y-z (meridian) plane and the bottom
row through the x-y (equatorial) plane. The m = n = 4 WG mode (far right) propagates almost
entirely in the azimuthal direction with little θ component. The m = 0 mode (far left) propagates
as a circular wave front in the θ direction with no φ component. The other modes propagate
around the sphere surface in a direction that is a combination of these two extremes.

The WS mode with m = n is a WG mode with propagation around the azimuth (φ direction).
The WS modes with m = 0 posses spatial structures and propagation patterns that are diﬀerent
to those of the WG modes. These modes propagate as circular wave fronts that travel along the
longitudes of the sphere (θ direction), which is in an orthogonal direction to the WG modes and
thus have been dubbed Whispering Longitudinal (WL) modes (Tobar 02b; Tobar 02a). They
converge at the extremes of the z-axis and interfere with themselves to form a self standing
wave. WG modes are conﬁned to the equator whereas WL modes sample the entire surface of
the sphere with energy density maxima at the poles. Modes with values of m between 1 and
n − 1 are propagate in a direction that is a combination of the WG and WL modes’ propagation
directions. The orthogonality of the propagation direction between the WL and WG modes
make them ideal to implement a sensitive Michelson-Morley experiment.(Tobar 02b)

8.4

Breaking the Legendre Degeneracy

In a spherical system the θ and φ directions oﬀer no boundary conditions, and hence there is
no frequency diﬀerence between modes of the same order n and p, but diﬀerent values of m. To
break the degeneracy, the symmetry in the θ and φ directions must be broken. This may be
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achieved by adding a geometric perturbation, that adds a boundary that the modes couple to
in different ways. For example, WG modes are essentially confined to the equatorial region, and
are virtually insensitive to conditions at the poles. WL modes, on the other hand, converge at
the extremes of the z-axis and are thus strongly influenced by polar conditions. Other members
of the mode family will be influenced somewhere in between. In general, the more WL-like the
mode is (i.e. the closer its value of m is to 0) the greater the effect of the polar conditions. This
suggests that introducing some kind of perturbation that is cylindrically symmetric with respect
to the polar axis will give rise to an orderly frequency separation of the degenerate mode families.
Of course, the form of the separation will depend on specific characteristics of the perturbation.
Analytical solutions for all but a few perturbed systems do not exist, making it necessary to
introduce numerical modeling as a means of discovering the mode structure. In the following
work WS mode solution sets were found using finite element analysis in a cylindrical coordinate
system (Aubourg 91).

8.5

Silica Loaded Cavity

One of the first physical systems in which WS modes have been investigated is a 50 mm inner
diameter copper cavity loaded with a 38 mm diameter isotropic fused silica sphere, shown in
figure 8.2. The dielectric is held in place by two 11 mm diameter Teflon supports located at the
two poles. These supports perturb the system and lift the degeneracy of the mode families. The
permittivity of the fused silica was measured to be 3.828 at 293 K (Anstie 03) (also see chapter
9), while Teflon is known to be 2.06 (Riddle 03). If the effect of the Teflon is ignored then the
system can be solved analytically in the manner described above.
Figures 8.3 (a)-(d) show predicted frequencies for both the unsupported and supported
systems, as well as measurements of the fused silica loaded cavity, for the first four TMn,1,m
mode families. Higher order mode families exhibit the same frequency splitting but the mode
density is such that above n = 5 successive mode families begin to overlap, making identification
more difficult.
The physical system required slightly different supports than those assumed in the original
finite element analysis, which was performed before construction of the system. Consequently
the experimental frequency shift is different to that predicted by the numerical analysis. However
this difference is really only one of scale. The form of the frequency shift is all that needs to be
considered and that, for all practical purposes, appears to be the same. In all cases the measured
shift of the WG mode is small, ranging from 6.27 to 12.2 MHz in the mode families studied.
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Figure 8.2: Schematic diagram of the resonator. The fused silica sphere is held between the two
copper hemispheres by cylindrical Teﬂon supports. The lower support is spring loaded to ensure
good contact with the silica.

(a)

(b)

(c)

(d)

Figure 8.3: Predicted frequencies for the unsupported (solid line), supported (dashed line) and
measured frequencies in the supported system (dotted line) for the (a) n = 1, (b) n = 2, (c)
n = 3 and (d) n = 4 TM WS mode families.
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The WL modes experience a much larger frequency shift ranging from 130 to 680 MHz. The
rest of the modes in each family experience a shift between the two extremes; each exhibiting
successively smaller frequency shifts with increasing m.

8.6

Sapphire Loaded Cavity

A spherical resonator of 30 mm diameter with a 10 mm diameter cylindrical support post was
cut from a single piece of HEMEX grade sapphire, a schematic of the resonator is shown in ﬁgure
8.4. At 290 K the relative permittivity is approximately 11.576 parallel to the anisotropy axis
and 9.390 perpendicular to it. In this case the anisotropy axis was designed to coincide with that
of the support post to ensure that the resonator was cylindrically symmetric, which simpliﬁes
numerical analysis. Frequency shifts of the degenerate mode families occur via two mechanisms.
Firstly the inherent anisotropy of the sapphire means that the eﬀective path length parallel to
the anisotropy axis is longer than that in the tangential direction, i.e. the sapphire sphere is
eﬀectively spheroidal. The second mechanism is due to ﬁeld leakage into the support post, which
tends to shift the frequencies of modes with low m, as was the case for the previous resonator.

brass mount
copper cavity
sapphire
loop probe

Figure 8.4: Schematic of the spherical, spindle mounted, sapphire loaded cavity resonator. The
electric energy density of the WG TM6,1,6 mode is shown. Modes are observed via a magnetic
probe at the equator, which couples to both Hθ and Hφ ﬁelds, as well an magnetic probe at the
lower pole, which couples to the Hθ ﬁeld. A brass gasket is used to hold the sapphire spindle
tightly within the cavity.

The inherent anisotropy of the sapphire makes it diﬃcult to solve analytically even for the
unsupported resonator. However, both the supported and unsupported resonators were solved
numerically using ﬁnite element analysis (Aubourg 91). The software allows us to calculate
frequencies, G-factors and ﬁlling factors of modes in the resonator. The deﬁnitions of the G113
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factor and electric and magnetic filling factors with respect to the field structure in the resonator
are given by equations 8.3, 8.4 and 8.5 respectively:

ω

RRR

2

µ0 |H| dv

Vt

G

(8.3)

=
RR

|Hτ | ds

S

2

RRR

i |E| dv

Vdi

Pei

=

(8.4)
RRR

2

(ν) |E| dv

Vt

2

RRR

µi |H| dv

Vdi

Pmi

=

(8.5)
RRR

2

µ(ν) |H| dv

Vt

Here, Vdi is the volume of i-th dielectric region, Vt is the volume of the whole resonant
structure, (ν) is the spatial dependent permittivity inside the whole resonant structure and i
is the permittivity of i-th dielectric region.
Figure 8.5 (a)-(d) shows the calculations of all modes between 8.85 to 9.15 GHz, including
the WS n = 6 mode family.
For the spherically symmetric isotropic case (with no supports) the frequencies and G-factors
for all the WS modes are identical. However, for the case of our sapphire resonator, the frequency
degeneracy is broken and the G-factor of the low order azimuthal modes is reduced. The modes
that couple more strongly to pe⊥ see a lower effective dielectric constant, which reduces the
confinement and hence G-factor. The G-factor can only be increased by going to a higher order
mode family n > 6, or by making the cavity larger. By increasing the cavity to a 60 mm
diameter, we have determined from numeric analysis that the G-factor of the m = 0 mode
increases to almost 105, a larger diameter than this actually decreases the G-factor, as is the
case for cylindrical cavities (Tobar 01b).
For initial room temperature measurements, the sapphire cylinder was loaded in the same
cavity used to support the silica sphere. However, our main intent is to implement a MichelsonMorley experiment, which requires operation at cryogenic temperatures. Since the modes are of
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(a)

(b)

(c)

(d)

Figure 8.5: Predicted frequencies (a), G-factor (b) and ﬁlling factors-electric (c) and magnetic
(d), of the supported and unsupported sapphire in a 50 mm diameter spherical cavity in the
frequency range 8.85 to 9.15 GHz, with the WS mode family joined by a solid line. The
degeneracy is broken at high m values by the anisotropy of the sapphire, and at low m values by
the sapphire support. Also, at low m values, modes in the spindle interact with the WS modes.
The G-factor is smaller at low values of m in the unsupported sapphire, due to the eﬀective
permeability being lower as they couple more to the perpendicular permittivity of the sapphire.
The G-factor is further reduced through the mode interactions via the cylindrical support.
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relatively low order (n = 6) we require a superconducting cavity to obtain the dielectric loss limit
at low temperature. Rather than build a spherical niobium cavity, which is a difficult machining
problem, we decided to use a cylindrical cavity of 50 mm diameter and 50 mm height designed for
a cylindrical cavity resonator (Giles 90). The cavity was easily adjusted to fit the sapphire, and
experiment is compared to finite element modeling in figure 8.6, at room temperature (290K),
liquid nitrogen temperature (77K), and liquid helium temperature (4K) respectively.
Calculated and measured mode frequencies at all three temperatures are close for m = 6,
0 and 1, and within a 10 MHz error margin, which is typical for these types of calculations.
However, for other values the measured frequencies are up to 40 MHz higher. This is most likely
due to non-sphericity. In theory it would be possible to invert the problem, and from the mode
frequencies calculate the accurate shape of the structure including the departure from spherical
shape, as has been achieved with a triaxial ellipsoid quasi-sphere cavity resonator with a triply
degenerate microwave resonance (May 04).
The Q-factor is calculated using:

1
Rs
= pe⊥ tan δ⊥ + pez tan δz +
Q
G

(8.6)

Where pe⊥ and pez are the electric filling factors and tan δ⊥ and tan δz are the loss tangents
perpendicular and parallel to the anisotropy (z) axis, Rs is the surface resistance of the niobium
cavity and G is the geometric factor. RS was calculated using:

r
Rs =

πf µ0
σN b

(8.7)

Where σN b is the conductivity of niobium.
Calculated Q-factors are less reliable at low values of m, due to the interaction with modes
coupled to the support structure, which has a brass gasket holding it in position that is not
included in the finite element model. Parameters used in the calculation are given in table
8.1. Q-factor calculations are unreliable at 4.2 K as the Q-factor is highly dependent on the
cleanliness of the resonator and the impurity content of the sapphire. At 4.2 K a maximum
Q-factor of 108 was measured, which is consistent with that obtained in unpolished cylindrical
sapphire resonators.
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Figure 8.6: Measured and calculated resonance frequencies for the WS TE6,1,m mode family at
290 (a),(b), 77 (c),(d) and 4.2 K (e),(f).
Temperature (K)
290
77
4.2

⊥
9.3899
9.2751
9.2724

z
11.5758
11.3540
11.3490

tan δ⊥
8.0 × 10−6
6.0 × 10−8
−

tan δz
5.0 × 10−6
2.4 × 10−8
−

σN b
9.1 × 106
1.0 × 108
−

Table 8.1: Values used for finite element calculations, permittivity and loss tangent, perpendicular (⊥ , tan δ⊥ ) and parallel (z , tan δz ) to the sapphire c-axis (or cylinder z-axis), conductivity
of niobium (σN b ). Note that values of loss tangent of sapphire and conductivity of niobium
are not given because they are inconsistent at 4.2 K, and depend on cleanliness and impurity
content.

117

CHAPTER 8: WHISPERING MODES IN DIELECTRIC SPHERICAL RESONATORS

8.7

Design Optimisation

To optimize the design of the spherical sapphire resonator for a Michelson-Morley experiment
one must design the resonator with a support structure such that the WG and WL modes have
high G-factor (and hence Q-factor). The idea is to excite both modes simultaneously within the
same resonator. In other words, we wish to create a spherical version of the dual-mode oscillator.
This time we wish to take advantage of the different propagation patterns of the two modes,
rather than achieve temperature compensation, though it is likely we can do both.
By iterating the cavity radius, we found a maximum G-factor for the WL TE6,1,0 mode when
close to 30 mm. From this starting point we plot the frequency and G-factor as a function of
the radius of the spindle support, shown in figure 8.7 (with calculation done for a temperature
of 4 K).
To keep the G-factor above 105 the radius of the spindle should be less than 0.5 mm. However,
another option would be to choose a spindle radius of about 3 mm where there is an antiresonance (Bragg reflection phenomena) (see chapter 10), but in this case the G-factor of the
WL mode is nearly two orders of magnitude below that of the WG mode. This may be improved
by a more complicated support made of multi layered Bragg reflector, and warrants further
investigation. As shown in figure 8.8, the position of the spindle is optimally placed at an antinode in the electric field (but maximum in magnetic field). This explains why m = 1 modes are
perturbed more than m = 0 modes by the spindle support.
Another option is to offset the support with respect to the c-axis, so it aligns with another
antinode, however this requires three-dimensional software because the c-axis does not align with
the cylindrical geometric axis, and the WG mode will be more perturbed in such a structure.

8.8

Conclusions

Spherical systems operating on WS modes offer great potential as high-Q microwave resonators,
but in an isotropic system mode family frequency degeneracy makes it difficult to identify and
utilize these modes. Introducing a perturbation into the spherical system is a convenient way
of frequency shifting each member of the otherwise frequency degenerate mode families. The
perturbed system has been shown to be reliably modeled using finite element techniques, which
will allow us to design a cryogenic sapphire spherical resonator as a sensitive Michelson Morley
experiment.
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Figure 8.7: (a) G-factor and (b) frequency as a function of the spindle support radius.

(a)

(b)

Figure 8.8: Density field plot of the total electric field in the resonator for the m = 0 TM6,1,0
WL mode (a) with and (b) without the support.
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Chapter 9

Characterisation of a Spherically
Symmetric Fused Silica Loaded
Cavity Microwave Resonator
In this chapter the dielectric properties of an isotropic silica loaded cavity resonator are examined
using whispering spherical modes. The fundamental mode families of the transverse electric and
transverse magnetic whispering gallery modes are measured and the loss tangent of the fused
silica determined, as a function of frequency, in the 3 to 12 GHz regime. The temperature
dependences of mode frequency and quality factor were determined between 6 K and 300 K.
The relative permittivity and loss tangent for fused silica at 5.18 GHz was determined between
6 K and 300 K. The low temperature frequency-temperature relationship of the TM2,1,2 mode
is examined and is found to be consistent with the thermal properties of the dielectric modified
by an unknown paramagnetic impurity. The loss tangent below 8 K is discussed and explained
in terms of the Raman scattering of phonons from the paramagnetic impurity ions.
Below 22 K the frequency dependence of the 5.18 GHz TM2,1,2 mode was consistent with the
combined effects of the thermal properties of the dielectric and the temperature dependence of
an unknown paramagnetic impurity ion, which has a spin resonance frequency at about 138 ±
31 GHz. Below 8 K the loss tangent exhibited a ninth order power law temperature dependence,
which may be explained in terms of Raman scattering of phonons from the paramagnetic impurity
ions.
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9.1

Introduction

Whispering gallery modes in cylindrical resonators have been successfully exploited as a method
of characterising various features of a dielectric resonator, such as permittivity and loss tangent
(Krupka 99b). Whispering spherical (WS) modes are the equivalent of WG modes in spherically
symmetric systems. WS modes arise as frequency degenerate sets, with each member of the set
exhibiting a distinct field structure and propagation. One particular member of the set exhibits
behaviour very similar to the WG modes found in cylindrical systems. These spherical WG modes
are strongly confined to the equatorial region of the system and propagate as an integer number
of internal reflections around the circumference of the equatorial plane. These modes are just as
useful as their cylindrical equivalents for characterising properties of spherical resonators. This
work presents the findings of an investigation into one such resonator, a cylindrically supported,
fused silica loaded cavity.

9.2

Experimental Design

The fused silica loaded cavity was constructed using a 50.00 ± 0.01 mm inner diameter copper
cavity loaded with a 37.89 ± 0.01 mm diameter fused-silica sphere, as shown in figure 9.1 (and
is the same as that described in chapter 8). This was one of many Homosil grade spheres,
manufactured by Heraeus, for the Gravity Probe B experiment.

The fused-silica material

contained typical trace impurities like Al, Fe, Ca, Na, Ti, Li and K at concentrations of a
few parts per million (ppm). The [OH-] ion content was not specified by the manufacturer
except they did say it was very low. The material is highly optically isotropic, homogeneous and
free from bubbles and inclusions.
The fused silica sphere was held in place with two 11 mm diameter cylindrical Teflon supports
located at opposite poles of the sphere, concentrically within the spherical copper cavity. The
Teflon supports introduced a cylindrical asymmetry that broke the degeneracy of the WS mode
families (see chapter 8). The resonator was mounted inside a vacuum can and cooled with liquid
nitrogen or liquid helium when cryogenic measurements were made. The resonant modes were
excited and measured, in reflection, by coaxial “loop” probes. These probes were attached to a
frequency source locked to a high quality quartz reference. The reflected signal was measured
using a tunnel diode detector, identical to those described in chapter 3.
A computer program (Luiten 96) was used to step the frequency across resonance and a
Lorentzian curve fit was calculated from the measured detector voltages. The centre of resonance
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loop
probe

teflon
supports

copper
cavity

fused silica
sphere

Figure 9.1: Simpliﬁed schematic of the resonator. The fused silica sphere was held concentrically
between two copper hemispheres by cylindrical Teﬂon supports. The lower support was spring
loaded to ensure good contact with the silica.

and the full width at half maximum (FWHM) was recorded. Coupling was set low, allowing the
program to also calculate the probe coupling with small error, from which the unloaded Q-factor
was calculated.

9.3

Resonator Mode Structure

By ignoring the Teﬂon supports, the mode structure of the resonator can be found analytically
by solving Maxwell’s equations for a spherically symmetric system with appropriate boundary
conditions (Julien 86). Like all spherically symmetric dielectric systems the mode structure is
comprised of a hierarchy of frequency degenerate families, the most fundamental of which are
the WS modes. WS mode families are classiﬁed either as Transverse Electric (TE) or Transverse
Magnetic (TM) depending on which component of the ﬁeld lies transverse to the radial direction.
Each TE or TM family contains a set of n + 1 distinctly structured Legendre modes (where the
index n is the degree of the Legendre polynomial, Pnm (cos θ), of order m), where θ is the elevation
angle in spherical co-ordinates.
The Legendre modes range from the Whispering Gallery (WG) modes, which are conﬁned
almost entirely to the equatorial region of the resonator, to the Whispering Longitudinal (WL)
modes, which sample the entire surface. The rest of the modes in the family are essentially linear
combinations of WG and WL modes. There is also a further two-fold degeneracy that applies
to the non-WL modes (where m > 0), giving a total of 2n + 1 degenerate modes. The latter
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takes the form of a

π
2

shift of the Legendre structure in the azimuthal (φ direction. This set is

referred to as a WS mode family.
Solving the complete supported system was difficult to attempt analytically, but the cylindrical symmetry made it relatively easy to use a finite element (FE) software package, that was
designed for cylindrically symmetric structures. That was done using software at the University
of Limoges in France (Aubourg 91). The supports provided a convenient way to break the
Legendre degeneracy so that each member of a mode family could be identified and examined.
From the manufacturers data sheets the material was expected to have an isotropic relative
permittivity at 30 GHz of 3.81 (at 296 K). Using this value as a starting value in the finite
element model the relative permittivity for this dielectric material was determined by measuring
the frequencies of a family of modes predicted by the model. The resulting value of permittivity
is  = 3.828 ± 0.001 at 5.18 GHz and 293 K. The error in this result is limited by the dimensional
uncertainty in measuring the sphere. Dimensional changes cause a small fractional frequency
shift. Permittivity changes usually result in a much larger fractional frequency shift. Because
frequencies can be measured much more precisely than the dimensions of the resonator, the
latter are always the limiting error on our measurements.

9.4
9.4.1

Frequency Comparison
WG Modes

The TEn,1,n and TMn,1,n modes, (i.e. where the azimuthal mode number, m, is equal to the
index, n) are WG-like and are largely confined to the equatorial regions of the sphere. The
measured frequencies at room temperature for these WG modes, with n = 1 to 6, agree well with
the modeled values. Deviation from the FE model was on the order of 10 MHz, which is consistent
with the experimental error set by the cavity dimensions. Low temperature measurements at
liquid nitrogen temperature (∼77 K) and liquid helium temperature (∼4 K) also compare well
with modeling with deviations of the order of 7 MHz and 5 MHz, respectively as shown in
figure 9.2 for the TMn,1,n family. The pronounced positive frequency deviations of the two
lowest temperature curves (liquid helium and liquid nitrogen) are due to the measurements
being taken in vacuum. The difference between the relative permittivity of air and vacuum
causes the small frequency increase.
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Figure 9.2: The differences between the TMn,1,n (n = 1 to 6) mode frequencies at liquid helium (4
K), liquid nitrogen (77 K) and room temperatures (300 K) and those predicted by FE modelling.

9.4.2

WS Mode Families

The FE model showed that the individual modes in each WS family would acquire a frequency
shift due to the pulling effect of the two Teflon supports. This was shown to be the case. Compare
the modelled frequencies, with supports (solid squares) and without supports (solid circles) in
9.3 for the TM3,1,m (m = 0 to 3) modes. The observed eigen-mode frequency as a function
of mode number was found to exhibit a similar form to that predicted by the model, but the
scale of the frequency shifts was somewhat underestimated. Compare the measured frequencies
(solid triangles in figure. 9.2) with FE modeled modes with supports (solid squares). The larger
than expected frequency shifts were attributed to the fact that the diameter of the supports was
increased for practical reasons, which resulted in a larger pulling effect. Secondary shifts, after
this scaling was taken into account, were consistent with the error set by the cavity dimensions.

9.5

Quality Factor and Loss Tangent of Fused Silica

The quality factor of a resonance mode within the loaded cavity is given by:
1
Rs
= pe tan δ + pe⊥ tan δ⊥ +
Q
G

(9.1)

Where Q is the unloaded quality factor of the measured resonance, Rs is the surface resistance
of the cavity and G is the geometric factor of the mode. The parameters ps and tanδ represent
the electric filling factor and loss tangent of fused silica, while pT and tanδT represent the electric
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Figure 9.3: Predicted frequency differences from FE modelling for the supported and the
unsupported fused-silica-loaded resonator compared with those measured for the TM3,1,m (m =
0 to 3) mode family.

filling factor and loss tangent of Teflon.
The FE calculations provided reliable values for the filling factors and the geometric factor.
The surface resistance was estimated from previous empty cavity measurements (Tobar 02a).
Typical Rs values were on the order of 3 × 10−2 . The value of tanδT for Teflon was estimated to
be about 1.6 × 10−4 (Geyer 95). For all modes, the electric filling factor of the Teflon supports
was found to be several orders of magnitude smaller than that of the fused silica, so the second
term on the right hand side of equation 9.1 is negligible. Therefore after rearranging equation 9.1
it follows that:

1
tan δ =
pe



1
RS
−
Q
G


(9.2)

Applying equation 9.2 to the measured quality factor of the different mode families, the loss
tangent of fused silica at room temperature as a function of frequency was calculated (see figure
9.4). A power law fit resulted in a near linear relation (index =1.01 ± 0.1) with a gradient of
1.41 × 10−5 GHz−1 . Many materials, such as sapphire, exhibit this property (with a different
index), but it is not found in crystalline quartz (Krupka 99b).
Quality factor measurements at liquid nitrogen (77 K) and liquid helium (4 K) temperatures
were also made for WG TMn,1,n modes (for n = 1 to 6) and compared with the room temperature
data (see figure 9.5). From this data the loss tangent-frequency dependence was calculated
producing also near linear power law fits, though the gradients of the latter curves were less than
the gradient for the room temperature δ-frequency dependence. (See figure 9.5). Somewhere
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between 77 K and 4 K the gradient passes through zero and becomes negative at 4 K.
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Figure 9.5: (a) Q-factors of the TMn , 1, 3 modes where n = 1 to 6: (b) The loss tangent of fused
silica in the 1-13 GHz range at liquid helium, liquid nitrogen and room temperature, calculated
from (a) using equation 9.2

9.6
9.6.1

Temperature Dependence of the TM2,1,2 WG Mode
Temperature Dependence between 6 and 300 K

In order to fully characterize the temperature dependence of dielectric properties of the fusedsilica loaded resonator, a single mode was followed from approximately 6 K up to room temperature, as the resonator slowly warmed after the liquid helium in the cryostat was allowed
to evaporate. The WG TM2,1,2 mode was chosen as it had the highest quality factor near
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77 K. Figure 9.6 shows the frequency and Q-factor temperature dependencies up to 300 K of the
TM2,1,2 mode. The gaps in the data are due to two main problems. Firstly mode interactions
between the mode of interest and another near degenerate mode. The scale of these interactions
was small compared to the larger eﬀects due to permittivity variations with temperature. The
second problem was due to the close proximity of other degenerate modes that caused the
software to follow the wrong mode at one point.

(a)

(b)

Figure 9.6: (a) The frequency-temperature dependence of the TM2,1,2 mode (5.18 GHz) between
6 and 300 K: (b) The Quality factor of the TM2,1,2 mode (5.18 GHz) between 6 and 300 K

The loss tangent in ﬁgure 9.7 mirrors this structure, implying that surface resistance of the
cavity has little impact on the temperature dependence of the Q-factor. It appears that the
structure of the loss tangent curve is due to the superposition of the eﬀects of diﬀerent loss
mechanisms. Each mechanism has its own distinctive dependence and temperature regime. As
the resonator passes over this loss tangent landscape it experiences losses corresponding to the
dominant mechanism(s) at that particular temperature. The most likely loss mechanisms arise
from impurities in the fused silica and their associated phonon interactions. The general form of
the loss tangent compares well with that of a pure sample measured at 32 GHz (Amrhein 69).
The real part of relative permittivity was determined from the above measured frequency data
at 5.18 GHz. By taking into account the thermal expansion of fused silica and the copper cavity
(data from (Touloukain 70)) the permittivity was calculated at ﬁxed temperature points between
6 K and room temperature. This is presented in ﬁgure 9.8(a). The data deviates slightly from a
smooth curve around the 100 K region and this can be attributed to a low Q mode interacting
with the target mode, when the bandwidth of the resonance was also largest. This caused the
software to not ﬁt the line shape correctly hence deviate from the correct centre frequency.
The error bars are 0.03% due to the uncertainty in the radius of the sphere measured at room
temperature. Generally the maximum systematic error resulting from frequency determination
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Figure 9.7: The loss tangent (calculated from the Q-factor data shown in ﬁgure 9.6 using equation
9.2) for the TM2,1,2 WG mode in fused silica.

was of the order of 0.01%. To check the result the permittivity was also calculated at 77 K as a
function of frequency (ﬁgure 9.8(b)) from the data for the family of TMn, 1, n modes (n = 2 to 6).
The agreement is quite good and shows a nearly constant, maybe slight frequency, dependence on
frequency over the range, consistent with the estimated errors. In all these calculation the Teﬂon
supports were not taken into account, and they could introduce additional errors in frequency
measurements at the lower frequency end.

Figure 9.8: (a) The isotropic relative permittivity for fused silica at 5.18 GHz between 6 K and
room temperature: (b) The isotropic relative permittivity for fused silica at 77 K between 5.18
GHz and 12.33 GHz
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9.6.2

Temperature Dependence Between 6 and 22K

The frequency-temperature turning point in the low temperature region of the data, along
with the corresponding reciprocal of the Q-factor, is shown in ﬁgure 9.9 respectively. The
sudden increase in the Q-factor, below 10 K, suggests some characteristic loss mechanism due
to an impurity ion in the fused silica dielectric. This data has a similar form to that found in
sapphire doped with titanium ions (Hartnett 01) and therefore may be due to some paramagnetic
impurity. The low temperature turning point around 7.5 K in frequency-temperature dependence
also is suggestive of this possibility.

Figure 9.9: (a) Fractional frequency of the TM2,1,2 WG mode (5.18 GHz) between 6 and 22 K.
For clarity only 20% of the data points are shown: (b) The reciprocal Q-factor of the TM2,1,2
WG mode (5.18 GHz) between 6 and 22 K. For clarity only 20% of the data points are shown.

Analysis of the TM2,1,2 WG mode (5.18 GHz) was chosen due to its observed power law temperature dependence in the Q-factor below 10 K. Assuming the turning point in the frequencytemperature dependence results from a paramagnetic impurity, the fractional-frequency temperature dependence of a resonance mode in a doped crystal can be correctly represented by:
(Luiten 95b)
f0 − f (T )
= AT x + C(T )
f0

(9.3)

Where f0 is the expected frequency of the mode at absolute zero with no paramagnetic ions
present. In this case the fused silica can be treated as an isotropic crystal, as the alternating
microwave ﬁeld would tend to average out any imperfections. The value of the parameter A
depends, among other things, on the electric-energy ﬁlling factor. The parameter x may be
determined from a power law ﬁt to the frequency-temperature dependence of the pure (nonparamagnetic) material. The second term of equation 9.3 is the paramagnetic, or Curie, term
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resulting from the AC susceptibility (χ) and the magnetic-energy filling factor (pm ) for only one
paramagnetic species, given by:

C(T ) =

1
pm χ0 (T )
2

(9.4)

Furthermore, equation 9.4 may be simplified when the paramagnetic electron spin resonance
(ESR) is at a much higher frequency than the driving microwave frequency, where χ0 → 2χ0 .
Here χ0 is the DC or static susceptibility. In this case, the spin system is not directly excited
by the microwave field, but is thermally excited and temperatures around 5 - 10 K correspond
to spin resonance lines of the order of 100 - 200 GHz. As a result equation 9.4 becomes:

C(T ) ≈ pm χ0 (T )

(9.5)

The value of the magnetic filling factor was calculated from FE modeling and pm = 0.45 for
this particular mode. We assume it is nearly temperature independent, which is usually a fairly
good assumption.

9.6.3

Van Vleck Paramagnetism

Calculation of the temperature dependence of the dc susceptibility (χ0 ) can be simplified when
the doping ions can be treated as an ensemble of non-interacting (or dilute), homogeneously
distributed ions. Since the suspected species is an impurity ion this is a valid assumption. In
this case, the temperature dependence of the paramagnetic susceptibility for a particular species
is adequately described by the Van Vleck equation (Hartnett 02b; Van Vleck 32; Carlin 77).
For weak applied magnetic fields and for temperatures such that kB T is comparable with the
zero field splitting (ZFS) energy, the Van Vleck equation for the two energy level system of a
paramagnetic ion like the Ti3 + ion in a crystal lattice may be written as:

χ0 = N

µ2B J(J+1)
3kB T

“
”
− kδnT

2
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B

“

ne
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n (αn ) e
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(9.6)

B

Where N is the concentration of impurity ions, g is the Landé factor, µB is the Bohr magneton
and J is the equivalent total angular momentum of the ground state ion. For a two level system
n = 0, 1. The parameter
(
δn =

0

for n = 0

∆

for n = 1
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Where ∆ represents the ZFS energy. The second term in equation 9.6 is much weaker than the
first and is known as the Van Vleck temperature independent paramagnetic (TIP) susceptibility
and can be interpreted as a small quantum mechanical effect.
After making the substitution for the constant a = µ2B J (J + 1) /3kB T into equation 9.6,
combining it with equation 9.3 and equation 9.5 the resulting curve was fit to the data of figure
9.9(a). Due to the temperature independent part of second Van Vleck term in 9.6, χ0 can only
be determined to within an unknown constant. However from the loss data we were able to
determine a lower limit on this unknown value.

The fit yielded a value of ∆/kB = 6.45 ± 1.45 K, which corresponds to an ESR line with a
ZFS energy ∆, so that ∆/h = fL = 138 ± 31 GHz. The parameter N a was determined to be
N a = (8.7 ± 1.3) × 10−3 and the ground state g-factors, g0 = 1.85 ± 0.35, g1 = 2.45 ± 0.45. It
is expected that g0 = g1 ≈ 2, however the specific ion is unknown. From a fit to the data to 22
K, the parameter x = 0.880 ± 0.005, the parameter A = (1.58 ± 0.03) × 10−5 and f0 = 5.1882
GHz. The ESR line frequency (fL ) obtained from the curve fit is not unreasonable as Kramers
doublets have been observed in Silicon due to the ZFS of FeAl paramagnetic pairs (Gehlhoff 90).
The ZFS in that case was determined to be large compared to the microwave energy applied at
9.525 GHz.

The largest error in this analysis results from the uncertainty in fit in the temperature region
between 8 K and 22 K. See figure 9.10. The fit to the data of figure 9.10 below 8 K was extremely
good. Above 8 K there was an oscillation around the curve fit. This is believed to be an artifact
of the measurement system, when the bandwidth of the measured mode was large, the software
did not tightly lock to the line shape and the center frequency wandered around. The Q-factor
was much higher below 8 K and this feature was not observed.

The contributions to the measured fractional frequency data have been extracted from the fit
and are shown in figure 9.11. Curve 1 is the lattice frequency-temperature dependence described
by the first term of equation 9.3. Curve 2 is the paramagnetic frequency-temperature dependence
described by the second (or Curie) term of 9.3. In this case, this is the DC susceptibility, χ0 ,
minus an unknown constant, which is temperature independent. The specific impurity ion
is unknown so we are unable to confirm its existence, but this analysis is consistent with a
response of a paramagnetic ion to the applied alternating microwave field, with a ESR line at
approximately 138 GHz.
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Figure 9.10: The paramagnetic contribution (χ0 = broken curve) to the fractional frequency
dependence after the lattice dependence was subtracted from the data shown in ﬁgure 9.9(a).
The dots are the data (only 20% of points are shown). The fractional frequency can only be
expressed to within an arbitrary oﬀset due to the uncertainty in f0 .

Figure 9.11: Contributions to the fractional frequency dependence shown in ﬁgure 9.9. Curve 1
is the lattice term and curve 2 is the Curie term.
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9.6.4

Relaxation Rate

With the inclusion of paramagnetic ions, the equation relating the losses to the Q-factor needs
to be modiﬁed and hence equation 9.1 becomes:


pm 
Rs
1
= pe tan δ +
χ +
Q
pe
G

(9.8)

where χ is the imaginary part of the susceptibility. The calculation of tan δ for the fused
silica, shown in ﬁgure 9.7, is actually the eﬀective loss tangent. This is equal to tan δ +

pm 
pe χ ,

since the losses of the paramagnetic ions were not included in equations 9.1 and 9.2. Because
pe ≈ 0.50, the ratio

pm
pe

≈ 1. As a result, for the data below 22 K, shown in ﬁgure 9.9(b), where

the losses are mostly limited by paramagnetic eﬀects, the curve can be described as the sum
tan δ+χ . Let us assume that the dielectric losses are much smaller than the paramagnetic losses
in this regime, ie tan δ  χ . Let us also assume that because the suspected spin resonance
line is quite high in frequency the relaxation mechanism can be characterized by a time T1 , for a
spin-lattice loss process. The losses in this case can be described by the model: (Braginsky 85)

χ = χ0 fL

1
T1
1 2
T1

2

+ (f − fL )

(9.9)

The relaxation rate was calculated from equation 9.9, assuming χ was described by the data
of ﬁgure 9.9(b). The result is shown in ﬁgure 9.12. The ﬁt was also able to determine a lower
limit on the value of the unknown oﬀset to the TIP DC susceptibility (χ0 ) in the fractional
frequency data.

Figure 9.12: The relaxation rate of the loss mechanism of some unknown paramagnetic ion in
the fused silica dielectric resonator (only 20% of points are shown).
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In figure 9.12 it is worthy of note that at the low temperature end, the relaxation rate data fit
extremely well to a T 9 power law dependence on the temperature. At the high temperature end,
a maximum is reached as the losses become comparable to the dielectric losses. In this region the
above assumption of the dielectric losses being negligible no longer holds. The best fit in the low
temperature region of the data 6.68 K to 7.16 K was of the form T b where b = 8.9844 ± 0.0003.
This dependence strongly suggests a Raman two-phonon relaxation mechanism in Kramers ion
(spin degenerate) doublets (Orton 68). As mentioned earlier, it has been observed that FeAl
pairing formed a Kramers ion in Silicon (Gehlhoff 90) and may also do so in SiO2.

9.7

Spectroscopy

A spectroscopic X-ray fluorescence (XRF) analysis was carried out on the sample in a nondestructive manner, which yielded indications of possible low concentrations (< 1000 ppm) of
Al, V and Nb. The resolution was insufficient for the low concentrations expected or indicated.
If Niobium (Nb) was actually present, it would probably be only as a surface contaminant as the
XRF method only samples a very shallow volume including the surface. Any Nb could be a result
of the sphere formerly being in an environment where similar spheres were coated with a Nb layer
for levitation as superconducting gyros in the Gravity Probe B experiment but its specific history
is unknown. Vanadium (V), if actually present, has two paramagnetic ionization states and
V4+ forms Kramers ions, which would be consistent with the low temperature loss mechanism
observed in the data. The Aluminium (Al) ions are however, according to the manufacturers
data, expected to be present in reasonable concentrations and are known to form paramagnetic
ions with Fe in other crystal environments. Although Iron (Fe) was undetected, it supposedly
is present in small concentrations not detectable by this method.The total paramagnetic effect
is extremely small compared to experiments where we deliberately doped Titanium ions (Ti3+
and Ti4+ ) into Sapphire (Hartnett 99). For this reason it appears that the concentration of
paramagnetic ion is quite low.

9.8

Conclusions

It was found that the resonance frequencies of the degenerate modes in a fused silica loaded
cavity resonator were in good agreement with those predicted by FE modeling. The analysis of
the spherical or near-spherical system has been well described by the FE model. The relative
permittivity of fused silica was determined between 6 K and 300 K after the thermal expansion
135

CHAPTER 9: CHARACTERISATION OF A SPHERICAL FUSED SILICA RESONATOR

of both the cavity and the dielectric sphere was taken into account. The loss tangent of fused
silica was found to be linear with respect to frequency over the 1-13 GHz range at 4 K, 77
K and 300 K. The loss tangent-frequency dependence at these temperatures was found to be
different, indicating that frequency dependence also depends on temperature. The form of
the loss tangent-temperature dependence over the 6-300 K range implies a superposition of
several loss mechanisms. The loss tangent-temperature dependence below 10 K together with the
existence of the turning point in the frequency-temperature data are consistent with the presence
of an isotropic paramagnetic impurity ion in the fused-silica, a leftover from the manufacturing
process. Such a model compared well with the data, suggesting an impurity ion with a spin
resonance line at about 138 GHz. This ESR line may be the result of FeAl impurity ion pairs,
but the specific ion is unknown.
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Chapter 10

Spherical Bragg Reflector
Resonators
In this chapter we introduce the concept of the spherical Bragg reflector (SBR) resonator. The
resonator is made from multiple layers of spherical dielectric loaded within a spherical cavity.
The layers are arranged such that the electromagnetic energy is concentrated within the central
region of the resonator and away from the cavity walls to minimize conductor losses. A set of
simultaneous equations is derived, which allows the accurate calculation of the dimensions of the
layers as well as the resonance frequency. The solution is confirmed using finite element analysis.
A Teflon and free-space SBR resonator that was constructed to prove the concept is examined.
Measurements of the frequency and Q-factor of the Teflon and free-space resonator are presented
and shown to be consistent with the finite element derived values. The potential performance
of new SBR resonators using low loss dielectric materials, such as sapphire, is discussed.

10.1

Introduction

In the past much analysis and measurement on cylindrical Bragg reflector resonators has been
achieved (Maggiore 94; Comte 94; Flory 97; Flory 98; Hartnett 02c; Piquet 03b). A Bragg
reflector resonator consists of multiple layers of different dielectric materials, and enables confinement of the field in the centre of the resonator due to destructive interference in the outer layers
of the resonator and constructive interference in the centre. Typically the centre of the cavity
consists of either vacuum or low-loss material. The confinement reduces the effect of the surface
resistance of the metal enclosure and increases the geometric factor of the cavity. Such resonators
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consisting of multiple layers can produce Q-factors in the microwave domain on the order of, or
better than, one million (Tobar 05). Also, it is possible to construct temperature compensated
resonators from layered materials with opposite Temperature Coefficient of Permittivity (TCP)
(Tobar 01a; Tobar 03a). For the cylindrical resonator, calculation of the dimensions of layers
requires the solution of coupled transcendental equations or numeric techniques, as the Bragg
conditions must be simultaneously matched on the cylindrical curved and lateral surfaces. A
simpler solution, is to construct a spherical cavity. For this type of resonator Transverse Electric
(TM) modes have a tangential electric field with respect to the cavity wall. We show that these
modes naturally exhibit the Bragg effect in a layered structure. Moreover, because the sphere
has just one surface, the problem is one-dimensional and the dimensions are easily calculated.

10.2

Calculation of Dimensions

In this work we assume that separation of variables holds and the only mode that exists in the
cavity is the Bragg reflector mode under consideration. This means the technique cannot model
the effects of nearby modes on the Bragg reflector mode. Expressions for the electromagnetic
fields in spherical resonators can be found in several textbooks on electromagnetism, for example
see chapters 8 and 9 and the references within. Such expressions are valid for multi-layered
structures, as shown in Fig. 10.1, for an arbitrary number of dielectric layers. In this work we
consider TEn,m,p modes, with n = 1, in an enclosed metallic sphere. In general, for isotropic
homogenous media the solutions are of the form

Ai
Eφi = √ Jn+ 21 (kpi r) Pnm (cos θ) cos (mφ)
r

(10.1)

Here p is the number of radial variations and m is the number of azimuthal variations. For
destructive interference the tangential electric field at every second dielectric interface as well
as the tangential field at the metal cavity wall must go to zero which corresponds to a zero in
the spherical Bessel function given in equation 10.1. The equivalent Bragg reflection condition,
for a TE plane wave incident on a set of infinite parallel plates is to make them a quarter of a
wavelength thick. These waves can be described in Cartesian co-ordinates by considering the
TE field in the x-y plane and propagation along the z direction. In spherical co-ordinates, the
TE field is in the θ-φ surfaces (tangential to r) and one considers the component of propagation
in the r direction. Thus, by setting the above boundary conditions for destructive interference,
we are effectively choosing the dielectric layers in an analogous way to the plane wave “quarter
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wavelength” condition. The example of the required boundary conditions for n = 1 is shown
in figure 10.2. The numbered regions correspond to the regions as shown in figure 10.1. Each
region is characterized by a permittivity i , inner radius ri and wave number ki . In this work
we assume the non-zero interface corresponds to a zero of the derivative of the Bessel function.
This is not strictly the same as the quarter of a wavelength analogy as the field maximum occurs
at the zero of the derivative of the Bessel function divided by the square root of x as shown in
figure 10.2 (see equation 10.1). However figure 10.2 also shows that the values are very close.
The fact that it is not exactly equal is not important. In this case, the even numbered Bragg
reflectors are slightly less than “quarter wavelength”, and the odd values are slightly more, but
the reflector pair still have the required “half wavelength property” to act as a Bragg reflector.
The frequency and wave number of the resonator is determined in a similar way to a mode
in an empty cavity and is given by:

f0 =

ck1
,
2π

where

k1 =

χ1
√
r1 1

(10.2)

Here χ1 is the first root of the Spherical Bessel function given in equation 10.1. The wave
number may also be calculated in all the other regions subject to the quarter wavelength analogy.
For evenly numbered regions we calculate:

k2i =

χ0i+1 − χi
√ ,
(r2i − r2i−1 ) 2i

for i = 1 to j

For odd numbered regions we calculate;

εΝ
εi

ε2
ε1

r1

r2

ri

rN

Figure 10.1: Schematic of the multi-layered SBR resonator.
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√
Figure 10.2: Plot of Eφ (curve A) and ki r Eφ (curve B) showing the required boundary
conditions as a function of x = kr, where r is the radius, and k is the wave number in the
resonator.

k2i+1 =

χi+1 − χi
√ ,
(r2i+1 − r2i ) 2i

for i = 1 to j

(10.4)

Here j is the number of Bragg reﬂector pairs. For example if j = 1 there is one Bragg reﬂector
pair given by region 2 and 3, and if j = 2 the second pair will be given by region 4 and 5. The
reﬂectors must come in pairs to ensure the cancellation of the ﬁeld in the reﬂectors. Also, χi
is the ith root of the derivative of the Bessel function given in equation 10.1 and χi is the ith
root of the Bessel function. Now, to calculate the frequency and dimensions the wave number
in all regions must be equated. Thus, if we know the permittivity of all layers and we choose
the frequency of the resonator, then (2) to (4) describes 2j + 1 equations with 2j + 1 unknowns.
The unknowns to be calculated are the values ri , where i = 1 to 2j + 1.
Implementing this design technique, the dimensions of a SBR resonator were calculated with
Teﬂon and free-space layers, and with j = 1 (three layers). Given a cavity radius of r3 = 25 mm,
and the permittivity of the three regions, 1 = 3 = 1 and 2 = 2.06, equations 10.2 and 10.4 can
be solved to calculate the frequency and dimensions. Solving these equations, we obtained the
frequency of 13.855 GHz, r1 = 15.47 mm and r2 = 19.16 mm. The solution was conﬁrmed using
ﬁnite element analysis (Aubourg 91), and a hollow Teﬂon shell was manufactured to ±0.05 mm
tolerance from these dimensions. Teﬂon was chosen because it is a relatively low-loss material
and is easy to machine. In the future we plan to design and construct resonators from low-loss
crystals such as sapphire, YAG and quartz. Our modeling shows that Q-factors close to 300,000
may be obtained in the equivalent sapphire resonator. This is the same order as over-moded
Whispering Gallery mode resonators, but obtained using a lower order mode.
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10.3

Confirmation using Finite Element Analysis

To prove the concept, a spherical shell was manufactured from Teflon. The shell was made from
two two hemispheres that was assembled using a Teflon gasket that fit within two grooves on
the joining edges. The assembled shell was suspended using polystyrene foam within a spherical
copper cavity. A small piece of foam was placed at the bottom inside the cavity and the shell was
centred by eye. The polystyrene foam did not affect the frequency or Q-factor as the permittivity
is close to unity due to its porosity and microwave losses are small.
The cavity was deliberately under coupled to obtain a measurement of the unloaded Qfactor. Even though coupling is to the evanescent field, high coupling, close to unity, was
possible because of the high Q-factor. The resonator along with the magnetic energy density of
the TE1,1,2 Bragg mode is shown in figure 10.3. This mode has an inherent degeneracy due to
two possible orthogonal azimuthal polarizations. Also, the TE1,0,2 Bragg mode is at the same
frequency.

15.45
19.18
25.00

Figure 10.3: Schematic of the spherical Bragg reflector resonator, showing the dimensions of
a spherical Teflon shell (region 2) suspended in a spherical copper cavity. The magnetic field
intensity of the mode is shown, and exists mainly inside the Teflon shell (region 1).

Using a permittivity of 2.06 for Teflon (Riddle 03) finite element analysis of the resonator
determined the following properties, for all three degenerate modes: the mode frequency, f =
13.8565 GHz, the Geometric factor, G = 2531.43 and electric energy filling factors in regions 1,
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2 and 3 are, respectively, pe1 = 0.694251, pe2 = 0.168377, and pe3 = 0.137372.
Thus the Q-factor of the resonator may be determined from:
1
Rs
= pe2 tan δ +
Q
G

(10.5)

Hence, if we know the surface resistance of the cavity wall and loss tangent of Teﬂon the Qfactor may be calculated. The Q-factor and frequency measurements were achieve by sweeping
the resonance with a network analyser in transmission mode. The probe couplings were set to
be under-coupled and small, so that the loaded Q-factor was equal to the unloaded Q-factor.
The frequency was measured to be 13.869 GHz with a Lorentzian bandwidth of 635 kHz. Thus,
the Q-factor was measured to be about 22000. The output of the network analyser is shown in
ﬁgure 10.4.

Figure 10.4: Frequency and Q-factor measurements using the network analyser.

10.4

Determination of Surface Resistance

To determine the surface resistance of the copper cavity, the TE3,1,1 mode was measured in the
empty 50 mm diameter cavity at 13.337 GHz. A separation of variables technique was used to
calculate a Geometric factor of 1316.28 Ω, and a frequency of 13.3411 GHz (Tobar 02a). The
Q-factor of the mode was measured to be 4.274 × 104 . Thus, the surface resistance at 13.337
GHz was determined to be Rs = 0.0308 Ω. The surface resistance for a normal metal is known
to be proportional to the square root of the frequency. Given that this was the measured value
at 13.337 GHz, the model for the surface resistance used here was:
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Rs = 0.008434 f

(10.6)

This means at the frequency of f = 13.8565 GHz, the surface resistance is 0.0314 Ω.

10.5

Determination of Loss Tangent

The spherical shell was machined from a large rod of Teﬂon. From the same rod we also machined
a cylindrical resonator, as shown in ﬁgure 10.5. The TE0,1,δ mode was excited within the rod at
4.187 GHz. From this and the Q-factor measurement we were able to determine the loss tangent
of the Teﬂon. Teﬂon is well known to have a loss-tangent that is independent of frequency.
The same model for the surface resistance of copper given by equation 10.6 was shown to be
consistent with this cavity.

30

50

50
80

Figure 10.5: Fixture to determine loss tangent of Teﬂon.

A method of moments program was used to calculate the electric energy ﬁlling factor and
geometric factor of the TE0,1,δ using the known permittivity of Teﬂon of 2.06 (Riddle 03).
Combining these calculations with experimental results (collected in table 10.1) the loss tangent
of Teﬂon was calculated from equation 10.5. The calculated value of loss tangent agrees well
with previously published data.
Table 10.1: Comparison of measured and calculated TE mode resonator parameters, using
method of moments software.
Mode
TE0,1,δ

f measured
4.19 GHz

Q measured
6450
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0.827

G
906

tan δ
1.6 × 10−4
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10.6

Comparison of Bragg Sphere with Calculated Values

Now that the surface resistance of the cavity and the loss tangent of the dielectric are known,
the Q-factor of the Bragg sphere may be calculated from equation 10.5. Comparison of the
experimental and calculated values as a function of Teﬂon shell thickness is shown in ﬁgure 10.6.
Also, a comparison of frequency versus shell thickness is shown in ﬁgure 10.7. The Bragg
condition is clearly shown as the point of maximum Q-factor (in ﬁgure 10.6) and where the
frequency versus thickness becomes ﬂat (in ﬁgure 10.7).

Figure 10.6: Comparison of the calculated and measured Q-factors of the spherical Bragg
resonator, which is a factor of 3.5 times the value for the TE0,1,δ mode. Typically Q-factor
measurements using the reﬂection technique have errors of about 10%. The error assigned to
this measurement is mostly the result of Lorentzian line ﬁt errors, which is caused by interactions
with background spurious modes, unmatched VSWR in the transmission lines and loop probe
reactance.

10.7

Conclusion

The comparison between simulation and measured results clearly shows that we have successfully
demonstrated the concept of the spherical Bragg reﬂector resonator. The main limitation on
the Q-factor is the dielectric loss of the Teﬂon. An enhancement of Q-factor was obtained with
respect to that of a traditional dielectric loaded cavity resonator, which is typically limited by
the loss tangent of the dielectric material, due to the fact that the mode exists mainly in the
inner free-space region of the SBR resonator. To improve the Q-factor of this type of the SBR
resonator a low-loss dielectric such as sapphire should be used. Our modeling, not presented in
this paper, shows Q-factors of order 300,000 can be obtained if we substitute the Teﬂon with
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Figure 10.7: Comparison of the calculated and measured frequencies, of the spherical Bragg
resonator. The discrepancy is due to the precision of dimensional measurements.

sapphire. This Q-factor is equivalent to that obtained using the well known whispering gallery
modes in sapphire near room temperature (Tobar 91; Krupka 99a). Also, since this work was
published (Tobar 04a), others have been able to construct similar resonators made from single
crystal YAG and quartz (Krupka 05). In this work Q-factors of 1.04 × 105 at 26.26 GHz and
6.4 × 104 at 27.63 GHz were reported.
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Appendix A

Temperature Controller Best Fit
Transfer Function
This is the fitting procedure used to find the coefficients of the various quantities needed for the
thermal circuit.
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Thermal System (LPF-modified two pole mark 2)
First we find the inverse laplace transform of the system transfer function;
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Then import the impulse response data;
data = Import@"êUsersêjimmyêDesktopêcliptimewave++.txt", "Table"D;
timetracemeasured = ListPlot@data, PlotStyle -> RGBColor@.8, .8, .8DD
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Perform a least sqares fit. The values for the three heat capacities have been calculated beforehand;
fittodata = NonlinearFit@data, A0ILT ê. 8C1 Ø 327.28, C2 Ø 382.72, C3 Ø 4.389<,
8t<, 88R1, 10, 35<, 8A0, 0, 10<, 8R2, 0, 100<, 8R3, 0, 100<<D
16.9111 H-0.000160906 ‰-0.0135399 t +
1.88084 µ 10-12 ‰-0.000813502 t H5.59076 µ 107 + 2.96424 µ 107 ‰0.000750335 t LL

And we have our function. Let's just compare the two to see how they measure up...
BFP = BestFitParameters ê.
NonlinearRegress@data, A0ILT ê. 8C1 Ø 327.28, C2 Ø 382.72, C3 Ø 4.389<,
8t<, 88R1, 10, 35<, 8A0, 0, 10<, 8R2, 0, 100<, 8R3, 0, 100<<,
RegressionReport Ø BestFitParametersD
8R1 Ø 19.7986, A0 Ø 0.854156, R2 Ø 7.84722, R3 Ø 16.8274<
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fitplot = Plot@fittodata, 8t, 0, 5820<, PlotStyle Ø RGBColor@0, 0, 0DD
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There is some discrepency between the model and the best fit data, especially in the tail of the response. This is most
likely due to bath temperature fluctuations influencung the long term behaviour of the system. Finally a plot of the
transfer function with the appropriate values;

And here is the transfer function:
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Appendix B

Temperature Controller Model
This is the model used to tune and predict the performance of the temperature control scheme.
It was realised using Mathematica and used the best fit transfer function (Appendix A) of the
thermal circuit. The closed loop gain of the system was calculated with a PID feedback element
and the time domain step response was calculated. The coefficients of the PID algorithm were
then altered to obtain the optimum performance of the temperature controller.
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<< Graphics`Graphics`

Let's have a go at modelling the controller...
We know the system transfer function:
1
R1
systemtransfer = ÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅ ÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅ
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We also need the Actuator and Sensor conversion factors as well as the amplifier gain, both are assumed to be linear.
The actuator conversion factor can be calculated using P = V^2/(8 R e) where V is the peak to peak amplitude of the sine
wave, R is the resistance of the patch heater and e is the heating efficiency (calculated from the fit):
e
alpha = ÅÅÅÅÅÅÅÅ ê. 8e Ø 0.8542, R Ø 36.6<
8R
0.00291735

The sensor conversion factor is approximately linear, and is simply:
sigma = -21914
-21914

The amplifier (power) gain is the square of it's voltage gain:
amp = H7.1L2
50.41

I think it would be more productive to use Igor's definition...Here Pcoef is in weird units, but a Pcoef of 10000^2 is
equivelent to an output of 1 Vpp^2/Hz.
Pcoef i
1
y
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100000000

We would like to know the open loop gain, which is given by:
OLGain = alpha systemtransfer sigma;

1
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Closed Loop Temperature Controller
The closed loop gain is given by:
OLGain
CLGain = SimplifyA ÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅÅ
ÅÅÅÅÅÅÅÅÅÅÅÅÅ E;
1 - OLGain PID amp

The minus sign is used because the sensor inverts the signal for us, so we don't have to do it manually. Now we just have
to invert laplace transform this fellow to get the time domain response. It is better to do this after we know some values
for the coefficients...
Now let's play with some values... The controller has very little to worry about in the way of long term fluctuations, only
the initial transient is a problem, Indicating that only a small amount of Derivative action is required. We are however
required to ensure that the unity gain point is reached before we head into the noise, this sets a limit on the amount of
Proportional gain we can use... If we leave ourselves 10dB of room it is sensible to place the proportional gain so that
the unity gain point of the product of the filter and open loop gains is at about 2e-3 Hz, which limits you to a Pcoef of
about 0.001 Vpp^2/Hz (a power of 0.15 mW/Hz). Experiment suggests a value of about half that.
This is Frank's recommendation, And the step function response, I don't think much of it at all. The integrator action is
far far too slow for a thermal system. we can do much better.
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Dcoef = 73;
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8Abs@Evaluate@PID ê. 8s Ø 2 p Â f<DD, Abs@Evaluate@7.5 OLGain PID ê. 8s Ø 2 p Â f<DD, 1<,
8f, 0.0000001, 1<, PlotPoints Ø 1000, PlotRange Ø AllD
1
ILTCLG1 = SimplifyAInverseLaplaceTransformA-50 ÅÅÅÅ PID amp CLGain, s, tEE;
s
fitplot =
Plot@ILTCLG1 - 50, 8t, 000, 10000<, PlotRange Ø All, PlotStyle Ø RGBColor@0, 0, 0DD
Clear @Pcoef, Icoef, DcoefD
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This is my version, optimised through trial and error. It seems to work pretty well...Essentially the integrator action has
been forced to work at higher frequencies, and thus the controller approaches the setpoint value a lot faster.

closedloopmodel2.nb

4

Pcoef = 50000;
Icoef = 500;
Dcoef = 70;
LogLogPlot@
8Abs@Evaluate@PID ê. 8s Ø 2 p Â f<DD, Abs@Evaluate@7.5 OLGain PID ê. 8s Ø 2 p Â f<DD, 1<,
8f, 0.0000001, 1<, PlotPoints Ø 1000, PlotRange Ø AllD
‰H0 sL
ILTCLG1 = SimplifyAInverseLaplaceTransformA-100 ÅÅÅÅÅÅÅÅÅÅÅÅÅ PID amp CLGain, s, tEE;
s
fitplots =
Plot@ILTCLG1 - 100, 8t, 0000, 10000<, PlotRange Ø All, PlotStyle Ø RGBColor@0, 0, 0DD
Clear @Pcoef, Icoef, DcoefD
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Appendix C

Screen Shots
On the following pages are some screen shots from two of the main pieces of software written for
this project. The first is from qcircle and shows the program in use characterising one member
of a near frequency degenerate doublet.
The second and third show the temperature controller in action. The first of these two screen
shots shows the action of the temperature controller from an initial offset. The second shows a
close up of the temperature controller after it has had time to settle.
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Figure C.1: qcircle in use characterising one member of a near degenerate doublet.
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Figure C.2: The action of the temperature controller after an initial H-mode frequency oﬀset.
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APPENDIX C: SCREEN SHOTS

Figure C.3: The action of the temperature controller after being allowed to settle.
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Appendix D

Papers Based on this Work
This appendix contains the journal papers published on some of the work contained in this
thesis, as mentioned in the Preface.
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J.G. Hartnett, P.Y. Bourgeois, J.D. Anstie,
M.E. Tobar, N. Bazin, E.N. Ivanov,
D. Cros, V. Giordano and Y. Kersalé
Experimental results for two solid-nitrogen-cooled microwave resonator oscillators are presented. The Allan deviation was measured to
be just less than 2 ! 10"13 for 10 s < t < 100 s in the dual-mode
oscillator and 2–3 ! 10"13 for 1 s < t < 6 s in the sapphire-rutile composite design.

Introduction: The frequency–temperature dependence of whispering
gallery (WG) modes in sapphire is quite strong at temperatures
accessible to liquid and solid nitrogen (approximately 50 to 77K).
In recent years efforts have been made to annul this dependence [1–6],
and hence build a microwave oscillator with state-of-the-art frequency
stability for use as a local oscillator for the new generation of atomic
fountain clocks. This Letter reports and compares the first oscillator
stability measurements for solid nitrogen cooled oscillators based on
two different techniques.

The output of the oscillator was the beat frequency between a chosen
pair of whispering gallery modes. In this case they were the WGH12,0,0
mode (9.086 GHz with an unloaded Q-factor of 1.3 ! 108) and the
WGE15,0,0 mode (12.605 GHz with an unloaded Q-factor of 0.94 ! 108)
at the turnover temperature of 50.6K. The beat frequency was
3.5188 GHz. The effective port couplings for the WGH mode were
0.36 and 0.04, and for the WGE mode they were 0.58 and 0.11.
In both designs above, the modes were coupled to the oscillator
coaxial lines by straight antenna probes. In the case of the dual-mode
resonator probes were placed in the sidewalls for the WGE mode but
for the WGH mode in the top lid of the resonator and positioned on
opposite sides on the cavity at 90$ around from the probes for the WGE
mode. A straight antenna probe is made when the central conductor of
semi-rigid coaxial cable is cut away. The probes are positioned so that
they are sensitive to the dominant component of the electric field for
each mode. This design is fully explained in [2, 6].

tunnel diode

voltage controlled phase shifter
Miteq amplifier
6 dB coupler
32 dB gain

circulator

Oscillator designs: The two resonator designs are as follows.
(1.) Sapphire-rutile composite resonator oscillator: A sapphire-rutile
composite resonator was constructed from a 31.65 mm diameter,
30.01 mm-high cylindrical single-crystal sapphire-dielectric resonator
with rutile rings (of the same diameter) held to the end faces of the
sapphire and supported also by one of its spindles in a copper cavity
(see Fig. 1). The copper cavity has an internal diameter of 50 mm and
an internal height of 48.29 mm. The dimensions of the rutile rings were
determined by finite element analysis and were measured to be: internal
diameter ¼ 23.64 mm, outer diameter ¼ 31.68 mm and thickness
¼ 0.42 mm [5]. The sapphire was held in the cavity by a copper
support for the bottom sapphire spindle, held in place by a brass nut.
The operational design mode was the WGE8,0,0 mode at 12.031 GHz
at the turnover point of 52.8K in the compensated resonator. A
schematic diagram of the microwave circuit is shown in Fig. 2. The
effective coupling was set on the input port of the resonator to be 0.83
and approximately 0.05 on the other port. The unloaded Q-factor was
measured to be approximately 6 ! 106.

sapphire
holder
rutile ring
sapphire
coupling
probes

stainless
steel spring
copper
cavity
mounting
support and
nut

Fig. 1 Schematic diagram of composite sapphire-rutile resonator
Rutile rings held in place by sapphire holders with stainless steel springs. In
the case of dual-mode oscillator no rutile rings or sapphire holders used

(2.) Dual-mode sapphire resonator oscillator: A sapphire resonator approximately 50 mm in diameter with a tapered height ranging
from 24.50 mm in the centre to 20.27 mm at the diameter. It was also
supported by its bottom spindle in a silver-plated copper cavity, with a
similar mechanism to that shown in Fig. 1. The dual-mode resonator
cavity is of a similar design but with an 80 mm internal diameter and
50 mm high.

lock-in
modulation signal (2 Vpp , sine wave)
error signal integrator (t ~ 4 ms)
summator

isolator

mechanical phase shifter
Narda mixer

synthesiser
HP-8254A
+7 dBm, 12.030946 GHz
H-maser

10 MHz reference

1 MHz
low pass filter

custom designed filter

High-Q frequency–temperature
compensated solid-nitrogen-cooled
resonator-oscillators: first results

frequency counter
HP 53132A

distribution amplifier

Fig. 2 Schematic diagram for Pound loop oscillator based on sapphirerutile resonator
In the case of dual-mode oscillator two Pound loops were implemented with
same resonator

Pound-stabilised-oscillators: A Pound-servo-controlled loop oscillator was constructed (with an SR830 lock-in amplifier, custom
designed filters) for the resonator in (1.) (see Fig. 2 for a schematic
diagram). However, in the case of (2.), two Pound servo-controlled
loop oscillators were implemented based on the single resonator
described above. The beat frequency of the two loop oscillators was
used as the output in (2.). The loop oscillators in (2.) were of a similar
design to (1.) but separate electronic phase shifters were used as
modulators and error correctors. In the case of (1.), the same
electronic phase shifter was used for both purposes. In the case of
(2.), the lock-in amplifiers were driven with their own internal square
wave source, whereas in the loop for (1.) an external sine wave
modulation was used. Both resonators were temperature stabilised at
what was believed to be the frequency–temperature turnover points of
the resonators, with temperature control of at least 1 mK using
platinum resistance thermometers.
Frequency stability: For the sapphire-rutile resonator oscillator a
50 kHz beat frequency obtained with an HP8254-A synthesiser,
referenced to a 10 MHz reference from an H-maser, was measured.
From this the Allan deviation [7] was calculated and is shown in curve (i)
of Fig. 3 against integration time (t). In this calculation the noise floor
was taken into account. Using an HP8673 synthesiser referenced to a
very stable (8600 Oscilloquartz OCXO) reference oscillator we were
able to measure a 20 kHz difference frequency between the dual-mode
oscillator beat signal and the synthesiser. The fractional frequency
Allan deviation of the beat signal is shown as curve (ii) in Fig. 3,
where the noise floor of the measurement system was taken into
account. The Allan deviation for the noise floor of the measurement
system for the dual-mode is shown as curve (iii). It was obtained by
measuring our helium-cooled oscillator with the same measurement
system before it was sent to France. That data did not extend beyond
t > 50 s. The Allan deviation for the noise floor of the measurement
system for the sapphire-rutile composite oscillator is shown as curve
(iv). A fractional frequency drift of 10"9=day was measured in the
data for the sapphire-rutile oscillator (from which curve (i) was
calculated) and 10"10=day for the dual-mode oscillator (from which
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curve (ii) was calculated).

that their frequency–temperature dependence was annulled slightly
above 50K. The best Allan deviations were measured to be between 2
and 3 ! 10"13 for 1 s < t < 6 s in the sapphire-rutile oscillator, and
slightly less than or equal to 2 ! 10"13 for 10 s < t < 100 s in the dual
mode oscillator.
# IEE 2004
Electronics Letters online no: 20040022
doi: 10.1049/el:20040022

24 October 2003

J.G. Hartnett, J.D. Anstie, M.E. Tobar and E.N. Ivanov (School
of Physics, University of Western Australia, Crawley, 6009 WA,
Australia)
P.Y. Bourgeois, N. Bazin, V. Giordano and Y. Kersalé (Laboratoire de
Physique et de Métrologie des Oscillateurs, CNRS UPR 3202, associé
à l’Université de Franche-Comté, 32 av. De l’Observatoire, 25044
Besançon, France)

Fig. 3 Allan deviation calculated from fractional frequency data of two
oscillators investigated
(i) represents results for sapphire-rutile resonator oscillator and (ii) for dual-mode
resonator oscillator. (iii) represents noise floor of measurement system comprising HP8673 synthesiser referenced to 8600 Oscilloquartz OCXO oscillator, used
for dual-mode measurements. (iv) represents noise floor of measurement system
comprising HP8673 synthesiser referenced to 10 MHz signal from hydrogen
maser, used for sapphire-rutile measurements

It is not clear why the electronics noise floor of the dual-mode
oscillator is a few times higher than that of the oscillator based on the
compensated resonator. Compare curves (i) and (ii) in Fig. 3 for t < 6 s.
Due to the almost order magnitude higher Q-factor of the pure sapphire
resonator, in the dual-mode design, we would expect the reverse.
The higher Q-factor of the dual-mode resonator is an advantage over
the compensated resonator but to some extent that is reduced by the
ratio of microwave frequency of the individual loop oscillators (9.086
and 12.605 GHz) to the beat frequency (3.5188 GHz). However we
expect that the dual-mode oscillator should exhibit better shortterm stability than the compensated oscillator. This requires further
investigation.
Conclusion: The fractional frequency Allan deviations of two microwave oscillators, based on novel resonator designs, are compared. The
oscillators were operated with resonator temperatures stabilised so

D. Cros (Faculté des Sciences, IRCOM, UMR 6615 CNRS, av. A.
Thomas, 87060 Limoges Cedex, France)
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Second Generation 50 K Dual-Mode
Sapphire Oscillator
James D. Anstie, John G. Hartnett, Michael E. Tobar,
Paul L. Stanwix,
Abstract—Low-temperature, high-precision sapphire resonators exhibit a turning point in mode frequencytemperature dependence at around 10 K. This, along with
sapphire’s extremely low dielectric losses at microwave
frequencies, results in oscillator fractional frequency stabilities on the order of 10 15 . At higher temperatures
the lack of a turning point makes single-mode oscillators
very sensitive to temperature fluctuations. By exciting two
quasi-orthogonal whispering gallery (WG) modes in a single sapphire resonator, a turning point in the frequencytemperature dependence can be found in the beat frequency
between the two modes. A temperature control technique
based on mode frequency temperature dependence has been
used to maintain the sapphire at this turning point and the
fractional frequency instability of the beat frequency has
10 14 over 1 s,
been measured to be at a level of 4 3
dropping to 3 5 10 14 over 4 s integration time.

I. Introduction

O

perating an atomic clock at the quantum limit requires an extremely stable local oscillator, with fractional frequency instability characterized by the square
root of the Allan variance (SRAV), σy (τ ), on the order
of 10−14 over 1 s integration time [1]. Cryogenic oscillators based on sapphire resonators are currently the most
stable frequency standards available for this purpose, with
σy (τ ) typically on the order of 10−15 over integration times
between 1 and 100 s [2]–[5].
Achieving this level of frequency stability in an oscillator requires both that the oscillator operates very close to
the resonance frequency of the frequency determining element (resonator) and that this resonance frequency does
not vary over time.
In a sapphire-based oscillator an extremely high Qfactor (on the order of 109 ) [6] can be achieved, which
allows the oscillator to operate very close to the desired
resonance.
The main source of resonance frequency variations in
the resonator is resonator temperature fluctuations; therefore it is desirable to make the resonator insensitive to temperature fluctuations, to first order. This can be achieved
by choosing to operate at a turning point in the resonator’s
frequency-temperature dependence.
In a sapphire resonator operating in a whisperinggallery (WG) mode, low levels of impurities give rise to
Manuscript received December 8, 2004; accepted July 10, 2005.
The authors are with the School of Physics, The University of Western Australia, Crawley, WA 6009, Australia (e-mail:
anstie@physics.uwa.edu.au).

, Eugene N. Ivanov, and

a turning point that is typically between 3 and 10 K
[7]. However, in order to reach these temperatures liquid helium is required for use as the cryogen. Unfortunately, procuring a long-term supply of liquid helium is
prohibitively expensive and is a significant disincentive to
using a sapphire-based local oscillator.
The Q-factors of WG modes in sapphire resonators decrease with increasing temperature [8]; however, at temperatures near 50 K it is still possible to obtain high Qfactors, typically on the order of 108 . This translates to
a frequency instability limited by the frequency discriminator electronic noise floor with σy (τ ) on the order of
10−14 between 1 and 100 s, which is good enough for use
as a local oscillator for an atomic clock [1]. Local oscillator
aliasing has been shown to be negligible at this level. This
result is also ideal for space-based experiments such as the
Atomic Clock Ensemble in Space (ACES) on board the
International Space Station, which may achieve ambient
radiation cooled external temperatures around 50 K.
An operating temperature near 50 K is also ideal for
an earth-based local oscillator using solid nitrogen as the
cryogen. Solid nitrogen can be made by pumping on liquid nitrogen, making it cheap and easy to produce. It can
easily reach temperatures just below 50 K. Solid nitrogen
also has bonus insulating properties [9].
Unfortunately, sapphire does not exhibit a natural turning point in mode frequency near these temperatures.
Without it, temperature control must be unfeasibly stable (on the order of fractions of a micro Kelvin) to obtain
the required frequency performance. Various methods of
introducing a turning point have been investigated [10]–
[14]. These methods rely on changing the properties of a
single resonant mode, and inevitably cause degradation in
Q-factor.
A sapphire clock (dubbed Julia) based on an alternative
method is currently under development at the University
of Western Australia (UWA). It involves the excitation of
two quasi-orthogonal modes in a sapphire-loaded cavity
resonator. The two mode frequencies have different temperature dependencies [15], [16] and for appropriately chosen pairs of modes there exists a temperature at which the
gradient, df/dT (where f is frequency and T is temperature), has the same value for both modes. This results in
a turning point in their beat frequency, which is extracted
for use as the “clock” frequency. A change in temperature
affects both modes equally, making the “clock” frequency
insensitive to temperature fluctuations, to first order, while
retaining the benefits of the high Q-factors.

c 2006 IEEE
0885–3010/$20.00 !
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Fig. 1. Turning point in the beat between the WGE and WGH mode
pair.

II. Construction of Julia

Julia’s heart is a sapphire-loaded cavity resonator. The
main body of the sapphire is 20.27 mm high and 50.00 mm
in diameter, tapering to spindles at either end that are
used to support the crystal. The sapphire is mounted vertically inside a concentric cylindrical cavity via the bottom
spindle. The cavity is made from silver-plated copper with
an inner diameter of 80.00 mm and an inner height of
50.00 mm. The cavity is attached to the lid of a stainless
steel vacuum can. This inner can is connected via a copper
post to a stainless steel flange which is mounted via three
stainless steel bolts to the lid of another larger vacuum can
which also houses the cryogenic microwave circuitry. This
assembly is then immersed in a bath of solid nitrogen at a
temperature of approximately 50 K.
Three copper heat sinks connected to the stainless steel
bolts allow heat transfer from the inner can to the nitrogen
bath. Heat is introduced into the system by a small patch
heater on the copper post, which forms the actuator of the
temperature controller.
A schematic representation of Julia’s resonator can be
seen on the left-hand side of Fig. 1.

The two orthogonal modes used in Julia are the
WGH12,0,0 mode, with a frequency of 9.086 GHz and
loaded Q-factor of 8.5 × 107 (1.9 × 108 unloaded) and the
WGE9,0,0 mode, with a frequency of 12.604 GHz and a
loaded Q-factor of 3.33 × 107 (7.4 × 107 unloaded) at 50 K.
The modes are excited and accessed using two pairs of
straight antenna probes. Approximately unity coupling is
achieved on the primary ports, with effective coupling of
1.19 and 1.23 for the WGH and WGE modes, respectively.
The beat frequency for this pair is 3.5188 GHz and the
turning point is at approximately 52.7 K with a normalized curvature of 1.01 × 10−8 K−2 (Fig. 2).

Fig. 2. Schematic of experimental setup including temperature control system.

For each of the WG modes there is an oscillator circuit
that acts as both a high-Q frequency determining element
for the microwave loop oscillator and a frequency discriminator for a pound servo [17]. The output frequencies of the
two oscillators are fed into a mixer where the beat signal
is extracted.
III. Temperature Control
Satisfactory frequency stability for the dual-mode sapphire oscillator is possible only if the sapphire’s temperature can be maintained very close to the turning point temperature. Temperature control was initially attempted using a conventional proportional-integral-derivative (PID)
control scheme with a platinum resistance thermometer
(PRT) mounted on the copper post above the lid of the
inner can, some distance from the sapphire [18]. Unfortunately, fluctuations of the solid nitrogen bath temperature
meant that the thermal gradient between control point and
sapphire was always changing, making it difficult to find
the control set point corresponding to the turning point.
Julia now uses the WGE mode frequency as a temperature sensor. This is a far more reliable indicator of temperature, as it is a direct measurement of the crystal’s
state and is less susceptible to temperature gradients between the sapphire and the copper post. At the turning
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point, dfWGE /dT is 21.9 kHz/K, so a measurement of frequency translates to temperature via a conversion factor
of 4.57 × 10−5 K/Hz.
The shortest time constant in the thermal design of the
resonator is about 70 s, and corresponds to the rate of
heat transfer from the patch heater to the sapphire. This
means that the sampling rate can be on the order of a
few seconds, which allows the luxury of using a microwave
counter with a long (1 s) gate time giving 1 Hz (4.57 ×
10−5 K) resolution. It also means that the controller can
be implemented digitally using a PC. Julia’s temperature
control scheme is shown in Fig. 2.
The WGE mode frequency is sampled every 2 s by a
microwave counter, with a gate time of 1 s. This frequency
is then read into the PC and compared to the WGE mode
at the turning point. The difference is used as an error
signal which is fed through a PID filter. The PID output
is used to alter the amplitude of a 1 kHz sine wave at
the sound port. This signal is then amplified and passed
through the patch heater to complete the control loop.
After 6000 s settling time the controller is capable of
stabilizing the WGE mode frequency, fWGE , to ± 1 Hz.
This corresponds to temperature instability of ± 4.57 ×
10−5 K.
The turning point temperature changes over time due
to both mechanical creep and thermal cycling. In normal
50-K operation, creep-induced drift of the turning point
temperature is small enough to be considered negligible,
as, on a time scale of days, it is much less than the temperature resolution of the turning point itself. However,
after each thermal cycle the turning point temperature
changes, usually on the order of a few tenths of a Kelvin,
and is most likely due to the loosening of the bolts holding
the copper cavity together. Recalibration of the set point
must be performed after each thermal cycle to ensure that
Julia is operating at the turning point. However, it is quite
easy to locate the turning point to within ∆fWGE ± 1 kHz
(0.05 K), and due to the precision of the temperature controller, expected σy (τ ) is on the order of 10−14 .
IV. Fill Control
In order to make solid nitrogen for use as the cryogen,
Julia’s dewar must first be filled with liquid nitrogen. A
vacuum pump is used to maintain low pressure above the
liquid surface that acts to first cool and then solidify the
nitrogen, with a final temperature of about 49.5 K.
An automatic refill system has been built to allow periodic top-ups with liquid nitrogen for continuous operation
and is shown in Fig. 3. It is based on two PRTs placed
one above the other to mark out the upper and lower levels of the desired solid nitrogen surface. The PRTs are
connected in series with a 50-mA current source, and the
voltage across the two PRTs is monitored.
As the nitrogen surface drops, a critical voltage is
reached and a solenoid valve is opened. A pressure differential forces liquid nitrogen to flow from the refill dewar

Fig. 3. Schematic of the automatic fill control system.

into Julia’s dewar. Filling above the top PRT produces a
second critical voltage and the flow is stopped.
The automatic refill currently works well, but the sudden addition of liquid nitrogen causes length changes in
the microwave lines. This in turn causes phase changes in
the loop oscillators that cannot be handled by the pound
servo. Increased microwave line insulation or better phase
range in the pound servos should fix the problem.

V. Results and Conclusions
Measuring the performance of Julia presents a challenge, as the σy (τ ) is an order of magnitude below the noise
floor of the best quartz reference available in the lab (σy (τ )
on the order 10−13 ). One solution is to use a liquid heliumcooled sapphire clock as a reference. One such oscillator,
dubbed Nicky, has been developed in the same laboratory
for a Michelson-Morley experiment. Nicky consists of two
oscillators, with frequencies of 10.000 and 9.998 GHz, both
with σy (τ ) of about 10−14 [19].
Combinations of mixing and dividing stages were used
to down-convert the frequencies of both Julia (3.518 to
1.099 GHz) and Nicky (10.000 to 1.093 GHz). The downconverted signals were then mixed and the difference frequency (fdiff = 5.876 MHz) was filtered and then logged
on a microwave frequency counter with a sampling rate
of 1 Hz. The frequency counter was locked to a quartz
reference with σy (τ ) on the order of 10−13 . The downconversion ensured that the counter noise floor was an order of magnitude below those of Julia and Nicky.
A drift-removed SRAV measurement of the frequency
referenced to Nicky gives Julia a σy (τ ) of 4.3 × 10−14 at
1 s, dropping to a minimum σy (τ ) of 3.6 × 10−14 at an
integration time of 4.3 s. This result compares favorably
with that predicted by the turning point data. It represents
almost an order of magnitude improvement over measure-
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Fig. 4. Square root Allan variance measurements of frequency stability of Julia. The top two curves indicate data taken before the new
temperature controller was installed.

ments taken last year against Sophie (σy (τ ) on the order
of 10−15 ) [18] (Fig. 4). The new temperature controller is
almost wholly responsible for the improved performance.
There are still a few modifications to be made to Julia
that may improve performance further.
The temperature controller has excellent temperature
stability, but ideally, if the location of the turning point
were known with better precision (say, within 100 Hz),
then assuming the current level of instability is due to thermal fluctuations, Julia’s potential σy (τ ) could drop below
10−14 .
Fluctuating microwave power in each oscillator circuit
is a potential source of temperature fluctuation in the sapphire, so it makes sense to eliminate these fluctuations by
stabilizing microwave power. However, it is possible to go
one step further and use variations in microwave power
as an actuator for a separate complementary temperature
control loop. Heating the crystal in this way is faster and
more uniform than the patch heater approach. This offers
fast and sensitive fine tuning of the sapphire temperature
and may provide a method of locating the turning point
temperature with more precision than currently possible.
Finally, the phase change issue with the fill control
needs to be addressed by either insulating the microwave
lines or improving the range of the pound servo systems.
These measures should improve Julia’s performance
even further, making her a valuable addition to UWA’s
ensemble of high performance microwave oscillators.
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Abstract - The mode structure, frequency and Q-factor of Whispering modes within spherical
dielectric resonators have been investigated. We examined the frequency degenerate Whispering
Spherical mode families and in particular the Whispering Gallery and Whispering Longitudinal
modes that form the basis of a sensitive Michelson Morley test in the microwave regime. It is
possible to solve isotropic spherically symmetric systems analytically. However, departure from
perfect spherical conditions occurs due to the necessity of a support structure and in the case when
the dielectric is an anisotropic material. Finite element modeling is used to predict the mode
structure of two dielectrically loaded resonators, the first loaded with an isotropic fused-silica
sphere with cylindrical Teflon supports, and the other with a sapphire spindle. Predicted frequency
splitting of the degenerate modes is confirmed by comparing experiment with finite element
calculations. Further optimization of the sapphire resonant cavity to realize a Michelson-Morley
experiment based on dual-mode oscillator is discussed.
Keywords - microwave , resonator, spherical

I. INTRODUCTION

Whispering Gallery (WG) modes can be visualized as a superposition of two rays, one moving
clockwise the other anticlockwise, propagating around the perimeter of a cylinder in an integer number of
reflections.

These modes have been studied for some time, and have found applications for the

determination of material properties and high-Q resonators and filters in the microwave and optical
regime [1] – [12]. Spherical systems possess similar modes that “whisper” around the surface of the
sphere. We call these modes Whispering Spherical (WS) modes [13]-[15]. It has been recently suggested
that these modes could be used to perform a Michelson-Morley experiment [13], or be used in the
development of high Q multi-pole filters in a spherical cavity [15].

WS modes arise as frequency degenerate sets. Each member of the set has a distinct field structure
and propagation pattern however, in order to examine and utilize individual modes some method of
breaking the degeneracy must be found. Furthermore, it is advantageous if it is done in a way that allows
for the easy identification of each mode and does not significantly degrade the Q-factor. One method to
achieve this is via the introduction of a perturbation to the system.

For example, a cylindrically

symmetric perturbation breaks the degeneracy of the WS mode families, introducing frequency shifts that
can be predicted using two dimensional finite element modeling techniques [16]. In this work two nearspherical dielectrically loaded cavity resonators are examined. One cavity was loaded with an isotropic
fused-silica sphere, and with a sapphire spindle cooled to liquid helium temperature.

II. SOLVING ISOTROPIC SYSTEMS

Applying a separation of variables technique to Maxwell’s equations in spherical polar
coordinates (!, ", #) leads to the general solution of the radial electric and magnetic field components, E!
and H!, which satisfy the resonance condition [17,18]. The mode solutions are classed as Transverse
Magnetic (TM) or Transverse Electric (TE) based on whether the magnetic or electric field is aligned
transverse to the radial direction. General solutions for E! and H! are given by (1) and (2) for TM and TE
modes respectively:
E " = n(n +1)
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Where n is the mode number, kp is the wave number and m is the azimuthal mode number, the number
of 2! variations in the ! direction,
! which varies from 0 to n. The wave number takes discrete values
corresponding to an integer number of variations in the radial direction, denoted by p. Modes that
correspond to p = 1 are the fundamental WS mode families. In this work TM and TE modes are denoted
TMnpm and TEnpm respectively.
The other field components (E", H", E#, H# ) can be determined from E! and H! by applying Maxwell’s
equations. As one would expect the " and ! terms are cyclic in 2! and are hence common to all spherical
systems.

In order to find a specific solution the composition of the system must be taken into account by solving
the radial boundary value problem. In the case of spherically symmetric dielectrically loaded cavities, the
dimensions of the system, permittivity of the dielectric and the shielding effect of the cavity walls set by
the boundary conditions in the radial direction, which leads to the complete solution.

III. DEGENERACY

The mode frequency in a spherical system is dependent on n and p, but independent of m. Hence a 2n
+ 1 frequency degeneracy arises from the " and ! terms. The Legendre polynomial term contributes n + 1
distinct mode patterns plus a further two-fold degeneracy for modes with m " 0 from the sin(m!) or
cos(m!) term. Each degenerate set of 2n + 1 modes is known as a mode family. The sin/cos splitting
represents a 90º phase shift of the entire field pattern in the # direction. Apart from that, the modes are
identical. This means that the two modes are interchangeable for any practical application. Therefore
this work concerns itself only with the Legendre degeneracy. Radial magnetic field density plots for the
TE4,1,m mode family in an isotropic cavity are given in Figure 1 as an aid to visualizing the Legendre
mode patterns.

Figure 1: Typical radial magnetic field density plots for the TE4,1,m mode family in a spherical system. The top row shows a
cross section through the y-z (meridian) plane and the bottom row through the x-y (equatorial) plane. The m = n = 4 WG mode
(far right) propagates almost entirely in the azimuthal direction with little " component. The m = 0 mode (far left) propagates
as a circular wave front in the " direction with no # component. The other modes propagate around the sphere surface in a
direction, which is a combination of these two extremes.

The WS mode with m = n is a WG mode with propagation around the azimuth (! direction). The WS
modes with m = 0 posses spatial structures and propagation patterns that are different to those of the WG
modes. These modes propagate as circular wave fronts that travel along the longitudes of the sphere ("

direction), which is in an orthogonal direction to the WG modes and thus have been dubbed Whispering
Longitudinal (WL) modes [13, 14]. They converge at the extremes of the z-axis and interfere with
themselves to form a self standing wave. WG modes are confined to the equator whereas WL modes
sample the entire surface of the sphere with energy density maxima at the poles. Modes with values of m
between 1 and n-1 are travel in a direction, which is a combination of the WG and WL mode directions.
The orthogonality of the propagation direction between the WL and WG modes make them ideal to
implement a sensitive Michelson-Morley experiment.

IV. BREAKING THE LEGENDRE DEGENERACY

In a spherical system the " and ! directions offer no boundary conditions, and hence there is no
frequency difference between modes of the same order n and l, but different values of m. To break the
degeneracy, the symmetry in the " and ! directions must be broken. This may be achieved by adding a
perturbation, which adds a boundary that the modes couple to in different ways. For example, WG modes
are essentially confined to the equatorial region, and are virtually insensitive to conditions at the poles.
WL modes, on the other hand, converge at the extremes of the z-axis and are thus strongly influenced by
polar conditions. Other members of the mode family will be influenced somewhere in between. In
general, the more WL-like the mode is (i.e. the closer its value of m is to 0) the greater the effect of the
polar conditions. This suggests that introducing some kind of perturbation that is cylindrically symmetric
with respect to the polar axis will give rise to an orderly frequency separation of the degenerate mode
families. Of course, the form of the separation will depend on specific characteristics of the perturbation.
Analytical solutions for all but a few perturbed systems do not exist, making it necessary to introduce
numerical modeling as a means of discovering the mode structure. In the following work WS mode
solution sets were found using finite element analysis in a cylindrical coordinate system [16].

V. SILICA LOADED CAVITY

One of the first physical systems in which WS modes have been investigated is a 50 mm inner diameter
copper cavity loaded with a 38 mm diameter isotropic fused-silica sphere shown in Figure 2 [19]. The
dielectric is held in place by two 11 mm diameter Teflon supports located at the two poles. These
supports perturb the system and lift the degeneracy of the mode families. The permittivity of the fused

silica was measured to be 3.828 at 293 K [19], while Teflon is known to be 2.06 [20] If the effect of the
Teflon is ignored then the system can be solved analytically in the manner described above.

Figure 2. Schematic diagram of the resonator. The fused-silica sphere is held between the two copper
hemispheres by cylindrical Teflon supports. The lower support is spring loaded to ensure good contact
with the silica.

Figures 3 (a)-(d) show predicted frequencies for both the unsupported and supported systems, as well
as measurements of the fused-silica loaded cavity, for the first four TMn,1,m mode families. Higher order
mode families exhibit the same frequency splitting but the mode density is such that above n=5
successive mode families begin to overlap, making identification more difficult.

(a)

(b)

(c)

(d)

Figure 3: Predicted frequencies for the unsupported (solid line), supported (dashed line) and measured frequencies in the
supported system (dotted line) for the (a) n = 1, (b) n = 2, (c) n = 3 and (d) n = 4 TM WS mode families.

The physical system required slightly different supports than those assumed in the original finite
element analysis, which was performed before construction of the system.

Consequently the

experimental frequency shift is different to that predicted by the numerical analysis. However this
difference is really only one of scale. The form of the frequency shift is all that needs to be considered
and that, for all practical purposes, appears to be the same. In all cases the measured shift of the WG
mode is small, ranging from 6.27 to 12.2 MHz in the mode families studied. The WL modes experience a
much larger frequency shift ranging from 130 to 680 MHz. The rest of the modes in each family
experience a shift between the two extremes; each exhibiting successively smaller frequency shifts with
increasing m.

VI. SAPPHIRE LOADED CAVITY

A spherical resonator of 30 mm diameter with a 10 mm diameter cylindrical support post was cut from
a single piece of HEMEX sapphire, but was not optically polished. A schematic of the resonator is shown
in Figure 4. At 290 K the relative permittivity is approximately 11.576 parallel to the anisotropy axis and
9.390 tangential to it. In this case the anisotropy axis was designed to coincide with that of the support
post to ensure the resonator was cylindrically symmetric, which simplifies numerical analysis. Frequency
shifts of the degenerate mode families occur via two mechanisms. Firstly the inherent anisotropy of the

sapphire means that the effective path length parallel to the anisotropy axis is longer than that in the
tangential direction, i.e. the sapphire sphere is effectively spheroidal. The second mechanism is due to
field leakage into the support post, which tends to shift the frequencies of modes with low m, as was the
case for the previous resonator.

Figure 4. Schematic of the sapphire spherical spindle loaded in a spherical cavity. The electric energy density of the WG
TM6,1,6 mode is shown. Modes are observed via a magnetic probe at the equator, which couples to both H" and H# fields, as
well an magnetic probe at the lower pole, which couples to the H" field. A brass gasket is used to hold the sapphire spindle
tightly within the cavity.

The inherent anisotropy of the sapphire makes it difficult to solve analytically even for the
unsupported resonator.

However, both the supported and unsupported resonators were solved

numerically using finite element analysis [16]. The software allows us to calculate frequencies, G-factors
and filling factors of modes in the resonator. Figure 5 (a)-(d) shows the calculations of all modes between
8.85 to 9.15 GHz, including the WS n = 6 mode family. The definitions of the G-factor and electric and
magnetic filling factors with respect to the field structure in the resonator are given in equation (1) to (3).

### µ0 H 2 dv
G ="

Vt

## H$ ds

(1)

S

### "i E 2 dv
!

pei =

Vdi

### "(v) E 2 dv
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""" µi H 2 dv
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""" µ(v) H 2 dv
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Here, Vdi - volume of i-th dielectric region, Vt - volume of the whole resonant structure, #(v) - spatial
dependent permittivity inside the whole resonant structure#i - permittivity of i-th dielectric region.
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Figure 5, Predicted frequencies (a), G-factor (b) and filling factors (c) and (d) of the supported and unsupported sapphire in
a 5cm diameter spherical cavity in the frequency range 8.85 to 9.15 GHz, with the WS mode family joined by a solid line. The

degeneracy is broken at high m values by the anisotropy of the sapphire, and at low m values by the sapphire support. Also, at
low m values modes in the spindle interact with the WS modes. The G-factor is smaller at low values of m in the unsupported
sapphire, due to the effective permeability being lower as they couple more to the perpendicular permittivity of the sapphire.
The G-factor is further reduced through the mode interactions via the cylindrical support.

For the spherically symmetric isotropic case with no supports the frequencies, and G-factors for all the
WS modes are identical. However for the case of our sapphire resonator the frequency degeneracy is
broken and the G-factor of the low azimuthal modes is reduced due different filling factors with respect to
cylindrical symmetry of the WS modes. The modes that couple more strongly to Pe$ see a lower effective
dielectric constant, which reduces the confinement and hence G-factor. The G-factor can only be
increased by going to a higher order mode family n > 6, or by making the cavity larger. By increasing the
cavity to a 60 mm diameter, we have determined from numeric analysis that the G-factor of the m = 0
mode increases to almost 105, a larger diameter than this actually decreases the G-factor as is the case for
cylindrical cavities [21].

For initial room temperature measurements the sapphire cylinder was loaded in the same cavity used
to support the silica sphere. However, our main intent is to implement a Michelson-Morley experiment,
which requires operation at cryogenic temperatures. Since the modes are of relatively low order (n = 6)
we require a superconducting cavity to obtain the dielectric loss limit at low temperature. Rather than
build a spherical niobium cavity, which is a difficult machining problem, we decided to use a cylindrical
cavity of 5cm diameter and 5cm height designed for a cylindrical cavity resonator [22]. The cavity was
easily adjusted to fit the sapphire, and experiment is compared to finite element modeling in figures 6 to
8, at room temperature (290K), liquid nitrogen temperature (77K), and liquid helium temperature (4.2K)
respectively. At 4.2 K a maximum Q-factor of 108 was measured, which is consistent with that obtained
in unpolished cylindrical sapphire resonators. Calculated and measured mode frequencies are close for m
= 6, 0 and 1, and within the usual 10 MHz for these types of calculations. However, for other values the
measured frequencies are up to 40 MHz higher. This is most likely due to non-sphericity. In actual fact, in
theory it would be possible to invert the problem, and from the mode frequencies calculate the accurate
shape of the structure including the departure from spherical shape, as has been achieved with a triaxial
ellipsoid quasi-sphere cavity resonator with a triply degenerate microwave resonance [23]. The Q-factor
is calculated from (4), and are less reliable at low values of m, due to the interaction with modes coupled

to the support structure, which has a brass gasket to holding it in position that is not included in the
model. Parameters used in the calculation are given in table1.
Q"1 = pe# tan $# + pez tan $z + RS /G
RS =

(4)

"fµ0
#

!

Table 1. Values used for Finite element calculations, permittivity and loss tangent, parallel (# $ ,
!
tan% $ ) and perpendicular (# z, tan% z) to the sapphire c-axis (or cylinder z-axis), conductivity of
niobium (% Nb). Note that values of loss tangent of sapphire and conductivity of niobium are not
given because they are consistent at 4.2 K, and depend on cleanliness and impurity content.
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Figure 6. Experiment and calculation for the WS TE6,1,m mode family at 290 K.
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Figure 8. Experiment and calculation for the WS TE6,1,m mode family at 4.2 K. The largest Q-values in the mode family
were of the order 108.

VII. DESIGN OPTIMIZATION

To optimize the design of such a resonator for a Michelson-Morley experiment one must design the
resonator with a support structure such that the WG and WL modes have high G-factor (and hence Qfactor). The idea is to excite both modes at once within the same resonator using the Dual-Mode oscillator
technique [24, 25]. By iterating the cavity radius, we found a maximum G-factor for the WL TE6,1,0 when

close to 30 mm. From this starting point we plot the frequency and G-factor as a function of the radius of
the spindle support in Figure 9 (with calculation done for a temperature of 4 K).
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Figure 9. G-factor and frequency as a function of the spindle support radius.

To keep the G-factor above 105 the radius of the spindle should be less than 0.5 mm. However, another
option would be to choose a spindle radius of about 3 mm where there is anti-resonance (Bragg reflection
phenomena) (see chapter 10), but in this case the G-factor of the WL mode is nearly two orders of
magnitude below the WG mode. This may be improved by a more complicated support made of multilayered Bragg reflector, and would warrant further investigation. As shown in figure 8.10, the position of
the spindle is optimally placed at an anti-node in the electric field (but maximum in magnetic field). This
explains why m = 1 modes are perturbed more than m = 0 modes by the spindle support.

Another option is to offset the support with respect to the c-axis, so it aligns with another anti-node,
however this requires three-dimensional software because the c-axis does not align with the cylindrical
geometric axis, and the WG mode will be more perturbed in such a structure.

Figure 10. Density field plot of the total electric field in the resonator for the m = 0 TM6,1,0 WL mode with and without
the support.

VII. CONCLUSIONS

Spherical systems operating on WS modes offer great potential as high Q microwave resonators, but in
an isotropic system mode family frequency degeneracy makes it difficult to identify and utilize these
modes. Introducing a perturbation into the spherical system is a convenient way of frequency shifting
each member of the otherwise frequency degenerate mode families. The perturbed system has been
shown to be reliably modeled using finite element techniques, and the next step to configure a cryogenic
sapphire spherical resonator as a sensitive Michelson Morley experiment as outlined.

VII. REFERENCES
[1]

M. E. Tobar and A. G. Mann, “Resonant frequencies of high order modes in cylindrical
anisotropic dielectric resonators,” IEEE Trans. Microwave Theory Tech., vol. 39, pp. 2077–2083,
1991.

[2]

D. Cros and P. Guillon, “Whispering gallery dielectric resonator modes for W-band devices,”
IEEE Trans. Microwave Theory Tech., vol. 38, pp. 1667–1674, 1990.

[3]

P. Guillon and X. Jiao, “Resonant frequencies of whispering gallery dielectric resonators modes,”
Proc. IEE, Part H, vol. 134, 1987.

[4]

J. Krupka, D. Cros, M. Aubourg, and P. Guillon, “Study of whispering gallery modes in
anisotropic single-crystal dielectric resonators,” IEEE Trans. Microwave Theory Tech., vol. 41,
pp. 56–61, 1994.

[5]

S. Schiller and R. L. Beyer, “High resolution spectroscopy of whispering gallery modes in large
dielectric spheres,” Opt. Lett., vol. 16, pp. 1138–1140, 1991.

[6]

V. Pommier, D. Cros, P. Guillon, A. Carlier, and E. Rogeaux, “Transverse filter using whispering
gallery quarter cut resonators,” IEEE MTT-S Digest, vol. 3, pp. 1779–1782, 2000.

[7]

D. Cros, F. Nigon, P. Besnier, M. Aubourg, and P. Guillon, “Whispering gallery dielectric
resonator filters,” IEEE MTT-S Digest, vol. 2, pp. 603–606, 1996.

[8]

J Krupka, K Derzakowski, ME Tobar, JG Hartnett, R.G. Geyer, "Complex permittivity of some
ultralow loss dielectric crystals at cryogenic temperatures," Meas. Sci. Technol., vol. 10, no. 4, pp
387-392, 1999.

[9]

J Krupka, K Derzakowski, A Abramowicz, ME Tobar, R.G. Geyer, "Use of whispering-gallery
modes for complex permittivity determinations of ultra-low-loss dielectric materials," IEEE Trans.
on MTT, vol. 47, no. 6, pp. 752-759, 1999.

[10]

ME Tobar, J Krupka, EN Ivanov, RA Woode, “Anisotropic Complex Permittivity Measurements
of Mono-Crystalline Rutile Between 10-300 Kelvin,” J.Appl. Phys., vol. 83, no. 3, pp. 1604-1609,
1998.

[11]

AB Matsko and V. S. IIchenko, “Optical resonators with whispering-gallery modes – Part I:
Basics,” IEEE Journal of Selected Topics in Quantum Electronics, vol. 2, no. 1, pp. 3-14, 2006.

[12]

V. S. IIchenko and AB Matsko, “Optical resonators with whispering-gallery modes – Part II:
Applications,” IEEE Journal of Selected Topics in Quantum Electronics, vol. 2, no. 1, pp. 15-32,
2006.

[13]

Tobar, M.E., J.G. Hartnett, and J.D. Anstie, “Proposal for a new Michelson-Morley experiment
using a single whispering spherical mode resonator.” Phys. Lett. A., 2002. vol. 300/1(pp 33-39).

[14]

M.E. Tobar, J.D. Anstie, J.G. Hartnett, “High-Q Whispering Modes in Spherical Cavity
Resonators,” Proceedings IEEE IFCS symposium, pp 548-552, 2002.

[15]

ME Tobar, JD Anstie, JG Hartnett, "High-Q whispering modes in empty spherical cavity
resonators,” IEEE Trans. Ultrason. Ferroelec. Freq. Contr., vol. 50, no. 11, pp. 1407-1412, 2003.

[16]

M. Aubourg and P. Guillon, “A mixed finite element formulation for microwave device problems.
Application to MIS structure,” Journal of Electromagnetic Waves and Applications, vol. 45, pp.
371-386, 1991.

[17]

M. Gastine, L. Courtois, and J. L. Dormann, “Electromagnetic resonances of free dielectric
spheres,” IEEE Trans. on Microwave Theory and Technique, vol. 15, pp. 694-700, 1967.

[18]

A. Julien and P. Guillon, “Electromagnetic analysis of spherical dielectric shielded resonators,”
IEEE Trans. MTT, vol. 34, pp. 723-729, 1986.

[19]

J.D. Anstie, J.G. Hartnett, M.E. Tobar, D. Cros, J. Winterflood, J. Krupka, “Characterization of a
spherically symmetric fused-silica-loaded cavity microwave resonator,” Measurement Science and
Technology, vol. 14, pp 286-293, 2003.

[20]

B. Riddle, J. Baker-Jarvis, and J. Krupka, “Complex permittivity measurement of common
plastics over variable temperatures,” IEEE Trans. Microwave Theory Tech., vol. 51, pp. 727-733,
2003.

[21]

ME Tobar, EN Ivanov, JG Hartnett, D Cros, P Bilski, “Cryogenic dual-mode resonator for a flywheel oscillator for a caesium frequency standard,” IEEE Trans. UFFC, vol. 49, no. 10, pp. 13491355, 2002.

[22]

A. J. Giles, A. G. Mann, S. K. Jones, D. G. Blair, and M. J. Buckingham, “A very high stability
sapphire loaded superconducting cavity oscillator,” Physica B, vol. 165, pp. 145–146, 1990.

[23]

E. F. May et. al., Rev. Sci. Intrum., “Quasi-spherical cavity resonators for metrology based on the
relative dielectric permittivity of gases vol. 75, no. 10, pp. 3307-3317, 2004.

[24]

ME Tobar, GL Hamilton, EN Ivanov, JG Hartnett, "New method to build a high stability sapphire
oscillator from the temperature compensation of the difference frequency between modes of
orthogonal polarization", IEEE Trans. UFFC, vol. 50, no. 3, pp. 214-219, 2003.

[25]

JD Anstie, JG Hartnett, ME Tobar, EN Ivanov, P Stanwix, “Second Generation 50K Dual-Mode
Sapphire Oscillator,” IEEE Trans. UFFC, vol. 53, no. 2, pp. 284-288, 2006.

INSTITUTE OF PHYSICS PUBLISHING

MEASUREMENT SCIENCE AND TECHNOLOGY

Meas. Sci. Technol. 14 (2003) 286–293

PII: S0957-0233(03)55311-5

Characterization of a spherically
symmetric fused-silica-loaded cavity
microwave resonator
James D Anstie1 , John G Hartnett1, Michael E Tobar1 ,
John Winterflood1 , Dominique Cros2 and Jerzy Krupka3
1

Frequency Standards and Metrology Research Group, School of Physics,
The University of Western Australia, Crawley, WA 6009, Australia
IRCOM, UMR 6615, Faculté des Sciences, Université de Limoges, 123 Avenue A Thomas,
87060 Limoges, Cedex, France
3
Institute of Microelectronics and Optoelectronics, Department of Electronics,
Warsaw University of Technology, Warsaw, Poland
2

E-mail: john@ physics.uwa.edu.au

Received 29 October 2002, accepted for publication 9 January 2003
Published 3 February 2003
Online at stacks.iop.org/MST/14/286
Abstract
Whispering spherical modes in a fused-silica-loaded cavity with spherical
symmetry are characterized and reported. The fundamental mode families
of the transverse electric and transverse magnetic whispering gallery modes
are measured and the loss tangent of the fused silica determined as a
function of frequency in the 3–12 GHz regime. The temperature
dependences of mode frequency and quality factor were determined
between 6 and 300 K. The relative permittivity and loss tangent for fused
silica at 5.18 GHz were determined between 6 and 300 K. Below 22 K the
frequency dependence of the 5.18 GHz TM212 mode of resonance was
consistent with the combined effects of the thermal properties of the
dielectric and the temperature dependence of an unknown paramagnetic
impurity ion, which has a spin resonance frequency at about 138 ± 31 GHz.
Below 8 K the loss tangent exhibited a ninth-order power-law temperature
dependence, which may be explained in terms of Raman scattering of
phonons from the paramagnetic impurity ions.
Keywords: fused silica, frequency–temperature dependence, dielectric

resonator, microwave properties, paramagnetic susceptibility
(Some figures in this article are in colour only in the electronic version)

1. Introduction
Whispering gallery (WG) modes are fundamental, highQ resonance modes that exist in cylindrically symmetric
systems. Systems utilizing these modes have found successful
applications as high-Q resonators [1, 2] and filters [3] in the
microwave regime. WG modes in cylindrical resonators have
also been successfully exploited as a method of characterizing
various features of a dielectric resonator, such as permittivity
and the loss tangent [4]. Whispering spherical (WS) modes
are the equivalent of WG modes in spherically symmetric
systems. WS modes arise as frequency degenerate sets with

each member of the set exhibiting a distinct field structure
and propagation. One particular member of the set exhibits
behaviour very similar to the WG modes found in cylindrical
systems. These spherical WG modes are strongly confined to
the equatorial region of the system and propagate as an integer
number of internal reflections around the circumference of the
equatorial plane. It turns out that these modes are just as useful
as their cylindrical equivalents in characterizing properties of
spherical resonators. This work presents the findings of an
investigation into one such resonator, a cylindrically supported
fused-silica-loaded cavity.
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fused-silica
sphere
loop
probe

teflon
supports

copper cavity

Figure 1. Simplified diagram of the resonator. The fused-silica
sphere is held between the two copper hemispheres by cylindrical
Teflon supports. The lower support is spring loaded to ensure good
contact with the silica.

2. The design of the spherical resonator
2.1. The resonator
The fused-silica-loaded cavity was constructed using a 50.00±
0.01 mm inner diameter copper cavity loaded with a 37.89 ±
0.01 mm diameter fused-silica sphere. This was one of
many Homosil grade spheres manufactured by Heraeus for
the gravity probe B experiment. The fused-silica material
contained typical trace impurities like Al, Fe, Ca, Na, Ti, Li and
K at concentrations of a few parts per million (ppm). The [OH]
ion content was not specified by the manufacturer except for
the statement that it was very low. The fused-silica material is
highly optically isotropic, homogeneous and free from bubbles
and inclusions.
The fused-silica sphere was held in place with two 11 mm
diameter cylindrical Teflon supports located at opposite poles
of the sphere, inside the spherical copper cavity. The Teflon
supports introduced a cylindrical asymmetry that broke the
degeneracy of the WS mode families. A simplified diagram
of the resonator is shown in figure 1. The fused-silica-sphere
loaded cavity resonator was mounted inside a vacuum can and
cooled with liquid nitrogen or liquid helium when cryogenic
measurements were made. The modes of resonance were
excited with coaxial probes where small loops were made out
of the inner conductor. These probes were attached to a stable
frequency source locked to a high-quality quartz reference. A
computer program [5] was used to step the applied signal across
resonance and a Lorentzian curve fit was calculated from the
measured voltages. The centre of resonance and the full width
at half maximum (FWHM) were recorded. Coupling was set
very low, but the program also calculated the probe coupling in
reflection, from which the unloaded Q-factor was calculated.
By ignoring the Teflon supports, the mode structure
of the resonator can be found analytically by solving
Maxwell’s equations for a spherically symmetric system with
appropriate boundary conditions [6]. Like all spherically
symmetric dielectric systems, the mode structure comprises
a hierarchy of frequency degenerate families, the most
fundamental of which are the WS modes (see [7–9] for a

more detailed description). WS mode families are classified
as either transverse electric (TE) or transverse magnetic (TM),
depending on which component of the field lies transverse to
the radial direction. Each TE or TM family contains a set of
n + 1 distinctly structured Legendre modes (where the index
n is the degree of the Legendre polynomial (Pnm (cos θ )) of
order m). The angle θ is the elevation angle in spherical
coordinates. These range from the WG modes, which
are confined almost entirely to the equatorial region of the
resonator, to the whispering longitudinal (WL) modes, which
sample the entire surface. The remaining modes in the family
are essentially linear combinations of WG and WL modes and
occupy increasingly larger volumes of the sphere. There is
also a further two-fold degeneracy that applies to the non-WL
modes (where m > 0), totalling 2n + 1 degenerate modes. The
latter takes the form of a 90◦ shift of the Legendre structure
around the azimuthal (φ) axis, resulting from either a sin(mφ)
or a cos(mφ) azimuthal dependency. This set is referred to as
a WS mode family.
Solving the complete supported system was difficult to
attempt analytically, but the cylindrical symmetry made it
relatively easy to use a finite element (FE) software package,
that was designed for cylindrically symmetric structures. That
was done at the University of Limoges in France [10]. The
supports provided a convenient way to break the Legendre
degeneracy so that each member of a mode family could be
identified and examined [8]. From the manufacturer’s data
sheets the material was expected to have an isotropic relative
permittivity at 30 GHz of 3.81 (at 296 K). Using this value
as a starting value in the FE model the relative permittivity
for this dielectric material was determined by measuring the
frequencies of a family of modes predicted by the model.
The resulting value of permittivity is ε = 3.828 ± 0.001 at
5.18 GHz and 293 K. The error in this result (±0.03%) is
limited by the dimensional uncertainty in measuring the sphere.
Dimensional changes cause a small fractional frequency shift.
Permittivity changes usually result in a much larger fractional
frequency shift. Because frequencies can be measured much
more precisely than the dimensions of the resonator, the latter
are always the limiting error for our measurements.
2.2. Frequency comparison
The TEn1n and TMn1n modes (i.e. where the index n = m the
azimuthal mode number) are WG or modes largely confined to
the equatorial regions of the sphere. The measured frequencies
at room temperature for these WG modes, with n = 1–6,
agree well with the modelled values. Deviation from the
FE model was of the order of 10 MHz, which is consistent
with the experimental error set by the cavity dimensions.
Low-temperature measurements at liquid nitrogen temperature
(∼77 K) and liquid helium temperature (∼4 K) also compare
well with modelling, with deviations of the order of 7 and
5 MHz respectively as shown in figure 2 for the TMn1n family.
The pronounced positive frequency deviations of the two
lowest-temperature curves (liquid helium and liquid nitrogen)
are due to the measurements being taken in a vacuum. The
difference between the relative permittivity of air and a vacuum
causes the small frequency increase.
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Figure 2. The differences of TMn1n (n = 1–6) mode frequencies at
liquid helium (4 K), liquid nitrogen (77 K) and room temperature
(300 K) and those predicted by FE modelling.
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Figure 3. Predicted frequency differences from FE modelling for
the supported and the unsupported fused-silica-loaded resonator
compared with those measured for the TM31m (m = 0–3) mode
family.

2.3. Whispering spherical mode structure
The FE model showed that the individual modes in each WS
family would acquire a frequency shift due to the pulling
effect of the two Teflon supports. This was shown to be
the case. Figure 3 compares the modelled frequencies, with
supports (full squares) and without supports (full circles) for
the TM31m (m = 0–3) modes. The observed eigenmode
frequency as a function of mode number was found to exhibit
a similar form to that predicted by the model, but the scale of
the frequency shifts was somewhat underestimated. Compare
the measured frequencies (full triangles in figure 3) with FE
modelled modes with supports (full squares). The larger than
expected frequency shifts were attributed to the fact that the
diameter of the supports was increased for practical reasons,
which resulted in a larger pulling effect. Secondary shifts, after
this scaling was taken into account, were consistent with the
error set by the cavity dimensions.

3. Quality factor and loss tangent of fused silica
The quality factor of a resonance mode within the loaded cavity
is given by:
Rs
1
= pe tan δ + pT tan δT +
Q
G
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(1)
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Figure 4. Frequency dependence of tan δ for fused silica as a
function of temperature.

where Q is the unloaded quality factor of the measured
resonance, Rs is the surface resistance of the cavity and G
is the geometric factor of the mode. The parameters pe and
tan δ represent the electric filling factor and loss tangent of
fused silica, while pT and tan δT represent the electric filling
factor and loss tangent of Teflon.
The FE calculations provided reliable values for the filling
factors and the geometric factor. The surface resistance
was estimated from previous empty cavity measurements [8].
Typical Rs values were of the order of 3 × 10−2 %. The value
of tan δT for Teflon was estimated to be about 1.6 × 10−4 [11].
For all modes the electric filling factor of the Teflon supports
was found to be several orders of magnitude smaller than that
of the fused silica, so the second term on the right-hand side
of (1) is negligible. Therefore after rearranging (1) it follows
that
"
!
1 1
Rs
.
(2)
tan δ =
−
pe Q
G
Applying (2) to the measured quality factor for different mode
families, the loss tangent of fused silica at room temperature as
a function of frequency was calculated (see figure 4). A powerlaw fit resulted in a near linear relation (index = 1.01 ± 0.1)
with a gradient of 1.41 × 10−5 GHz−1 . Many materials, such
as sapphire, exhibit this property (with a different index), but
it is not found in crystalline quartz [4].
Quality factor measurements at liquid nitrogen (77 K) and
liquid helium (4 K) temperatures were also made for WG
TMn1n modes (for n = 1–6) and compared with the roomtemperature data (see figure 5(a)). From these data the loss
tangent–frequency dependence was calculated, also producing
near linear power-law fits, though the gradients of the latter
curves were less than the gradient for the room-temperature
tan δ–frequency dependence (see figure 5(b)). Somewhere
between 77 and 4 K the gradient passes through zero and
becomes negative at 4 K.

4. Temperature dependence of the TM212 WG mode
4.1. Temperature dependence between 6 and 300 K
In order to fully characterize the temperature dependence of
the dielectric properties of the fused-silica-loaded resonator,
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Figure 6. (a) The frequency–temperature dependence of the TM212 mode (5.18 GHz) between 6 and 300 K. (b) The quality factor of the
TM212 mode (5.18 GHz) between 6 and 300 K.

a single mode was followed from approximately 6 K up
to room temperature as the resonator slowly warmed after
the liquid helium in the cryostat was allowed to evaporate.
The WG TM212 mode was chosen as it had the highest
quality factor near 77 K. Figure 6(a) shows the frequency–
temperature dependence up to 300 K while figure 6(b) shows
the dependence of the quality factor on temperature for this
TM212 mode. The gaps in the data are due to two main
problems. Firstly mode interactions between the mode of
interest and another near degenerate mode— the scale of these
interactions was small compared with the larger effects due
to variations of permittivity with temperature. The second
problem was due to the close proximity of other degenerate
modes that caused the software to follow the wrong mode at
one point.
The loss tangent (figure 7) mirrors this structure, implying
that surface resistance of the cavity has little impact on the
temperature dependence of the Q-factor. It appears that the
structure of the loss tangent curve is due to the superposition of
the effects of different loss mechanisms. Each mechanism has
its own distinctive dependence and temperature regime. As the

resonator passes over this loss tangent landscape it experiences
losses corresponding to the dominant mechanism(s) at that
particular temperature. The most likely loss mechanisms arise
from impurities in the fused silica and their associated phonon
interactions. The general form of the loss tangent compares
well with that of a pure sample measured at 32 GHz [12].
The real part of the relative permittivity was determined
from the above-measured frequency data at 5.18 GHz. By
taking into account the thermal expansion of fused silica
and the copper cavity (data from [13]) the permittivity was
calculated at fixed temperature points between 6 K and room
temperature. This is presented in figure 8(a). The data deviate
slightly from a smooth curve around the 100 K region and this
can be attributed to a low-Q mode interacting with the target
mode, when the bandwidth of the resonance was also largest.
This caused the software not to fit the line shape correctly and
hence deviate from the correct centre frequency. The error bars
are ±0.03% due to the uncertainty in the radius of the sphere
measured at room temperature. Generally the maximum
systematic error resulting from frequency determination was
of the order of ±0.01%. To check the result, the permittivity
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from the ac susceptibility (χ % ) and the magnetic-energy filling
factor ( pm ) for only one paramagnetic species

-4

5 10

C(T ) = 12 pm χ % (T ).

-4

Loss Tangent

3 10

Furthermore, (4) may be simplified when the paramagnetic
electron spin resonance (ESR) is at a much higher frequency
than the driving microwave frequency, where χ % (T ) → 2χ0 .
Here χ0 is the dc or static susceptibility. In this case, the spin
system is not directly excited by the microwave field, but is
thermally excited, and temperatures around 5–10 K correspond
to spin resonance lines of the order of 100–200 GHz. As a
result (4) becomes
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Figure 7. The loss tangent (calculated from (2)) for the TM212 WG
mode in fused silica, from data shown in figure 6(b).

was also calculated at 77 K as a function of frequency
(figure 8(b)) from the data for the family of TMn1n modes
(n = 2–6). The agreement is quite good and shows a nearly
constant, maybe slightly frequency-dependent, dependence on
frequency over the range, consistent with the estimated errors.
In all these calculations the Teflon supports were not taken
into account, and they could introduce additional errors in
frequency measurements at the lower-frequency end.
4.2. Temperature dependence between 6 and 22 K
The frequency–temperature turning point in the lowtemperature region of the data, along with the corresponding
reciprocal of the Q-factor is shown in figures 9(a) and (b)
respectively. The sudden increase in the Q-factor below
10 K suggests some characteristic loss mechanism due to an
impurity ion in the fused-silica dielectric. These data have a
similar form to data for sapphire doped with titanium ions [14]
and therefore may be due to some paramagnetic impurity. The
low-temperature turning point around 7.5 K in frequency–
temperature dependence is also suggestive of this possibility.
We chose to analyse the TM212 WG mode (5.18 GHz)
due to its observed power-law temperature dependence in
the Q-factor below 10 K. Assuming that the turning point
in the frequency–temperature dependence results from a
paramagnetic impurity, the fractional-frequency–temperature
dependence of a resonance mode in a doped crystal can be
correctly represented by [15]
f0 − f (T )
= AT x + C(T )
f0

(3)

where f 0 is the expected frequency of the mode at absolute
zero with no paramagnetic ions present. In this case the fused
silica can be treated as an isotropic crystal, as the alternating
microwave field would tend to average out any imperfections.
The value of the parameter A depends, among other things,
on the electric-energy filling factor. The parameter x may be
determined from a power-law fit to the frequency–temperature
dependence of the pure (non-paramagnetic) material. The
second term of (3) is the paramagnetic or Curie term resulting
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(4)

(5)

The value of the magnetic filling factor was calculated from
FE modelling and pm = 0.45 for this particular mode. We
assume it is nearly temperature independent, which is usually
a fairly good assumption.
4.3. Van Vleck paramagnetism
Calculation of the temperature dependence of the dc
susceptibility (χ0 ) can be simplified when the doping ions
can be treated as an ensemble of non-interacting (or dilute),
homogeneously distributed ions. Since the suspected species
is an impurity ion this is a valid assumption. In this case, the
temperature dependence of the paramagnetic susceptibility for
a particular species is adequately described by the Van Vleck
equation [16–18]. For weak applied magnetic fields and for
temperatures such that k B T is comparable with the zero-field
splitting (ZFS) energy, the Van Vleck equation for the twoenergy-level system of a paramagnetic ion like the Ti3+ ion in
a crystal lattice may be written
$
$
% #
%
(gn )2 exp − kδBnT + n αn exp − kδBnT
$ δn %
,
χ0 = N
#
n exp − k B T
(6)
where N is the concentration of impurity ions, g is the Landé
factor, µ B is the Bohr magneton and J is the equivalent total
angular momentum of the ground state ion. For a two-level
system n = 0, 1. The parameter
&
0
for n = 0
(7)
δn =
(
for n = 1
µ2B J (J +1)
3k B T

#

n

where ( represents the ZFS energy. The second term in (6) is
much weaker than the first and is known as the Van Vleck
temperature-independent paramagnetic (TIP) susceptibility
and can be interpreted as a small quantum mechanical effect.
After making the substitution for the constant a =
µ2B J (J + 1)/3k B into (6), combining it with (3) and (5) the
resulting curve was fitted to the data of figure 9(a). Due to
the temperature-independent part of second Van Vleck term in
(6), χ0 can only be determined to within an unknown constant.
However, from the loss data we were able to determine a lower
limit on this unknown value.
The fit yielded a value of (/k B = 6.45 ± 1.45 K, which
corresponds to an ESR line with a ZFS energy (, so that
(/ h = f L = 138 ± 31 GHz. The parameter N a was
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determined to be N a = (8.7±1.3)×10−3 and the ground state
g-factors, g0 = 1.85 ± 0.35, g1 = 2.45 ± 0.45. It is expected
that g0 = g1 ≈ 2, but the specific ion is unknown. From a
fit to the data to 22 K, the parameter x = 0.880 ± 0.005, the
parameter A = (1.58 ± 0.03) × 10−5 and f0 = 5.1882 GHz.
The ESR line frequency ( f L ) obtained from the curve fit is
not unreasonable as Kramer’s doublets have been observed in
silicon due to the ZFS of FeAl paramagnetic pairs [19]. The
ZFS in that case was determined to be large compared with the
microwave energy applied at 9.525 GHz.
The largest error in this analysis results from the
uncertainty in fit in the temperature region between 8 and 22 K
(see figure 10). The fit to the data of figure 10 below 8 K was
extremely good. Above 8 K there was an oscillation around the
curve fit. This is believed to be an artefact of the measurement
system: when the bandwidth of the measured mode was large,
the software did not tightly lock to the line shape and the centre
frequency wandered around. The Q-factor was much higher
below 8 K and this feature was not observed.
The contributions to the measured fractional frequency
data have been extracted from the fit and are shown in

figure 11. Curve 1 is the lattice frequency–temperature
dependence described by the first term of (3). Curve 2 is the
paramagnetic frequency–temperature dependence described
by the second (or Curie) term of (3). In this case, this is
the dc susceptibility, χ0 minus an unknown constant, which
is temperature independent. The specific impurity ion is
unknown so we are unable to confirm its existence, but this
analysis is consistent with a response of a paramagnetic ion to
the applied alternating microwave field, with an ESR line at
approximately 138 GHz.
4.4. Relaxation rate
With the inclusion of paramagnetic ions, the equation relating
the losses to the Q-factor needs to be modified and hence (1)
becomes
!
"
pm %%
Rs
1
χ +
= pe tan δ +
(8)
Q
pe
G
()
*
'
e f f ective

tan δ
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Figure 10. The paramagnetic contribution (χ0 = broken curve) to
the fractional frequency dependence after the lattice dependence
was subtracted from the data shown in figure 8(a). The solid circles
are the data (only 20% of points are shown). The fractional
frequency can only be expressed to within an arbitrary offset due to
the uncertainty in f 0 .
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Figure 11. Contributions to the fractional frequency dependence
shown in figure 8(a). Curve 1 is the lattice term and curve 2 is the
Curie term.

where χ %% is the imaginary part of the susceptibility. In the
calculation of tan δ for the fused silica, shown in figure 7, an
‘effective’ loss tangent was actually calculated. This is equal to
tan δ + ppme χ %% , since the losses of the paramagnetic ions were not
included in (1) and (2). Because pe ≈ 0.50, the ratio ppme ≈ 1.
As a result, for the data below 22 K shown in figure 9(b), where
the losses are mostly limited by paramagnetic effects, the curve
can be described as the sum tan δ + χ %% . Let us assume that
the dielectric losses are much smaller than the paramagnetic
losses in this regime, i.e. tan δ ( χ %% . Let us also assume
that because the suspected spin resonance line is quite high in
frequency the relaxation mechanism can be characterized by a
time T1 for a spin–lattice loss process. The losses in this case
can be described by the model [20]
χ %% = χ0 f L
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Figure 12. The relaxation rate of the loss mechanism of some
unknown paramagnetic ion in the fused-silica dielectric resonator
(only 20% of points are shown).

The relaxation rate 1/ T1 was calculated from (9), assuming χ %%
was described by the data of figure 9(b). The result is shown
in figure 12. The fit was also able to determine a lower limit
on the value of the unknown offset to the TIP dc susceptibility
(χ0 ) in the fractional-frequency data.
In figure 12 it is worthy of note that at the low-temperature
end, the relaxation rate data fit extremely well to a T 9 powerlaw dependence on the temperature. At the high-temperature
end, a maximum is reached as the losses become comparable
to the dielectric losses. In this region the above assumption of
the dielectric losses being negligible no longer holds. The best
fit in the low-temperature region of the data, 6.68–7.16 K, was
of the form T b where b = 8.9844 ± 0.0003 (statistical). This
dependence strongly suggests a Raman two-phonon relaxation
mechanism in Kramer’s ion (spin degenerate) doublets [21].
As mentioned earlier, it has been observed that FeAl pairing
formed a Kramer’s ion in silicon [19] and may also do
so in SiO2 .

5. Spectroscopy
A spectroscopic x-ray fluorescence (XRF) analysis was carried
out on the sample in a non-destructive manner, which yielded
indications of possible low concentrations (<1000 ppm) of
Al, V and Nb. The resolution was insufficient for the low
concentrations expected or indicated. If niobium (Nb) was
actually present, it would probably only be as a surface
contaminant as the XRF method only samples a very shallow
volume including the surface. Any Nb could be a result of the
sphere formerly being in an environment where similar spheres
were coated with an Nb layer for levitation as superconducting
gyros in the gravity probe B experiment—but its specific
history is unknown. Vanadium (V), if actually present, has
two paramagnetic ionization states and V4+ forms Kramer’s
ions, which would be consistent with the low-temperature
loss mechanism observed in the data. The aluminium (Al)
ions are, however, according to the manufacturer’s data,
expected to be present in reasonable concentrations and
are known to form paramagnetic ions with Fe in other

Characterization of a spherically symmetric fused-silica-loaded cavity microwave resonator

crystal environments. Although iron (Fe) was undetected, it is
supposedly present in small concentrations is not detectable
by this method. The total paramagnetic effect is extremely
small compared with experiments where we deliberately doped
titanium ions (Ti3+ and Ti4+ ) into sapphire [22]. For this
reason it appears that the concentration of paramagnetic ions
is quite low.

6. Conclusion
It was found that the resonance frequencies of the degenerate
modes in a fused-silica-loaded cavity resonator were in good
agreement with those predicted by FE modelling. The analysis
of a spherical or near-spherical system has been well described
by the FE model. The relative permittivity of fused silica was
determined between 6 and 300 K after the thermal expansion
of both the cavity and the dielectric sphere was taken into
account. The loss tangent of fused silica was found to be
linear with respect to frequency over the 1–13 GHz range at
4, 77 and 300 K. The loss tangent–frequency dependence at
these temperatures was found to be different, indicating that
frequency dependence also depends on temperature. The form
of the loss tangent–temperature dependence over the 6–300 K
range implies a superposition of several loss mechanisms. The
loss tangent–temperature dependence below 10 K, together
with the existence of the turning point in the frequency–
temperature data, is consistent with the presence of an isotropic
paramagnetic impurity ion in the fused silica, a leftover from
the manufacturing process. Such a model compared well with
the data, suggesting an impurity ion with a spin resonance line
at about 138 GHz. This ESR line may be the result of FeAl
impurity ion pairs, but the specific ion is unknown.
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Spherical Bragg Reflector Resonators
Michael E. Tobar, Senior Member, IEEE, Jean-Michel Le Floch, Dominique Cros,
Jerzy Krupka, Senior Member, IEEE, James D. Anstie, and John G. Hartnett
Abstract—In this paper we introduce the concept of the
spherical Bragg reflector (SBR) resonator. The resonator
is made from multiple layers of spherical dielectric, loaded
within a spherical cavity. The resonator is designed to concentrate the energy within the central region of the resonator and away from the cavity walls to minimize conductor losses. A set of simultaneous equations is derived,
which allows the accurate calculation of the dimensions of
the layers as well as the frequency. The solution is confirmed
using finite-element analysis. A Teflon-free space resonator
was constructed to prove the concept. The Teflon SBR was
designed at 13.86 GHz and exhibited a Q-factor of 22,000,
which agreed well with the design values. This represents
a factor of 3.5 enhancement over a resonator limited by
the loss-tangent of Teflon. Similarly, SBR resonators constructed with low-loss materials could achieve Q-factors of
the order of 300,000.

I. Introduction

Fig. 1. Schematic of the multilayered SBR resonator.

I

n the past much analysis and measurement on cylindrical Bragg reflector resonators has been achieved [1]–[6].
A Bragg reflector resonator consists of multiple layers of
different dielectric materials, and it enables confinement of
the field in the center of the resonator due to destructive
interference in the outer layers of the resonator and constructive interference in the center. Typically the center of
the cavity consists of either vacuum or low-loss material.
The confinement reduces the effect of the surface resistance of the metal enclosure and increases the geometric
factor of the cavity. Such cavities of multiple layers can
produce Q-factors in the microwave domain of the order
or better than one million [7]. Also, it is possible to construct temperature-compensated resonators from layered
materials with opposite temperature coefficient of permittivity (TCP) [8], [9]. For the cylindrical resonator, calculation of the dimensions of layers requires the solution of
coupled transcendental equations or numeric techniques,
as the Bragg conditions must be simultaneously matched
on the cylindrical curved and lateral surfaces. A simpler
solution is to construct a spherical cavity. For this type
of resonator transverse electric modes have a tangential
electric field with respect to the cavity wall. We show that
these modes naturally exhibit the Bragg effect in a layered
Manuscript received December 19, 2003; accepted May 7, 2004.
M. E. Tobar, J. D. Anstie, and J. G. Hartnett are with the School
of Physics, The University of Western Australia, Crawley, WA, 6009,
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structure. Moreover, because the sphere has just one surface, the problem is one-dimensional and the dimensions
are easily calculated.
In this paper the equations to calculate the dimensions
of a general multilayer Bragg reflector resonator are given,
which is confirmed by both numeric techniques and experiment. A Teflon-free space resonator was constructed. The
modeled frequency and Q-factor agreed well with the experiment. A Q-factor of 22,000 was measured, limited by
the dielectric losses of Teflon. By using lower loss materials, such as sapphire and a larger number of layers, higher
Q-factors equivalent to the cylindrical Bragg reflector resonators reported in the literature may be obtained [3], [4].
II. Calculation of Dimensions
In this work we assume that separation of variables
holds and the only mode that exists in the cavity is the
Bragg reflector mode under consideration. This means the
technique cannot model the effects of nearby modes on
the Bragg reflector mode. Expressions for the electromagnetic fields in spherical resonators can be found in several
textbooks on electromagnetism, for example see [12] and
references within. Such expressions are valid for multilayered structures shown in Fig. 1 for an arbitrary number of
dielectric layers. In this work we consider TEnmp modes,
with n = 1, in an enclosed metallic sphere. In general, for
isotropic homogenous media the solutions are of the form:
Ai
Eϕi = √ Jn+ 1/2 (ki r)Pnm (cos θ) cos(mϕ),
r

c 2004 IEEE
0885–3010/$20.00 !

(1)
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all the other regions subject to the “quarter wavelength”
analogy. For evenly numbered regions we calculate:
χ! − χi
k2i = √ i+1
for i = 1 to j.
ε2i (r2i − r2i−1 )

(3)

For odd numbered regions, we calculate:
k2i+1 = √

√
Fig. 2. Plot of Eφ (curve A) and ki rEφ (curve B) showing the
required boundary conditions as a function of x = k r, where r is the
radius and k is the wave number in the resonator.

here p is the number of radial variations and m is the
number of azimuthal variations. For destructive interference, the tangential electric field at every second dielectric
interface as well as the tangential field at the metal cavity wall must go to zero, which corresponds to a zero in
the spherical Bessel function given in (1). The equivalent
Bragg reflection condition, for a transverse electric (TE)
plane wave incident on a set of infinite parallel plates is to
make them a quarter of a wavelength thick. These waves
can be described in Cartesian coordinates by considering
the TE field in the x-y plane and propagation along the
z direction. In spherical coordinates, the TE field is in
the θ–φ surfaces (tangential to r), and one considers the
component of propagation in the r direction. Thus, by setting the above boundary conditions for destructive interference, we are effectively choosing the dielectric layers in
an analogous way to the plane wave “quarter wavelength”
condition. The example of the required boundary conditions for n = 1 is shown in Fig. 2. The numbered regions
correspond to the regions as shown in Fig. 1. Each region
is characterized by a permittivity εi , inner radius ri , and
wave number ki . In this work we assume the nonzero interface corresponds to a zero of the derivative of the Bessel
function. This is not strictly the same as the “quarter of a
wavelength” analogy as the field maximum occurs at the
zero of the derivative of the Bessel function divided by
the square root of x as shown in Fig. 2 [see (1)]. However
Fig. 2 also shows the values are very close. The fact that it
is not exactly equal is not important. In this case, the evennumbered Bragg reflectors are slightly less than “quarter
wavelength”, and the odd values are slightly more, but
the reflector pair still have the required “half wavelength
property” to act as a Bragg reflector.
The frequency and wave number of the resonator is determined in a similar way to a mode in an empty cavity
and is given by:
f0 =

ck1
χ1
where k1 = √
,
2π
ε1 r1

(2)

here χ1 is the first root of the spherical Bessel function
given in (1). The wave number also may be calculated in

χi+1 − χ!i+1
for i = 1 to j,
ε2i (r2i+1 − r2i )

(4)

here j is the number of Bragg reflector pairs. For example
if j = 1 there is one Bragg reflector pair given by region 2
and 3, and if j = 2 the second pair will be given by region
4 and 5. The reflectors must come in pairs to ensure the
cancellation of the field in the reflectors. Also, χ!i is the
ith root of the derivative of the Bessel function given in
(1) and χi is the ith root of the Bessel function. Now, to
calculate the frequency and dimensions, the wave number
in all regions must be equated. Thus, if we know the permittivity of all layers and we choose the frequency of the
resonator, then (2) to (4) describes 2j + 1 equations with
2j + 1 unknowns. The unknowns to be calculated are the
values ri , where i = 1 to 2j + 1.
Implementing this design technique, the dimensions of a
SBR resonator were calculated with Teflon and free-space
layers, and with j = 1 (three layers). Given a cavity radius of r3 = 25 mm and the permittivity of the three
regions, ε1 = ε3 = 1 and ε2 = 2.06, (2) to (4) can be
solved to calculate the frequency and dimensions. Solving
these equations, we obtained the frequency of 13.855 GHz,
r1 = 15.47 mm and r2 = 19.16 mm. The solution was
confirmed using finite-element analysis [10], and a hollow
Teflon shell was manufactured to ±0.05 mm tolerance from
these dimensions. Teflon was chosen because it is a relatively low-loss material and is easy to machine. In the
future we plan to design resonators from low-loss crystals such as sapphire, yttrium aluminum garnet (YAG),
and quartz. Our modeling shows that Q-factors close to
300,000 may be obtained in the equivalent sapphire resonator. This is the same order as over-moded Whispering
Gallery mode resonators, but obtained using a lower order
mode.
III. Confirmation Using Finite-Element Analysis
To prove the concept, a spherical shell was manufactured from Teflon, and it was suspended using polystyrene
foam within a spherical copper cavity. A small piece of
foam was placed at the bottom inside the cavity, and the
shell was centered by eye. The polystyrene foam did not
affect the frequency or Q-factor as the permittivity is close
to unity due to its porosity, and the microwave losses are
small. The cavity was deliberately undercoupled to obtain
a measurement of the unloaded Q-factor. Even though coupling is to the evanescent field, high coupling close to unity
was possible because of the high Q-factor. The resonator
along with the magnetic energy density of the TE112 Bragg
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Fig. 4. Two hemispherical Teflon shells that make up the hollow
spherical Teflon sphere.
Fig. 3. Schematic of the SBR resonator, showing the dimensions of
a spherical Teflon shell (region 2) suspended in a spherical copper
cavity. The magnetic field intensity of the mode is shown and exists
mainly inside the Teflon shell (region 1).

mode is shown in Fig. 3. This mode has an inherent degeneracy due to two possible orthogonal azimuthal polarizations. Also, the TE102 Bragg mode is at the same frequency. The spherical Teflon shell is made from two Teflon
halves, as shown in Fig. 4. The two halves are fitted together with a Teflon gasket that fits within the two grooves
of the two hemispherical shells.
Using a permittivity of 2.06 for Teflon [11] finite-element
analysis of the resonator determined the following properties for all three degenerate modes: the mode frequency,
f = 13.8565 GHz; the geometric factor, G = 2531.43;
and electric energy filling factors in regions 1, 2, and 3
are, respectively, Pe1 = 0.694251, Pe2 = 0.168377, and
Pe3 = 0.137372.
Thus the Q-factor of the resonator may be determined
from:
Q

−1

RS
= P e2 T anδ +
.
G

(5)

Fig. 5. Frequency and Q-factor measurements using the network analyzer.

diameter cavity at 13.337 GHz. A separation of variables
technique was used to calculate a geometric factor of
1316.28 Ω and a frequency of 13.3411 GHz [12]. The Qfactor of the mode was measured to be 4.274 · 104 . Thus,
the surface resistance at 13.337 GHz was determined to
be RS = 0.0308 Ω. The surface resistance for a normal
metal is known to be proportional to the square root of
the frequency. Given that this was the measured value at
13.337 GHz, the model for the surface resistance used here
was:

Hence, if we know the surface resistance of the cavity
wall and loss tangent of Teflon, the Q-factor may be calculated. The Q-factor and frequency measurements were
achieved by sweeping the resonance with a network analyzer in transmission. The probe couplings were set to be
undercoupled and small, so that the loaded Q-factor was
equal to the unloaded Q-factor. The frequency was measured to be 13.869 GHz with a Lorentzian bandwidth of
635 kHz. Thus, the Q-factor was measured to be about
22000. The output of the network analyzer is shown in
Fig. 5.

This means at the frequency of f = 13.8565 GHz, the
surface resistance is 0.0314 Ω.

IV. Determination of Surface Resistance

V. Determination of Loss Tangent

To determine the surface resistance of the copper cavity, the TE311 mode was measured in the empty 50-mm

The spherical shell was machined from a large rod of
Teflon. From the same rod we also machined a cylindrical

RS = 0.00843377 f 1/2 [GHz].

(6)
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Fig. 6. Fixture to determine loss tangent of Teflon.

TABLE I
Comparison of Measured and Calculated TE Mode
Resonator Parameters, Using Method of Moments
Software.
Mode

f measured

Q measured

Pe

G-factor

Tanδ calc

TE01δ

4.19 GHz

6450

0.827

906

1.6 · 10−4

Fig. 7. Comparison of the calculated and measured Q-factors of the
spherical Bragg resonator, which is a factor of 3.5 times the value
for the TE01δ mode. Typically Q-factor measurements using the reflection technique have errors of about 10%. The error assigned to
this measurement is mostly the result of Lorentzian line fit errors,
which is caused by interactions with background spurious modes,
unmatched voltage standing wave ratio (VSWR) in the transmission
lines, and loop probe reactance.

resonator as shown in Fig. 6. The TE01δ mode was excited
within the rod at 4.187 GHz. From this and the Q-factor
measurement, we were able to determine the loss tangent
of the Teflon. Teflon is well-known to have a loss-tangent
independent of frequency. The same model for the surface
resistance of copper given by (6) was shown to be consistent with this cavity.
A method of moments program was used to calculate
the electric energy filling factor and geometric factor of
the TE01δ using the known permittivity of Teflon of 2.06
[11]. Combining these calculations with experimental results tabulated in Table I, the loss tangent of Teflon was
calculated from (5). The calculated value of loss tangent
agrees well with previously published data in the literature.
VI. Comparison of Bragg Sphere with
Calculated Values
Now that the surface resistance of the cavity and the
loss tangent of the dielectric are known, the Q-factor of
the Bragg sphere may be calculated from (5). Comparison
of the experimental and calculated values as a function of
Teflon shell thickness is shown in Fig. 7. Also, a comparison of frequency versus shell thickness is shown in Fig. 8.
The Bragg condition is clearly shown as the point of maximum Q-factor (in Fig. 7) and where the frequency versus
thickness becomes flat (in Fig. 8).

Fig. 8. Comparison of the calculated and measured frequencies of the
spherical Bragg resonator. The discrepancy is due to the precision of
dimensional measurements.
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VII. Conclusions
The comparison between simulation and measured results clearly shows that we have successfully demonstrated
the concept of the SBR resonator. The main limitation of
the Q-factor is the dielectric loss of the Teflon. An enhancement of Q-factor was obtained with respect to a dielectric
resonator limited by the loss tangent of the material. This
was because the mode exists mainly in the inner free-space
region. To improve the Q-factor of this type of resonator,
a low-loss dielectric such as sapphire should be used. Our
modeling, not presented in this paper, shows Q-factors of
the order of 300,000 can be obtained if we substitute the
Teflon with sapphire. This is equivalent to the well-known
whispering gallery modes in sapphire near room temperature [13], [14]. Also, since this work was first submitted,
we have been able to construct similar resonators made
from single crystal YAG and quartz [15]. In this work we
report Q-factors of 1.04 × 105 at 26.26 GHz and 6.4 × 104
at 27.63 GHz, respectively.
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