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Abstract
The first direct detection of gravitational waves (GWs), using the advanced Laser
Interferometer Gravitational-wave Observatory (aLIGO), marked the beginning of
the era of gravitational wave astronomy. The next breakthrough will be joint
electromagnetic (EM) and GW observations. Large efforts have been put forward
into addressing observational and data analysis challenges associated with joint
observations.
This thesis presents low-latency GW detection and localization techniques for
catching prompt EM follow-up emissions using GW triggers. Chapter 1 gives an
introduction to GW detection and localization with focus on detection and localization of GWs from compact binary coalescences (CBCs). Chapter 2 gives a
comprehensive study on prospects of joint low-latency GW detection and prompt
EM follow-up observations of binary neutron stars. We predict possible scientific
breakthroughs, using current or future GW detector networks and a selection of
EM follow-up facilities, in scenarios of realistic or ideal speeds of information flow.
Chapter 3 describes the techniques of an existing low-latency coincidence detection
pipeline which is based on the gstlal software library. We tested this pipeline
in several joint LIGO-Virgo engineering runs, and show its performance in the
fifth engineering run. Chapter 4 presents new developments for this pipeline. We
present the implementation of a coherent method for all-sky searches for CBC signals. Special efforts have been devoted to tackle the computational challenges in
using our pipeline for online searches. We developed a novel ranking statistic which
is used to measure the significances of candidates from the coherent all-sky search.
This new pipeline, which employs our coherent search and new ranking statistic,
has been tested with realistic LIGO data and its detection efficiency and source
localization accuracy are shown. The new pipeline was used in the first LIGO science run and preliminary results of our online run are reported. Chapter 5 presents
details of the acceleration of a major computational bottleneck of the pipeline us-

ing a high-performance computing platform - Graphics Processing Unit (GPU). We
demonstrate a more than 100-fold speed-up compared to the CPU implementation,
and show its effectiveness when integrated into our pipeline. Chapter 6 gives the
conclusions of the work in this thesis, and points out future directions.
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Chapter 1

Introduction

This chapter gives an introductory overview of gravitational waves (GWs) and their
detections. Sec. 1.1 gives a brief introduction to GW physics. The focus is on the
GWs from compact binary coalescences (CBCs), the best modeled form of GWs.
We refer interested readers to, e.g. Hartle [1] and to Misner, Thorne, and Wheeler [2]
for a more detailed introduction to general relativity and GWs. Sec. 1.2 introduces
the principles of laser interferometric detectors, and illustrates the data a detector
produces when a GW passes by. Sec. 1.3 provides data analysis theories for the
detection and localization of CBCs. We show the optimal statistical method for
CBC signal detection assuming that the noise in the data stream is Gaussian and
stationary. We also show that LIGO noise is not an ideal Gaussian and stationary
process. We further show the general strategy for GW signal detections in the
presence of LIGO noise. Sec. 1.4 gives an overview of low-latency detection and
localization methods, and describes the summed parallel impulse infinite response
(SPIIR) technique which will be used throughout this thesis. Sec. 1.5 introduces
the general detection routine (or pipeline) of CBC signals. Sec. 1.6 gives the aim
of the thesis, and an overview of the remaining chapters.

1.1
1.1.1

Review of gravitational waves
Einstein’s field equations and wave solution

In 1905, Einstein presented the theory of special relativity, which states that the
laws of physics are invariant in inertial reference frames. In order to describe an inertial reference frame, he abandoned the ideas of absolute time and absolute space,
1

2
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and instead used a four-dimensional spacetime coordinate system that combines
time with three spatial dimensions, denoted as (t, x, y, z). The transformations between inertial reference frames can be represented by spacetime coordinate transformations, and special relativity ensures that the spacetime intervals are invariant
across spacetime transformations. About 10 years later, he incorporated gravity
into his theory of relativity, the result of which was called the general theory of
relativity.
In Einstein’s formulation, the physical effect of gravity is entirely characterized
by the spacetime geometry. The existence of a gravitational potential source will
change the curvature of spacetime; and the movement of this source will disturb
it, giving rise to a moving perturbation of the spacetime curvature. The relation
of the spacetime geometry to the gravitational mass-energy of the source is given
by the Einstein field equations:
Gµν =

8πG
Tµν ,
c4

(1.1)

where Tµν is the stress-energy tensor1 , and Gµν is the Einstein tensor. G is the
universal gravitational constant, and c is the speed of light in vacuum. The Einstein
tensor is given by:
1
Gµν = Rµν − gµν R.
2

(1.2)

The gµν tensor is the space-time metric, which describes the curvature of spacetime 2 :
ds2 = gµν dxµ dxν ,

(1.3)

where ds is the spacetime interval, and xµ are the spacetime coordinates (e.g. xµ =
(t, x, y, z) in a Cartesian coordinate system). The Rµν and R are Ricci curvature

1

Tensors are multi-dimensional arrays used to describe the mathematical relations in a geometry.
2
Tensor expressions here and in the following are simplified using the Einstein summation
convention
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tensor and Ricci scalar, derived from the Riemann curvature tensor Rαβµν :
Rµν = g αβ Rαβµν ,

(1.4a)

R = g αβ Rαβ .

(1.4b)

The Riemann curvature tensor describes the relative accelerations between adjacent
particles. It depends on combinations of partial derivatives of the space-time metric
and its inverse.
There are several techniques developed so far to solve these field equations. The
linearized theory deals with the weak gravitational field case, where the spacetime
is nearly flat, and the curvature is negligible. Post-Newtonian theory has been
developed to deal with weak fields from slow-motion sources. It starts from the
Newtonian limit and expands it by developing an asymptotic approximation. Perturbation theory has been used to study gravitational waves in a curved spacetime.
When perturbation theory breaks down, numerical methods are required (see [3; 4]
on this topic).
In a weak gravitational field, the spacetime metric gµν can be represented as a
flat Minkowski spacetime ηµν with a small perturbation hµν , where |hµν |  1:
gµν = ηµν + hµν .

(1.5)

The field equations can be simplified using several mathematical manipulations.
First introduce a metric:
1
h̄µν ≡ hµν − ηµν h.
2

(1.6)

This metric has the property that its trace h̄ is the negative of the trace of the
original metric: h = η µν hµν = −h̄. Thus h̄µν is named as the trace-reversed metric.
The linearized field equation can be expressed with this metric:
− η αβ

∂ 2 h̄αµ
∂ 2 h̄µν
∂ 2 h̄αβ
∂ 2 h̄αν
16πG
−
η
+
+
=
Tµν .
µν
α
β
α
β
µ
α
α
ν
∂x ∂x
∂x ∂x
∂x ∂x
∂x ∂x
c4

(1.7)
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These field equations can be further simplified by applying a coordinate condition,
∂ h̄αν
= 0,
∂xα

(1.8)

to set our coordinate system in the Lorenz gauge. The field equations can be then
expressed as:
h̄µν = −

16πG
Tµν ,
c3

(1.9)

∂2
~ 2 . This second-order
+O
∂t2
differential equation implies a wave solution for the metric perturbation hµν ,which

where  is the d’Alembertian operator, namely,  =

is called a gravitational wave (GW).

We present the wave solution in the simplest case where the source of matter
is sufficiently far away from the observer that the GW can be considered to travel
through a vacuum. The field equations in this case are:
h̄µν = 0.

(1.10)

An obvious solution to Eq. 1.10 is a plane wave, which can be expressed as:
h̄µν (x) = aµν eik·x .

(1.11)

where aµν is a symmetric 4 × 4 matrix giving the amplitude of the wave. k denotes
a constant 4-vector and x is the spacetime position 4-vector.

In fact, there are further coordinate conditions that can be applied in this case,
in the Lorenz gauge, to simplify the expression of the wave solutions. The applied
coordinate conditions are: h̄µ0 = 0, which means that only the spatial components
are present; h̄µµ = 0, which means the spatial components are traceless; and h̄µ3 = 0
This choice of coordinates is known as the transverse-traceless (TT) gauge. In this
way, the most general solution for the linearized field equations can be expressed
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as:
t
t

hTµνT



0


x 0
= 

y 0

z 0

x
0
a
b
0

y
0

z
0





b 0  iω(z−t)
e
,

−a 0 

0 0

(1.12)

where w is the wave frequency. a and b define the amplitudes of the GW and
correspond to the two independent polarization states of the wave.

1.1.2

Polarization of gravitational waves

A GW is composed of two independent polarization states. One is normally denoted
as h+ , which produces a force field with the orientation of the + sign, and the other
is denoted as h× , which produces one with the relatively diagonal orientation of
the × sign.
Here, we describe the effects of the two polarizations of a GW seen by a fixed
observer that resides at a fixed position relative to the sources of a GW. Suppose
a + polarized GW propagates along the z-axis. Its effect can be described as:
ds2 = −c2 dt2 + (1 + h+ (t))dx2 + (1 − h+ (t))dy 2 + dz 2 .

(1.13)

To see the effect of this polarization, the observer puts a ring of test particles on
the x-y plane (i.e. z=0). Considering a GW from Eq. 1.12 whose time-dependent
perturbation can be written as:
h+ = a sin[w(z − t)],

(1.14)

the fixed observer will see the motions of the set of the particles when this purely
polarized GW passes by. The motion can be expressed using the coordinates

6
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(X(t), Y (t)) in the fixed frame. The x-axis position of a particle is changing as:
Z

X0

1

[1 + hT+T (t)] 2 dx
0


1
≈ X0 1 + h+ (t)
2


1
= X0 1 + a sin ωt ,
2

X(t) =

(1.15)

where X0 is the initial x-axis position of the particle. By a similar derivation, he
will see the position change along the y-axis as:

Y (t) ≈ Y0


1
1 − a sin ωt ,
2

(1.16)

where Y0 is the initial y-axis position of the particle. Note the minus sign in the
y-axis motion function. It means that the motion direction along the y-axis is
opposite in sense to that of the x-axis.
Similarly, one can quantify the effects of the × polarization. The pure + and
× effects are illustrated in Fig. 1.1. A general GW is a linear combination of these
two independent polarizations.

Figure 1.1: The effects of the two pure h+ and h× polarizations of a GW on a ring
of test particles. Credit: [5].
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Sources of gravitational waves

The last hundred years has witnessed the budding and thriving of GW science.
Two major advances have led to the recent direct detections of GWs. One is
in the instruments and experiments required to detect GWs, and the other is our
knowledge of detectable sources of GWs. We now can summarize our understanding
of the detection means and astrophysical sources in the form of a GW spectrum, as
shown in Fig. 1.2. In later sections, we will focus on detection of GWs from CBCs
with ground-based interferometric detectors.
Primordial gravitational fluctuations amplified by inflation of the Universe
Phase transitions in the early Universe and cosmic strings
Sources

Supermassive black hole binaries
Compact binary coalescences
in galactic nuclei
γ-ray bursts
Compact objects captured by
massive black holes
Pulsars
Supernovae
Galactic white dwarf binaries

age of the
period Universe
log f
log
(Hz)


-16

year

-14

-12

Detectors

Planck, BICEP2

-10

-8

hour

-6

-4

second

-2

0

ms

2

PPTA, EPTA, NANOGrav
FAST, SKA

eLISA,
BBO，DECIGO

LIGO, Virgo,
KAGRA, ET

Pulsar timing arrays

Space-based
interferometers

Ground-based
interferometers

Polarization map of
the cosmic microwave
background

Figure 1.2: The gravitational wave spectrum. The middle color bar is the GW frequency on a logarithmic scale. The upper part is the GW sources, with the lengths
of the text corresponding to the expected GW frequency bands. The bottom part
shows the four kinds of experiments used to detect GWs. Credit: [6].
We follow the classification of the sources, in terms of the frequencies of GWs
that they radiate, by Cutler and Thorne [7]. Fig. 1.2 shows the GW source classification and the four kinds of experiments to detect these sources. The sources are
briefly discussed here, as follows:
1. The cosmological band, 10−18 - 10−15 Hz, in which we expect that primordial
GWs are present. The current technology to search for such signals is to look
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for imprints in the B-mode polarization of the cosmic microwave background
radiation (CMBR). The latest experiments to detect the CMBR, such as
BICEP2 [8] and the Planck space observatory [9], have not conclusively found
any signatures of primordial GWs at the time of writing.
2. The nanohertz band, 10−9 - 10−6 Hz, includes several sources. The most
promising source is the supermassive binary black holes (∼ 109 M ). Other
sources include cosmic string cusps; stochastic background from supermassive
binary black holes; and the early-Universe phase transition which also spans
a wide range of frequencies. Pulsar timing arrays such as NANOGrav [10],
PPTA [11], EPTA [12] are used to probe for GWs in this band.
3. The millihertz band, 10−6 - 1 Hz, includes a number of GW sources. The
main sources are supermassive binary black holes (∼ 103 M − 109 M ); white
dwarf binaries; extreme mass ratio inspirals; and compact objects captured
by massive black holes. Space-based interferometers like eLISA [13] will be
used to search for GWs in this band.
4. The audio band, 1 - 104 Hz includes the most studied source - coalescences
of compact binary objects, such as neutron stars or black holes. This is
the source of the first GW detection [14], and will be discussed in detail in
the following section. Other sources include core-collapse supernovae; pulsars; stochastic background of binary mergers; cosmic strings; and phase
transitions. Ground-based laser interferometers, including LIGO [15] and
Virgo [16], are used to search for GWs in this band.

1.1.4

Gravitational waves from CBCs

Compact binary coalescence refers to a class of sources which is a process of two
compact objects closely orbiting each other till coalescence. The compact object
here is a neutron star, or a stellar-mass/intermediate-mass black hole. Neutron
stars are the densest and smallest stars to emerge from collapses of larger stars,
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and they are believed to be mostly made of neutrons. Black holes are gravitational
spacetime singularities that contain enormous masses in possibly indefinitely small
spaces. Two compact objects will orbit around each other and a coalescence will
happen when their orbit shrinks to a critical point. The orbit shrinking is due to the
energy and angular momentum carried away by GWs. CBC sources are subdivided
into binary neutron stars (BNSs), neutron star-black hole binaries (NSBHs), and
binary black holes (BBHs).
GWs from CBCs can be divided into three stages. The first stage is the inspiral
phase when the binary masses spiral in towards each other. This phase can last for
millions of years, where only the last motions will enter the detection band of the
ground-based interferometric detectors. As the gravitational field is weak and the
velocity is relatively slow in this phase, post-Newtonian corrections can be applied
for an accurate modeling of the GW waveform from this inspiral phase. The second
phase is the merger phase, when the binary becomes so close that the two masses
merge into a single body. This phase is short and so cataclysmic that the only
way to model GWs from it is to use numerical general relativity simulations. The
energy of GWs emitted from this phase can be larger than the total energy of
electromagnetic emission of the entire observable Universe. For example, the first
aLIGO detection, GW150914 [14] shows that the rest mass-energy of three solar
masses was emitted in GWs. The last stage is the ringdown phase, where the newly
formed object shakes off instabilities and reaches a quiescent state. Perturbation
theories can be used to model GWs from this stage.
Here, we derive the GWs from the inspiral phase of a CBC system using linearized theory, and give an example form of Post-Newtonian correction to the
solution. We already derived the GWs from a distant source in vacuum in Sec.
1.1.1. Now the source is a CBC that can be modeled as two point masses. One
often uses the quadrupole formalism to approximate the stress-energy tensor of
a GW source. The quadrupole formalism is the leading order expansion of the
stress-energy tensor, and can be applied to many sources with high accuracy. The
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quadrupole formula for a GW source observed at time t, and from a large distance
r, is:
hTjkT

2G d2 T T
= 4
I (t − r/c),
c r dt2 jk

(1.17)

where Ijk is the quadrupole moment of the source mass density %(x), defined by:
Z
Ijk =

%(x)xj xk d3 x,

(1.18)

TT
and Ijk
is transverse traceless part of Ijk . The derivation of GWs from inspirals

below closely follows the derivation from [17].
The binary system we are considering has masses m1 and m2 , both with no
spin, and are separated by a distance a in a circular orbit. The binary system is
far from the observer, so that r  a. We choose a Cartesian spatial coordinate
system (x, y, z) to describe our binary system. The center of the binary system
is at the origin of this coordinate system. The binary rotates in the x-y plane in
an anti clockwise sense (when looking along the negative z-axis direction). The
orbital phase φorb (t) is the angle between the mass m1 and the positive x-axis. The
locations of the two masses at time t are:



µ
µ
(x1 , y1 , z1 ) =
a cos φorb (t),
a sin φorb (t), 0 ,
m1
m1


µ
µ
(x2 , y2 , z2 ) = − a cos φorb (t), − a sin φorb (t), 0 ,
m2
m2

(1.19a)
(1.19b)

where µ is the reduced mass of the binary system, defined as:
µ=

m1 m2
.
m1 + m2

(1.20)

The mass distribution of the binary system can be expressed as:
 
 


µ
µ
%(x) =m1 δ x −
a cos φorb (t) δ y −
a sin φorb (t) δ(z)
m1
m1
 
 


µ
µ
+ m2 δ x +
a cos φorb (t) δ y +
a sin φorb (t) δ(z) ,
m2
m2

(1.21)
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using the Dirac delta function δ(·). The quadrupole moment Ijk can then be derived
by substituting Eq. 1.21 into Eq. 1.18:
1
Ixx = µa2 (1 + cos 2φorb (t)) ,
2
1 2
Iyy = µa (1 − cos 2φorb (t)),
2
1
Ixy = Iyx = µa2 sin 2φorb (t).
2

(1.22a)
(1.22b)
(1.22c)

To obtain the second derivative of the quadrupole moments, we introduce the
∂φorb (t)
orbital angular frequency Ω(t) =
, and assume that Ω̇  Ω. Then the
∂t
second derivatives are given by:
Ïxx = −2µa2 Ω2 (t) cos 2φorb (t),

(1.23a)

Ïyy = 2µa2 Ω2 (t) cos 2φorb (t),

(1.23b)

Ïxy = Ïyx = −2µa2 Ω2 (t) sin 2φorb (t).

(1.23c)

The TT gauge conditions are automatically satisfied in this case. Therefore we have
the solution for our GWs by inserting the second derivatives into the quadrupole
formula Eq. 1.17:
4G 2 2
µa Ω cos 2φorb (t),
c4 r
4G
= − 4 µa2 Ω2 sin 2φorb (t).
cr

hTxxT = −hTyyT = −

(1.24a)

hTxyT = hTyxT

(1.24b)

In the Newtonian limit, the distance a can be expressed as:
a=−

1 GµM
,
2 E

(1.25)

where M = m1 + m2 is the total mass of the system, E is the total mechanical
energy. The evolution of a is determined by the gravitational radiation. We skip
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the derivation (which can be found in [17; 18]), and give the result here:

a(t) =

256G3
µM 2
5
5c

 41

1

(tc − t) 4 ,

(1.26)

where t < tc and tc is the coalescence time. In the Newtonian limit, the orbital
frequency evolution Ω(t) can be obtained from a(t) using Kepler’s third law, and
is given by:
Ω(t) =

3
c3
[Θ(t)]− 8 ,
8GM

(1.27)

c3 η
(tc − t),
5GM

(1.28)

where Θ(t) is defined as:
Θ(t) =

µ
is the symmetric mass ratio. The orbital phase of the waveform is just
M
the time integral of the orbital frequency:

and η =

Z
φorb (t) =

Ω(t)dt

5
1
= φorb,c − Θ(t) 8 .
η

(1.29)

φorb,c is the orbital phase at the coalescence time.

If we use the GW waveform from the Newtonian limit as the target to search for
in our data, we are sure to miss almost all GWs, as GW waveforms can usually be
more complicated. The restricted post-Newtonian waveforms are more accurately
approximated waveforms and are often used. Restricted means the amplitude is still
in Newtonian order, and only the phase evolution is corrected by post-Newtonian
techniques. Below is an example showing the second-order post-Newtonian expansion of the orbital phase:



3715 55
3π 1/4
1
5/8
φorb (t) =φorb,c −
Θ +
+ η Θ3/8 −
Θ
η
8064 96
4


9275495
284875
1855 2
+
+
η+
η Θ1/8 .
14450688 258048
2048

(1.30)
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Gravitational wave in an observer frame

Figure 1.3: Observer frame (eι , eφ0 , er ) relative to the binary system frame (x, y, z).

Here, we derive the two polarizations that an observer sees if they are observing
from an arbitrary direction. We can consider expressing the observer frame using
a new Cartesian coordinate system, denoted by its unit vectors - (eι , eφ0 , er ). The
relation between the observer frame to that of the binary system is illustrated in
Fig. 1.3. φ0 is the angle between the binary system x-axis and the projection of
the observer er unit vector. It is the initial phase of the binary system in the
observer coordinate system. The inclination ι is the angle between the line of sight
and the binary system z-axis. It is the angle that determines the amplitude of the
GW wave effect the observer can experience. Mathematically, we can express the
unit vectors of the observer coordinate system in terms of those of the binary’s
coordinate system:


e
 ι

 e φ0

er







e

 x 



 = M0  ey  ,



ez

(1.31)
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where M0 is the coordinate transformation matrix given by:


cos ι cos φ0 cos ι sin φ0 − sin ι


M0 =  − sin φ0
cos φ0
0

sin ι cos φ0 sin ι sin φ0 cos ι




.


(1.32)

Then the metric perturbation H seen in the observer’s coordinate system can be
expressed in terms of the metric perturbation H0 in the binary’s coordinate system
as:
H(t) = M0 H0 (t)M0T .

(1.33)

As our coordinate systems are purely spatial, H0 can be expressed as:


hTxxT (t) hTxyT (t) 0







H0 (t) =  hTyxT (t) hTyyT (t) 0  .


0
0
0

(1.34)

For conveniency of expression, we define the following amplitude function for metric
perturbations:
A(t) = −

4G
µ (a(t)Ω(t))2 .
c4 r

(1.35)

We derive the transverse part of H(t):
hιι = cos2 ι cos2 φ0 hTxxT + cos2 ι sin 2φ0 hTxyT + cos2 ι sin2 φ0 hTyyT
= A(t) cos2 ι cos(2φorb (t) − 2φ0 ).

(1.36)

Similarly, we have hφ0 φ0 :
hφ0 φ0 = A(t) cos(2φorb (t) − 2φ0 ),

(1.37)

hιφ0 = hφ0 ι = A(t) cos ι sin(2φorb (t) − 2φ0 ).

(1.38)

and hιφ0 :
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We further make the perturbation metric traceless:
1
hTιιT = hιι − (hιι + hφ0 φ0 )
2


1 + cos2 ι
A(t) cos(2φorb (t) − 2φ0 ),
=
2

(1.39)

and,
hTιφT0 = A(t) cos ι sin(2φorb (t) − 2φ0 ).

(1.40)

We introduce the coalescence phase of the gravitational wave, φc , to take into
account the initial orbital phase φ0 and the orbital coalescence phase φorb,c :
φc = 2φorb,c − 2φ0 .

(1.41)

We define the phase evolution of the GW waveform as:
φ(t) = 2φorb (t) − 2φorb,c .

(1.42)

Finally, the two wave polarizations for this observer can be expressed as:
h+ (t) = hTιιT = (

1 + cos2 ι
)A(t) cos(φ(t) + φc ),
2

h× (t) = hTιφT0 = A(t) cos ι sin(φ(t) + φc ).

1.2

(1.43a)
(1.43b)

Ground-based interferometric detectors

Interferometric detectors were first studied as experiments to detect GWs in the
1960s and 1970s [19; 20]. Following the successful demonstration of performance of
these prototypes, long-baseline laser interferometric detectors were built at several
places worldwide by the early 2000s including the initial LIGO in USA, the initial
Virgo in Italy, TAMA300 in Japan, and GEO600 in Germany. No GW events
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Figure 1.4: Aerial views of LIGO Hanford Observatory (left, credit: [15]), LIGO
Livingston Observatory (middle, credit: [15]), Virgo (right, credit: [16]).
were detected in the observation runs of these detectors from 2002 to 2011. Since
then, several detectors have been upgrading using advanced technologies. In 2015,
Advanced LIGO (aLIGO) commenced its first advanced observing run (O1), which
was three times more sensitive than its predecessor. The advanced Virgo interferometer will come online next year, making joint observations with aLIGO (see Fig.
1.4 for aLIGO, Virgo detector sites). KAGRA [21], the successor of TAMA300, is
envisioned to reach design sensitivity by 2019. In addition, LIGO-India is funded
and planned to be operational from 2020.

1.2.1

The design of interferometric detectors

The basic design of an interferometric GW detector is a laser interferometer, as
shown in Fig. 1.5. A laser beam is incident into two perpendicular paths by splitting
through a beam splitter. In each of the two paths, there are two suspended test
masses, each coated with high-reflectivity coatings on the surfaces. The incident
laser beam travels between the two test masses many times, resulting in laser power
amplification inside the optical cavity. The two perpendicular paths are called light
storage arms. Once the amplified laser beams come out from these light storage
arms, they combine at the beam splitter, and the resulting interferometric signals
are recorded by the photodetector at the ‘dark’ port of the interferometer.
When a GW arrives at the detector, because of the quadrupole polarization
of the GW, the two perpendicular arms fluctuate differently in most cases. An
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Figure 1.5: A schematic diagram of an interferometric detector. A laser beam is
split into two perpendicular arms by beam splitter. Each arm has two test masses
where a laser beam bounces back and forth many times, resulting in amplification
of laser power. The two amplified laser beams are combined at the beam splitter
and recorded by the photodetector at the dark port of the interferometer. Credit:
LIGO

Figure 1.6: Illustration of the response of a laser interferometer to a gravitational
wave with a pure + polarization. This gravitational wave will stretch or compress
the optical path lengths of the two arms, making the intensity of the output laser
beam alternating at the GW frequency. Credit: [22]
example is shown in Fig. 1.6, where a GW, with a + polarization oriented along
the two arms of the interferometer, is traveling perpendicular to the detector plane.
At a peak of the GW strain amplitude, the horizontal arm is stretched, while the
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vertical arm is compressed. In contrast, at a trough of the GW strain amplitude,
the horizontal arm is compressed, while the vertical arm is stretched. In this case,
the two arm lengths always change differentially, with a 180 degree phase difference.
The photodetector at the dark port of the interferometer is able to record the GW
signal, as the optical path length difference of the two arms is alternating with the
GW frequency. The amplitude of the signal is dependent on the location, direction
and polarization orientation of the GW. Here, we only provide an illustration of
the detector response to a pure (i.e. single) polarization of a GW. An analytical
derivation of the detector response to any GWs will be shown in the next section.

1.2.2

Detector response to gravitational waves

In this section, we present the general detector response in analytical form following
the Jaranowski-Królak-Schutz formalism [23]. First we set up the coordinate system
of the detector, denoted as (x000 , y 000 , z 000 ), as shown in Fig. 1.7. Let x000 and y 000
be aligned with the arms of the GW detector. A detector records the difference
between the optical path length changes of the two interferometer arms when a
GW passes by. The detector response can be written as:
1
1
h(t) = ex000 · [H̃(t)ex000 ] − ey000 · [H̃(t)ey000 ],
2
2

(1.44)

where the dot operator (·) denotes the scalar product. H̃(t) is the metric perturbation in the detector frame. It is obtained by transforming the metric perturbation
in the radiation frame (eι , eφ0 , er ) to the detector frame:
H̃(t) = M (t)H(t)M (t)T ,

(1.45)

where M is the coordinate frame transformation matrix. The T operator is matrix
transposition. Here, transforming from the radiation frame to the detector frame
is not a direct process. There are two intermediate frames, the celestial sphere
frame (x0 , y 0 , z 0 ) fixed with respect to the distant galaxies, and the cardinal frame
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Figure 1.7: Euler angles for coordinate transformations, including transformation
from the radiation frame coordinate system (eι , eφ0 , er ) to the celestial frame coordinate system (x0 , y 0 , z 0 ); transformation from the celestial frame coordinate system to the cardinal frame coordinate system (x00 , y 00 , z 00 ); and transformation from
the cardinal frame coordinate system to the detector frame coordinate system
(x000 , y 000 , z 000 ).

(x00 , y 00 , z 00 ) fixed with respect to the detector’s location on the earth. Therefore the
transformation matrix M can be expanded as:
M = M3 M2 M1T ,

(1.46)

where M1T , M2 , and M3 are the three coordinate transformation matrices, each for
one coordinate transformation.
M1T is the matrix to transform the radiation frame coordinates to celestial
sphere frame coordinates. The z 0 -axis of the celestial coordinate system lies along
the rotation axis of the Earth, and its direction is towards the North celestial
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pole. The x0 -y 0 plane matches with the celestial equatorial plane, with the x0 -axis
pointing to the vernal point (i.e. right ascension = 0.0hr, declination=0◦ ). M1 is
given by:


sin α cos ψ − cos α sin δ sin ψ − cos α cos ψ − sin α sin δ sin ψ cos δ sin ψ


M1 =  − sin α sin ψ − cos α sin δ cos ψ cos α sin ψ − sin α sin δ cos ψ cos δ cos ψ

− cos α cos δ
− sin α cos δ
− sin δ
(1.47)
where α is the right ascension angle, δ is the declination angle, and ψ is the polarization angle as shown in Fig. 1.7.
M2 is the matrix to transform the celestial sphere frame coordinates to the
cardinal frame coordinates. The x00 -y 00 plane of the cardinal coordinate system is
tangent to the surface of the Earth at the location of the detector. The origin of
the plane matches the center of the detector. The x00 -axis of the cardinal system
points to the South, the y-axis points East, and the z 00 -axis points to the zenith.
M2 is given by:



M2 = 


sin λ cos(φr + Ωr t) sin λ sin(φr + Ωr t) − cos λ
− sin(φr + Ωr t)

cos(φr + Ωr t)

cos λ cos(φr + Ωr t) cos λ sin(φr + Ωr t)

0
sin λ




,


(1.48)

where λ is the latitude of the detector, Ωr is the spin rotational angular velocity of
the Earth, and φr is the longitude of the detector if the original of t is at Greenwich
sidereal time 0h.
M3 is the matrix to transform the cardinal frame coordinates to the detector
frame coordinates. The z 000 -axis is coincident with the z 00 -axis. M3 is given by:


− sin(γ + ζ/2)

cos(γ + ζ/2)

0







M3 =  − cos(γ + ζ/2) − sin(γ + ζ/2) 0  ,


0
0
1

(1.49)

where ζ is the angle between the interferometer arms, and γ is the angle between




,
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the bisector of the interferometer arms and the local East direction.

The metric perturbation in the radiation frame is given by:


h (t) h× (t) 0
 +

H(t) =  h× (t) h+ (t) 0

0
0
0




.


(1.50)

Using Eq. 1.45 through Eq. 1.50 to derive the response h(t), we have:
h(t) = F+ (t)h+ (t) + F× (t)h× (t),

(1.51)

where F+,× (t) are called the detector beam-pattern functions. Their expressions
are:
F+ (t) = sin ζ[G+ (t) cos 2ψ + G× (t) sin 2ψ],

(1.52a)

F× (t) = sin ζ[G× (t) cos 2ψ − G+ (t) sin 2ψ].

(1.52b)

The G+,× are called the amplitude modulation functions, given by:
G+ (t) =

1
sin 2γ(3 − cos 2λ)(3 − cos 2δ) cos[2(α − φr − Ωr t)]
16
1
− cos 2γ sin λ(3 − cos 2δ) sin[2(α − φr − Ωr t)]
4
1
+ sin 2γ sin 2λ sin 2δ cos[α − φr − Ωr t]
4
1
− cos 2γ cos λ sin 2δ sin[α − φr − Ωr t]
2
3
+ sin 2γ cos2 λ cos2 φ,
4

(1.53)
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and :
G× (t) = cos 2γ sin λ sin δ cos[2(α − φr − Ωr t)]
+

1
cos 2γ sin(3 − cos 2λ) sin δ sin[2(α − φr − Ωr t)]
4

+ cos 2γ cos λ cos δ cos[α − φr − Ωr t]
+

1.3

1
sin 2γ sin 2λ cos δ sin[α − φr − Ωr t].
2

(1.54)

Detection and localization

Signal detection/recovery from background noise was first studied using statistical
theory by radar researchers in the 1940s [24]. It is now known that for background
noise that can be modeled as a Gaussian stationary process, there is an optimal
statistical method, known as matched filtering, to detect a given signal. The challenge for GW detection is that the background noise is not entirely Gaussian and
stationary. Therefore, acquired knowledge of the actual noise and strategies to
tackle this noise are essential for making a detection claim. On the other hand, parameter estimation for a detection is more straightforward in the sense that we can
assume that the observed noise around detection is sufficiently well characterized
that standard statistical methods can be applied.
The structure of this section is as follows. In Sec. 1.3.1, we give a brief description of the basic statistical theory of hypothesis testing, for general signal detection
problems. We describe a frequentist method for hypothesis testing - the likelihood
ratio test. In Sec. 1.3.2, we describe the application of this likelihood ratio test
to the CBC detection problem and derive the form of the test statistic. In Secs.
1.3.3 and 1.3.4, we give a brief description of characterization of the LIGO data
and present general strategies to address non-stationary, non-Gaussian noise. In
Sec. 1.3.5, we present the frequentist likelihood estimation method for parameter
estimation.
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Hypothesis testing

Hypothesis testing is a statistical framework to examine alternative hypotheses
given a set of random data. Here, we present the process of a hypothesis test for the
signal detection problem. We denote the given discrete data set d~ = (d1 , d2 , ..., dn ).
The first step is that we make a hypothesis about this data set. We can make the
simplest hypothesis that the data does not have a signal, denoted as H0 . This is
called the null hypothesis. Its contrary is the alternative hypothesis that the data
has a signal present, denoted as H 0 . We want to construct a statistical test (i.e. a
mapping) to map the data to the two hypotheses. This mapping can be expressed
as:
~ → {H0 , H 0 }.
T (d)

(1.55)

There are four possible outcomes of the mapping given the data set, and two
types of errors we can make - all listed below:
~ → H0 .
• H0 is true and T (d)
~ → H 0.
• H0 is true and T (d)

false alarm error (or Type I error ).

~ → H0 .
• H0 is false and T (d)

false dismissal error (or Type II error ).

~ → H 0.
• H0 is false and T (d)
The probability of the two types of errors of a test can be calculated, if we know
the data distribution under the two opposite hypotheses,
Z
I =

~ (d)→H
~
d:T
0

Z
II =

~ (d)→H
~
d:T
0

~ 0 ),
P (d|H

(1.56a)

~ 0 ).
P (d|H

(1.56b)

More often than not, we construct a single measurement on the data, a test
statistic, to represent our test method. We denote the statistic as S. It can be
expressed as:
~
S = T (d).

(1.57)
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We can make the mapping of data based on the value of S. For example, we
choose S0 as our detection threshold. If we detect S larger than S0 , we accept the
alternative hypothesis H 0 , and otherwise we reject it. This choice of mapping can
be expressed as:
~ → H 0 : S ≥ S0 ,
T (d)

(1.58a)

~ → H0 : S < S0 .
T (d)

(1.58b)

The probabilities for the two types of errors for this mapping can then be expressed
as:
Z
I (S0 ) =

P (S|H0 )dS,

(1.59a)

P (S|H 0 )dS.

(1.59b)

S≥S0

Z
II (S0 ) =
S<S0

II is called the test level of a test method. Usually when one type of error decreases,
the other type of error will increase. We try to construct a test statistic S such
that for any S0 , both error probabilities will be small.

Likelihood ratio test
The Neyman-Pearson lemma [25] shows that the likelihood ratio test is the most
powerful (or optimal) test for binary hypothesis in the sense that it minimizes the
false alarm probability at any given test level II . It is expressed as follows. We
denote the likelihood ratio L. The rejection field, i.e. the field where we reject the
null hypothesis, of the likelihood ratio test is R1 = {d~ : L > L0 } given a test level
R
~ 0 ) = 0 , 0 ≤ 0 ≤ 1. Any other rejection space R0 6= R1 will
set at II = R1 P (d|H
1
0

have I (R1 ) ≥ I (R1 ).
The likelihood ratio L is given by:
L=

~ 1)
P (d|H
,
~ 0)
P (d|H

(1.60)
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~
where H1 denotes the alternative hypothesis and the conditional probability P (d|·)
is known as the likelihood function.
If there are more than one alternative hypotheses, denoted as H ∗ = (H1 , ..., HN ),
it may not be possible to find a test that provides a rejection field R1 which is uniformly powerful for all Hi ∈ H ∗ . However, there is a generalized likelihood ratio
test that usually provides good performance in practice - This is the maximum
likelihood ratio test whose test statistic is given by:

L=

1.3.2

~ i)
supHi ∈H ∗ P (d|H
.
~ 0)
P (d|H

(1.61)

Matched filtering

Here, we present the application of the likelihood ratio test to the CBC detection
problem. Readers can also find a more detailed derivation in [26]. The noise of the
interferometric detector can be modeled as a random process denoted by a random
time series n(t). The data, denoted as d(t), may contain only noise, or noise and a
signal denoted as h(t). The two opposite hypotheses we want to examine are:

H0 : d(t) = n(t),

(1.62)

H1 : d(t) = n(t) + h(t).
If the noise is additive, Gaussian, and stationary, the likelihood ratio can be derived
(see reference [18]) and expressed as:
L=

e−(d−h|d−h)/2
= e(d|h) e−(h|h)/2 ,
e−(d|d)/2

(1.63)

where the operator (· | ·) denotes the inner product given by:
Z
(a | b) = 2
0

∞

ã(f )b̃∗ (f ) + ã∗ (f )b̃(f )
df .
Sn (f )

(1.64)
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ã(f ) is the Fourier transform of a(t). Sn (f ) is the one-sided noise power spectral
density (PSD) of a detector defined through the expectation E:
1
E (ñ(f )ñ∗ (f 0 )) = Sn (f )δ(f − f 0 ).
2

(1.65)

The likelihood ratio L is a monotonic function of (d|h). This is a statistic by
performing linear operation on data d.
Here we show how this likelihood-ratio test statistic is equivalent to the wellknown matched filter output in signal processing. Matched filter is the optimal
linear filter for maximizing the signal-to-noise ratio (SNR)3 . Readers can normally
find the description of matched filtering method in GW data analysis review papers,
e.g. [27]. We denote SNR by %. A piece of data is embedded with a signal h and
is applied a linear filter q. The power of SNR for this data is:
%2 =

(h | Sn q)2
.
(Sn q | Sn q)

(1.66)

Using Cauchy-Schwarz inequality formalism, the optimal linear filter that maximize SNR can be derived, given as:
q̃(f ) =

h̃(f )
,
Sn (f )

(1.67)

which is called the matched filter. The optimal SNR is:
%opt =

p

(h | h).

(1.68)

Had the data has signal or not, the matched filter output, denoted by %, is given
as:
(d | h)
%= p
.
(h | h)
3

(1.69)

Some people define SNR as the power of a signal to the power of background noise. Other
people define it as the square root of the former definition. Here we adopt the SNR definition as
the later one.
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From this, it is clear the matched filter output can be used as the test statistic of
the likelihood-ratio test. One can simplify the filter output by using the normalized
h
template filter u = p
such that:
(h | h)
% = (d|u).

(1.70)

It is not difficult to derive the distribution of the filter output in Gaussian
stationary noise under the two alternative conditions. Both distributions follow
normal (Gaussian) distributions:
P (%|H0 ) ∼ N(0, 1),

Intrinsic parameters

Extrinsic parameters

P (%|H1 ) ∼ N(%opt , 1).

m1
m2
S1
S2
α
δ
r
tc
ι
ψ
φc

(1.71)

Mass of first body
Mass of second body
Spin of first body
Spin of second body
Right ascension angle
Declination angle
Distance
Arrival time at detector
Inclination angle
Polarization angle
Coalescence phase

Table 1.1: Parameters of a compact binary coalescence GW waveform. The extrinsic parameters are those that are not related to the properties of the source.

The CBC signal h(t) received by a detector depends on a number of parameters
shown in Tab. 1.1. It is very time consuming and unnecessary to search over all
parameters for detection using data from a single detector. Due to the parameter degeneracy of extrinsic parameters, the CBC signal given in Eq. 1.51 can be
expressed as:
h(t) =

r
A(t) cos (φ(t) + Φ0 ) ,
reff

(1.72)
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where reff is the effective distance given by:
reff = p

F+2 (1

+

cos2

r
,
ι)2 /4 + F×2 (cos ι)2

(1.73)

and Φ0 is a function of the beam-pattern functions and the coalescence phase given
by:

Φ0 = φc − arctan

F× (2 cos ι)
F+ (1 + cos2 ι)


.

(1.74)

Therefore, there are only the intrinsic parameters and three extrinsic parameters
(reff , tc , Φ0 ) left for CBC signal detection. We can construct the complex-valued
template for the matched signal template to search for phase Φ0 :
hq (t) = A(t)eiφ(t) .

(1.75)

By convention, we use the matched template at an effective distance of 1 Mpc 4 .
The template we use for the CBC search is then:
htemplate (t) = A1Mpc (t)eiφ(t) ,
where A1Mpc (t) =

(1.76)

A(t)
. The complex matched filter output can be expressed as:
1Mpc
z = (d | utemplate ),

(1.77)

where utemplate is the normalized template,
utemplate = htemplate /σtemplate ,

(1.78)

that (utemplate | utemplate ) = 1. σtemplate used in the above equation is defined here:
q
σtemplate = (htemplate |htemplate ). We use the absolute value of z to judge if there is
a designed signal present. The argument of z is the estimation of Φ0 . The effective

4

One million parsecs. One parsec is about 3.26 light years(1 pc = 3.086 × 1016 m).
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distance of the source can be estimated from the matched filter output: r̂eff =

σ
|z|

Mpc.

1.3.3

Characterization of LIGO noise

As a detector with such sensitivity, tiny disturbances in instrument, or in its environment if not isolated completely, will likely be picked up and recorded in the
data. These types of noise are generally classified, from the aspects of end effects in
the data, as non-stationary or non-Gaussian transient noises. The non-stationary
noise refers to noise that is time-dependent. This includes, e.g. human activities
at day time, passing by of trains, etc. . The non-Gaussian transient noise, also
known as ‘glitches’, could be from many sources, such as storms, and instrument
excitations. GW detections rely on identifying and ruling out these glitches.
In the LIGO detector, there are more than 200,000 auxiliary channels to monitor the status of interferometer operations and environment conditions. Coupling
of these channels with the strain channel is studied, and data quality (DQ) products [28] are produced by the detector characterization team. Here, we do not describe how the coupling study is performed and which types of glitches are found;
interested readers are referred to [29] for the noise characterization details for the
first detection, GW150914. We only describe the DQ products here which can be
used to mitigate the noise effects for GW searches.
The DQ quality products can be classified into two categories. DQ flags indicate
those noises that have been well understood and have shown coupling with the
auxiliary channels, such as earthquakes. DQ triggers are generated by algorithms
that perform correlations with auxiliary channels of the strain channel, and identify
those noises which are not well understood, but are coupled with the strain channel.
The DQ quality products are further summarized in three types of categories
for an offline search, where the search is performed after the data is archived and
stored, and the DQ information is basically complete. Category 1, derived from DQ
flags, indicates a critical failure of a component of the instrument, and this data
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period should not be analyzed. Category 2, also derived from DQ flags, indicates
a known noise source coupled with the strain channel. Category 3, derived from
DQ flags or triggers, indicates a noise source coupled with an auxiliary channel,
but where its mechanism is unknown. The efficiency of each category is measured
by how many background (noise) triggers can be removed when applied. It is
important to guarantee the safety of veto information, so that potential signals
should not be vetoed in any case. This is done using hardware injections.
There are some noises that do not have coupling with any of the auxiliary
channels, or could not be picked up by the DQ trigger generation mechanism, for
example, the ‘blip transients’, a teardrop shape in time frequency space. This kind
of noise is left in the data causing non-Gaussian transient behavior, and some may
look like a GW event that needs further in-depth checking and investigation.
For the online search, where the search is performed with real-time streaming
data, only part of the DQ information is available. For example, the on-site control
room scientists found a particular source of noise after some in-depth investigation;
the DQ flag they provided has a great latency and cannot take effect in the online
search. Consequently, it is generally expected that the online data is not as well
characterized as the offline data. Therefore an online search will be less sensitive
than an offline search. The online DQ information is provided as DQ quality
channels accompanying the strain channel. An online search pipeline will carefully
choose the information in these channels to use.

1.3.4

Detection from non-stationary, non-Gaussian noise

Because of non-stationary noise, a GW signal which may explicitly stand out from
the noise floor at one time may not be so explicitly obvious at other times. A
uniform detection strategy across time may miss potential GWs. A general strategy
to tackle this problem is to evaluate the noise floor from time to time to help in
determining GW signals.
The main difficulty with non-Gaussian transient glitches is to identify and rule
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out those glitches. The DQ products provide information about some but not
all glitches. We can use the DQ information to veto data, while the remaining
unflagged glitches can still be possibly mistaken for GW signals. Many glitches
gives a SNR that has a similar amplitude to a GW signal. Therefore, the SNR
test alone is not sufficient for a GW detection. For a search of modeled signals,
as in our case where we know the CBC waveform we are searching for, additional
statistical tests based on the morphology of the waveform can be exploited. We
can downgrade or remove a candidate if it does not match the expected waveform.
Furthermore, with more than one detector operational, consistency tests between
detectors are powerful tools with which to suppress glitches. For example, a test
for time consistency (known as a coincidence analysis) has been used in past CBC
searches including the LIGO O1 search.

1.3.5

Parameter estimation

Estimating the values of parameters of a model from a data set is referred to as
~ and the parameter to be
parameter estimation. We denote the data set as d,
estimated as θ. An estimation method (or called estimator) here is denoted as
~ Below we present a frequentist parameter
θ̂, which is a function of the data d.
estimator - the maximum likelihood estimator.

Maximum likelihood estimator
The maximum likelihood estimator is the most widely used estimator. The parameter of interest θ is estimated by a maximization condition:

θ̂ :

~
∂ ln P (d|θ)
∂θ

= 0.

(1.79)

θ=θ̂

There are many criteria with which to compare different estimators. A criterion
that is often used is unbiasedness. Denote the true value of the parameter by θ̊. The
estimator is unbiased if its expectation matches the true value: Eθ (θ̂) = θ̊. Another
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useful criterion is mean squared error, given by M = Eθ [θ̂ − θ̊]2 . One estimator
θ̂1 is said to be more efficient than another estimator θ̂2 if M(θ̂1 ) ≤ M(θ̂2 ). If an
estimator is unbiased, the mean squared error is its variance.
The Cramér-Rao bound [30] gives the lower bound of the variance of an estimator, and is used very often to measure the performance of an estimator given
different sets of data. It can be shown that the lower bound of the variance of an
unbiased estimator is the reciprocal of the Fisher information I, which is defined
by:

∂ 2 logP (d|θ)
I(α) = −E
θ .
∂θ2


(1.80)

The mathematical expression of the Cramér-Rao bound is:
Varθ (θ̂) ≥

1
.
I(θ)

(1.81)

This bound is used to compare the source location estimations between different
combinations of detectors, assuming an unbiased estimator is used. This will be
shown in Chap. 2.
It is of equal importance, if not more, to have an accurate estimation of confidence interval for the sky location parameters (α, δ). Denote the confidence interval
estimator as C. The mathematical definition of a confidence interval estimator is:
~ λ) = {θ1 , θ2 } :
C(d,

P (θ1 ≤ θ̊ ≤ θ2 ) ≤ λ,

(1.82)

where λ is a given confidence level. We do not discuss the methods for confidence
interval estimation. Interested readers can find them in any statistics textbooks
(e.g. [31]).

1.4

Low-latency detection and localization

The detection of GWs from the compact binary systems with at least one neutron
star (NS) is promising, as aLIGO and other advanced detectors are approaching
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their design sensitivities. For such systems, the last moment of a merger will
be so highly energetic that the NS will be torn apart, and may form a relativistic jet from the accretion disk that powers the short-duration gamma-ray burst
(sGRB)s [32; 33; 34; 35]. If both components of the binary are NSs, the merger
may form unstable highly-magnetized fast-spinning NSs called magnetars. These
magnetars may power millisecond-duration fast radio bursts (FRBs) [36; 37], a
recently discovered new class of radio outbursts, before quickly collapsing into a
black hole or a stable magnetar. Joint observations of GWs with sGRBs and/or
FRBs will bring breakthroughs on the question of the progenitors of such sGRB
and/or FRB phenomena. To capture the sGRB and FRB follow-ups, which could
occur within tens of seconds of their associated CBCs, rapid identification and
localization of GWs are crucial.

1.4.1

Overview

The conventional matched filtering in the time domain involves the cross-correlation
between the waveform template and the data at any given time. It is computationally expensive due to the fact that CBC waveforms are long, and a large number of waveform templates are required to cover the CBC parameter space. The
conventional frequency-domain matched filtering using the fast Fourier transform
(FFT) is computationally cheaper but requires aggregation of data for processing,
which incurs a latency of induced aggregation time. More sophisticated methods have been developed to reduce the latencies for GW event detection while
keeping the computation tractable. There are the Multi-Band Template Analysis
(MBTA) [38; 39], the Low Latency Online Inspiral Detection (LLOID, multi-band
template filtering) [40; 41] and the time-domain Summed Parallel Infinite Impulse
Response (SPIIR) method [42; 43] developed for this purpose. The first two methods cut a given template into short segments to construct finite impulse response
(FIR) filters to solve the latency problem. The first method employs template
interpolation and the second method uses singular value decomposition to reduce
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the number of templates for filtering. On the other hand, the SPIIR method uses
a set of infinite impulse response (IIR) filters to approximate the template for filtering. It has been argued that the SPIIR method should be more efficient than
the conventional FFT-based method. Details of the SPIIR method can be found in
the next section. All three methods can have zero latency in theory. These three
methods have been incorporated into low-latency detection routines (pipelines) to
produce GW candidates from raw data. All the three routines have achieved less
than one minute latency during O1.
A rapid sky localization method for CBC sources was developed for the LIGOVirgo joint science run S6, and reached a latency of a few minutes [44]. However, the
error area for the sky location it produces is much larger than the area provided by
the full Bayesian parameter estimation methods, which take days to run [45; 46; 47].
A novel rapid Bayesian localization method [48] that uses the matched filtering
output, instead of the original data used by the full Bayesian method, has been
developed. It is a thousand times cheaper in computation, while being as accurate
as the full Bayesian estimation method. This method was deployed for the LIGO
O1 run and reached a latency of tens of seconds.

1.4.2

Summed Parallel Infinite Impulse Response (SPIIR)
filtering method

In this section, we give a brief introduction to the SPIIR filtering method. The
theory of the SPIIR method and its computational efficiency can be found in [42].
Its implementation and performance on real LIGO data can be found in [43; 18].
Our description of this method here uses the concept of convolution, different from
the descriptions in the aforementioned works.
IIR filters are widely used in signal processing for bandpass filtering. Here we
only discuss first-order IIR filters. The output of a first-order IIR filter y[k] can be
expressed as:
y[k] = a1 y[k − 1] + b0 x[k],

(1.83)
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where x[k] is the input data, and a1 and b0 are the coefficients for this filter. Its
impulse response can be expressed as:

yIR [k] =

k
X

b0 ak−j
1 .

(1.84)

j=0

a1 needs to be carefully chosen to make sure yIR [k] will converge when k → ∞, i.e.
the output y[k] will be stable. The filtered output of an IIR filter is mathematically
a convolution of the impulse response of the filter and the data, expressed as
y = x ∗ yIR ,

(1.85)

where ∗ denotes the convolution operator.
The matched filtering output can be expressed as the cross-correlation of the
“doubly-whitened” data dw (t) and a waveform h(t). dw (t) can be obtained from
˜ )/S̃n (f ). The
the inverse Fourier transform of d˜w (f ), which is given by d˜w (f ) = d(f
cross-correlation operator is related to the convolution operator by:
dw (t) ? h(t) = dw (t) ∗ h(−t),

(1.86)

where ? denotes the cross-correlation operator.
By comparing Eq. 1.86 with Eq. 1.85, we know that if we are able to design IIR
filters such that yIR = h(−t), we can reproduce the matched filtering output. The
time reversal of the template denoted by h0 (t) from the template given by Eq. 1.76
is
h0 (t) = A1Mpc (tc − t)eiφ(tc −t) .

(1.87)

Apparently, it is impossible to express a CBC waveform with only one firstorder IIR filter. A group of IIR filters are required where each approximates a
small segment of h0 (t). Denote the segment number as m, the start time of the
0

segment as tm = tc − tm , and the duration of the segment as Tm . The main goal
is to accurately approximate the phase evolution φ(t), as the cross-correlation is
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largely determined by φ(t). We use first-order Taylor (i.e. linear) expansion to
0

approximate the phase at t∗m = tc − t∗m and fix the amplitude for this segment. The
resulting approximate template waveform is then:
h0 appx (t) ' A1Mpc (t∗m )ei(φ(tm )+φ̇(tm )(t−tm ))) Πm (t),
∗

∗

∗

(1.88)

where φ̇ is derivative of φ and Πm (t) is a rectangular function that starts at tm ,
with a duration of Tm .
We write a1 in the form:
a1 = e−(γ+iω)∆t .

(1.89)

Note that we need to choose γ > 0 so that the IIR filter can be stable (i.e. converges). Comparing Eq. 1.89 with Eq. 1.88, we can choose
a1,m = e−(γm +iφ̇(tm ))∆t ,
∗

b0,m = A1Mpc (t∗m )ei(φ(tm )+φ̇(tm )(tm −tm )) ,
∗

∗

∗

(1.90)

as our approximation. This filter needs to be deployed at time lm ≡ tm to approximate this segment. (a1,m , b0,m , lm ) are called the coefficients of the IIR filter. The
response of this filter is:
um (t) = A1Mpc (t∗m )ei(φ(tm )+φ̇(tm )(tm −tm )) e(γm +iφ̇)(t−tm ) Πm (tm )
∗

∗

∗

(1.91)

To determine Tm where the linear approximation is valid, a tunable parameter
m is used. It is defined as:
1
m = | φ̈(t∗m )Tm2 |  1,
2

(1.92)

and usually we set m = 0.01. The expansion point t∗m is determined by another
tunable parameter αm as t∗m = tm − αm Tm . γm is the damping rate of the filter.
We set it to γm = βm /Tm where βm is a tunable parameter. βm can be understood
in that after using this filter for time Tm , its amplitude will have dropped to e−βm
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of the original amplitude. For convenience, the three parameters are set to be
the same for every segment. We construct IIR filters from t = 0 and repeat the
procedure of determining Tm and the filter coefficients until t = tc . This group of
IIR filters is called SPIIR filters.
We use the approximate waveform to normalize the coefficients. The approximate waveform, denoted by happx, SPIIR , is obtained by reversing the impulse response of the SPIIR filters. The impulse response of SPIIR filters is:

yIR,SPIIR =

k
X X

k−j
b0,m a1,m
.

(1.93)

m j=lm /∆t

The output of the IIR filters is:
zSPIIR [k] =

X

a1,m ym [k − 1] + b0,m x[k − lm /∆t].

(1.94)

m

To measure the approximation quality of the SPIIR filters, we define the overlap
as:
(happx,SPIIR | h0 )
p
λ= p
.
(happx,SPIIR | happx,SPIIR ) (h0 | h0 )

(1.95)

The higher the overlap, the shorter the segmentation of the template will be used for
q
a linear approximation, resulting in more SPIIR filters. (happx,SPIIR | happx,SPIIR )
is used to normalize the SPIIR filter coefficient b0,m .
For the non-spinning low-mass binary inspiral, where the frequency variation
is smooth, the number of IIR filters can be a few hundred. However, for the
asymmetric-mass inspirals or high-mass binary sources, where the merger and ringdown phases also play an important part, the frequency variation will be so sharp
that linear approximations of the waveforms are only valid in small regions. In
this case, the number of SPIIR filters can be over several thousands. Efforts have
been undergoing to reduce the number of filters by optimizing the three parameters
(a1,m , b0,m , lm ).
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1.5

CBC detection pipelines

A detection pipeline is an automated detection routine that processes the raw
GW strain data into GW source candidates. A pipeline needs to tackle the nonstationary and non-Gaussian noise problem, evaluate data from different detectors
simultaneously and estimate the significance of multi-detector candidates. Therefore it is much more complicated than just a filtering method. In this section, we
will present the main components of a CBC detection pipeline, and challenges for
pipeline improvement.

1.5.1

Pipeline components

Here, we briefly introduce the main components of a CBC detection pipeline. We
refer readers to Chap. 3 and Chap. 4 for examples of pipelines with more details.
• Power spectrum density estimation. The PSD of noise given by Eq. 1.65
needs to be estimated for matched filtering. What is available is data which
may consist of noise or noise and signals. Usually the median PSD from the
PSD estimations of partitioned segments of data is used to represent the noise
PSD; this should be robust against transient glitches and real signals.
• Matched filtering. Given a set of CBC waveform templates, the likelihoods
of matched signals in the data are evaluated at any given time. This is done
by matched filtering. Readers are referred to Sec. 1.4.1 for a summary of
conventional and low-latency matched filtering methods.
• Data quality vetos and additional veto tests. The DQ information described
in Sec. 1.3.3 can be applied to veto glitches in the data. Even with this, there
still are glitches remaining in the data, and the matched filtering output
(SNR) alone cannot distinguish them from signals. Additional signal-based
tests, such as a χ2 [49] test, and auto-correlation test [50; 51] have been
conducted in a pipeline to help further veto the glitches.
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• Candidate selection from multi-detector data. Searching data sets from multiple detectors for consistent signatures of a CBC signal can be done in two
ways, coincidence search [39; 52; 41] and coherent search [53]. A coincidence
search uses candidates from individual detectors and selects time-coincident
candidates. This method has proven to be very powerful in suppressing spurious noises. A Coherent search, that searches for the event time and other
parameters of a signal coherently, is the optimal search method in Gaussian stationary noise. In a non-stationary, non-Gaussian noise environment,
this method can reinforce the GW signal by coherently adding signals from
multiple detectors.
• Ranking statistic. For a multi-detector candidate, we need to evaluate its
statistical significance. One step towards this significance estimation is to
construct a single measurement, called a ranking statistic, that combines the
many statistical tests that we have done. The ranking statistic is essentially a
classifier - a terminology widely used in fields of pattern recognition and machine learning - to distinguish signal from noise. Currently, the ranking statistic in a pipeline is either constructed with empirical weighting factors [52; 53]
or following the Neyman-Pearson principle [41].
• Significance estimation. The ranking statistic needs to be mapped to the false
alarm probability/rate as the significance towards claiming a detection. In
order to estimate the significance, background (i.e. noise) samples need to be
constructed. A widely used method is the time-shift technique, which shifts
multiple detector data to construct the incoherent events as background samples [52; 53]. A recent method uses the non-coincidence events as background
samples for coincidence candidates [41].

1.5.2

Challenges

Here, we list the challenges to improve the four aspects of a pipeline:
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• Sensitivity. Detecting real GW signals as many as possible is an everlasting
task. The sensitivity of a pipeline is quantified by its detection efficiencies at
different false alarm probability/rate levels. It can be measured by performing
an injection of simulated GW signals on data which are believed to be purely
noise. The sensitivity of a search pipeline basically depends on every step
performed, and especially on the multi-detector candidate selection method
and on the capacity of the ranking statistic method to distinguish real GW
signals from transient noises. Due to the presence of non-stationary nonGaussian noise in the data, it is difficult to find the optimal method for
signal detection.
• Robustness. The robustness of a search pipeline requires that the pipeline
should have strategies to handle all kinds of possible noises or conditions. In
particular, the pipeline trigger rate should not fluctuate greatly upon unanticipated storms of detector glitches. This is especially important for an online
pipeline, as a high trigger rate may cause a database crash.
• Latency. Although current low-latency pipelines have achieved sub-minute
latency in the LIGO O1 run, the latencies of GW triggers need to be as
small as possible to increase the chance of capturing prompt EM follow-ups.
Investigation and reduction of the latency of each component of a pipeline is
absolutely necessary.
• Computational cost. Current CBC pipelines require millions of CPU hours to
complete the data processing of a science run. The basic operation of a CBC
search pipeline is the matched filtering to search for all possible forms of CBC
signals. The number of forms, i.e. waveform templates, is about 250, 000
for the LIGO O1 run, and can be over one million when aLIGO reaches
its design sensitivity. In addition, the filtering will be performed for each
detector, making the computational cost scale with the number of detectors.
On the other hand, advanced techniques such as the coherent search - that
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adds data from multiple detectors coherently requires even more computing
power compared to individual treatment of the detector data. Addressing the
computational challenge is among the highest priorities for a CBC search, and
actually for other data analysis and GW searches as well.

1.6

The aim of the thesis

In this thesis, we first present potential scientific breakthroughs which are expected
from GW-triggered EM observations of BNS mergers. Substantial effort has been
devoted to testing and improving a low-latency detection pipeline with the aim to
realize the GW detection requirements of such observations. Below is a chapterby-chapter summary of the remaining parts of this thesis.
Chapter 2 contains a published work on the prospects for low-latency GW
detection and prompt EM follow-up observations of BNS coalescences. We consider
an enlarging network of ground-based GW detectors, and select EM facilities from
low-frequency radio to high-energy gamma ray to assess all possible returns from
joint observations. My main contribution to this work is to investigate the early
warnings from GW detections and localizations using simulations of BNS systems
in the advanced detector era, with an enlarging detector network.
Chapter 3 describes the techniques of the existing low-latency SPIIR pipeline,
the improvement of the SPIIR filtering, and the testing of the pipeline. Each component of the pipeline, from data acquisition to coincidence candidate generation
will be introduced, and the latency for each component will be discussed. We have
tested this SPIIR coincidence pipeline in several of the LIGO-Virgo engineering
runs. We discuss in particular the latency and sensitivity performances during the
LIGO-Virgo 5th engineering run (ER5).
Chapter 4 presents new developments for the low-latency SPIIR pipeline. We
derive a coherent search statistic using singular value decomposition. We provide
the implementation details of our coherent search. We develop a new ranking
statistic to measure GW candidates from the coherent search. We present the
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performance of this new pipeline using realistic LIGO data and a preliminary report
on the performance of the pipeline during the LIGO O1 online science run.
Chapter 5 presents the improvement of the GPU acceleration of the SPIIR
filtering method by exploiting the features of the Maxwell-generation GPUs. Furthermore, we extended our GPU acceleration to the sampling-rate alterations of
the multi-rate filtering scheme. This GPU-accelerated scheme was incorporated
into the SPIIR pipeline and the speed improvement of the pipeline is reported.
Chapter 6 summarizes the key results of this thesis, and discusses the directions
for future research.

Chapter 2

Capturing binary neutron star
mergers

This chapter explains why there is a need to detect and localise compact binary
coalescence (CBC) signals in low latency. It consists of a paper we published
in MNRAS [54]. My main contribution to this work is to investigate the early
warnings from GW detections and localisations using simulations of binary neutron
star (BNS) systems in the advanced detector era, and to write 50% of this paper.
Sec. 2.1 to Sec. 2.8 are adapted from the paper with slight modifications of language,
with elimination of repeated content, and with footnotes to indicate places where
we have updated information.

2.1

Introduction

The LIGO detection of GW150914 from the inspiral and merger of a pair of black
holes has ignited a new era of astronomy [14]. To fully exploit this new frontier it has been expected that triggered follow-ups by facilities operating outside
the GW spectrum will become common place. During this new multi-messenger
era, prompt electromagnetic follow-ups from low-latency GW triggers can provide
a pan-spectral pathway of understanding into the inner engines and underlying
mechanisms behind a multitude of GW sources.
The Advanced LIGO [aLIGO; 55] detector launched its first science operations at
sensitivities that would allow the detection of coalescing systems of binary neu43
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tron stars (BNSs) in the range of 40-80 Mpc1 ; aLIGO will be followed by Advanced
Virgo [AdV; 56] later this year (2016). 2 By 2019 aLIGO is expected to reach design
sensitivity, with a BNS detection range of 200Mpc. AdV is expected to reach this
milestone by 2018 with BNS observations out to a distance of 130Mpc [56]. Other
second-generation detectors are also planned or undergoing construction. KAGRA,
a Japanese instrument, is envisioned to begin operation in 2017 [21] and fulfill its
baseline design around 2018-2019 [57]. LIGO-India [58] has obtained approval and
is expected to be operational from 2020, reaching a design sensitivity at the same
level as aLIGO no earlier than 2022 [58].
Coalescing systems of BNSs are promising sources of GWs due to the fact that
the inspiral phase is well modelled by the post-Newtonian (PN) approximation.
The relatively low masses of BNS systems mean that these events will span most
of the frequency band of aLIGO detectors. At design sensitivity, aLIGO is predicted
to make 0.4 to 400 BNS detections per year according to current rate predictions
[59; 60]3 . The coalescence rate of of binary systems comprising of neutron stars and
black holes (NS/BH) and binary black holes (BBH) are less confidently predicted
due to a sparsity of observational data. Studies have predicted yearly detection
rates of order 0.2 – 300 detections for NS/BH events and 0.4 – 1000 for BBH
events [62]4 . For systems including at least one BH the detection of GW150914 is
important as it proved that BH birth kicks do not always break up the evolutionary
formation channels for these sources [64].
Multi-messenger astronomy is one of the highly prioritized research areas in the
GW community [65]. Complementary observations from electromagnetic (EM),
neutrino or high energy particle facilities would not only improve the confidence
of a GW detection, but also maximise the science return by providing a wealth of
1

This range refers to the detectable range averaged over all sky locations and source orientations for BNS systems with individual masses of 1.4 M . It is approximately 1/2.26 of the
horizon distance - the range for optimally oriented and located sources.
2
Advanced Virgo is planned to join aLIGO in late 2017.
3
The BNS event rate has been updated according the the aLIGO first Science run [61].
4
The NSBH and BBH event rate have been updated according the the aLIGO first Science
run [61; 63].
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additional astrophysical information. A number of plausible EM emission mechanisms and end products that could be produced during the inspiral and merger
phase of coalescing compact objects have been proposed. We summarise some of
the popular scenarios in Figure 2.1; predictions are highly uncertain as illustrated
by the various pathways and end products and could involve combinations of BHs
and/or magnetar formation or Fast Radio Bursts (FRBs). The anticipated onset
time, duration, and observable wavelengths shown suggest that transient EM emission could possibly occur within a few seconds after the binary merger [66; 67]. To
catch these events, generating GW event triggers without delay (thus low-latency)
and obtaining prompt EM follow-ups are crucial. Achieving joint GW-EM observations of these events could reveal the major processes and interactions at play
during the binary merger process (see detailed discussion in Sec. 2.5).
A significant effort from both GW and EM astronomy community has been
undertaken to achieve prompt GW-triggered EM followup observations [85; 86],
though as yet, no joint GW-EM detections have been made. Recent developments
in the areas of astronomical and computing technologies in the following three
fronts will further improve the chance of catching EM transients during the binary
coalescence:
(i) Advances in low-latency GW search pipelines that are capable of generating
event triggers within minutes upon the arrival of a detectable signal.
(ii) Localisations are likely to improve as more GW detectors are constructed.
(iii) Development of wide-field EM telescopes capable of rapid response within
tens of seconds and with fields of view (FoV) comparable to the error area of
GW source sky direction (typically tens of square degrees for the aLIGO/AdV
network).
The first point has been studied since the initial LIGO era and a number of
low-latency GW trigger-generation pipelines have been proposed and tested [87;
38; 40; 42; 43]; the prospects of rapid alerts from GW events are discussed in [86].
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Figure 2.1: A cartoon illustrating some of the possible multi-messenger pathways
and end products of coalescing systems of NSs and BHs in different energy bands.
We also show the approximate timescales from GW merger. Short duration gamma
ray bursts (SGRBs) are strongly linked with the merger of of compact objects
[32; 33; 68; 69; 70; 71; 72] and could be accompanied by an optical flash or a fast
radio burst [FRB 73]. If a stable or supra-massive magnetar is formed, the long
lived X-ray plateaus observed in many SGRBs could be the signature of direct
dissipation of magnetar wind energy [74; 75; 76]; the collapse of a merger product
to a black hole could also produce an FRB [77; 78]. At later times predictions for
an optical/IR kilonova [79; 80; 81] have gained support though recent observations
[82; 83]. For a relatively small opacity, a kilonova precursor may appear early
enough which would benefit from the low latency observations [84].
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The benefits of a larger network given in the second point have prompted studies
of source localisation by advanced networks by a number of authors [see the studies
of: 58; 88; 89; 90; 91; 92]. Key aspects of source localisation and estimation of
localisation accuracy have investigated in [93; 94; 95; 96; 97; 98; 99]. For lowlatency detections, studies of the early localisation of BNS sources when their
GWs are detected 10s of seconds before the merger can be found in [100; 40].
A recent study of the sky localisation [101] for the early detector network
expected in 2016-17 indicate that the error in GW localisation will be of order
200 deg2 . Methods of identifying GW sources from a large sky error regions will
therefore have great importance and have been proposed in [102; 103; 104].
To combat the large error regions the range of wide-field EM instruments that
are in operation or are being developed across the entire range of the EM spectrum
will be important. Additionally, the possibility of capturing the early EM emissions
can be provided through low-latency alerts; this will require fast response EM
instruments. A range of such instruments from high to low energy will be fully
discussed in Sec. 2.4.
This paper will investigate the types of breakthrough science that will be possible through the low-latency detection and localisation of BNS GW events, in
particular, how these will enable prompt GW-EM observations of BNS coalescence
in the era of advanced detectors. While the science of GW-EM astronomy has
been widely investigated previously for longer time scale EM emissions [65; 66,
e.g.] the feasibility to capture prompt and early EM emissions from binary mergers has not been studied before. To examine the possible EM responses, we use
a comprehensive simulation that extends on previous investigations of the early
detection and localisation of compact binary coalescence (CBC) sources by extensively sampling a range of parameters of the NS waveform and sky localisation. We
produce statistics showing the expected number of detections and their sky localisation error regions at different times before merger. Based on these results, we
for the first time extrapolate the temporally complete EM data currently available
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Table 2.1: The workflow of a low-latency CBC detection pipeline showing the latencies achieved in science and engineering runs as well as a projected optimistic
latency. The LIGO S6-Virgo VSR2/VSR3 joint observing run was performed during 2009-2010; ER5 and ER6 were engineering runs used to streamline data analysis
pipelines by simulating the environment of a real science run. ‡ This assumes that
vetting can be eliminated through automatic processing.
Process

GW data acquisition, calibration & distribution
GW trigger generation
Follow-up preparation
Human vetting

Latency in S6VSR2/VSR3
joint run
1 min

ER5/ER6
† latency

Optimistic
latency

∼10s

O(1)s

2∼7 mins
2∼3 mins
20∼30 mins

∼40s
∼ 60s
N/A

O(1)s
O(1)s
0s ‡

for SGRBs to investigate the capacity of EM instruments for short time scale EM
follow-up observations through the γ-ray, X-ray, optical, and radio. We consider
a range of possible emission mechanisms for BNS mergers; some of the possible
pathways and end products are illustrated in Figure 2.1. Furthermore, our investigation uses the full compliment of GW detector network configurations that will
be available through the advanced detector era by including KAGRA, LIGO-India
and a proposed southern Hemisphere detector AIGO.

The paper is organized as follows: in Sec. 2.2 we describe the framework we use
to simulate the GW detection and localisation and provide these results in Sec. 2.3.
In Sec. 2.4 we discuss the potential of EM telescopes for rapid follow up observations
and in Sec. 2.5 provide a review of some of the possible EM emissions that could be
captured by prompt observations. Then in Sec. 2.6 we use our simulated detection
and localisation statistics with observational data to determine the astrophysical
implications of low-latency GW detection and prompt EM follow up. We then
summarise our findings in Sec. 2.7.
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Methodology

2.2.1

GW detection
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The detector response of a GW signal is described in detail in 1.2.2. In this chapter
we only consider GW signals from non-spinning BNS coalescences.
Matched templates are constructed from the CBC parameter space to perform
filtering on the detector data to search for and extract GW signals [26]. The
output of matched filtering is the signal-to-noise ratio (SNR), from which a selection
criteria is applied to yield credible GW triggers. Throughout this paper we assume
that our detections yield an optimal SNR for each source; that is we assume the
template matches the source exactly.
For a network of detectors, two strategies can be considered to select GW candidate triggers. The coincident selection criteria (which we refer to as the triggering
criteria in the later part of the paper) requires at least two detectors to detect
signals above a predefined SNR threshold. A coherent selection criteria assumes
that data from different detectors form coherent responses from the source; thus a
single statistic is produced and applied against a threshold for trigger generation.

2.2.2

Latency of GW event triggers

The latency of a GW detection pipeline is defined as the time elapsed from when the
source has sufficient SNR for detection to the time it is registered in the GW event
database5 . Tab. 2.1 outlines the workflow of a typical low-latency CBC pipeline
showing the latencies achieved in the LIGO S6-Virgo VSR2/VSR3 joint observing
run, the ER5 and ER6 engineering runs as well as a projected optimistic pipeline.
The workflow was first practiced in the latest joint LIGO/Virgo science run [85]
and the latency is shown in the second column of Tab. 2.1. In this process detector
data was acquired, conditioned, and distributed. Candidate triggers including CBC
triggers were generated by different low latency GW search pipelines and submitted
5

GraceDB: The Gravitational-wave Candidate Event Database

50

CHAPTER 2. CAPTURING BINARY NEUTRON STAR MERGERS
80

(a)

Declination [ degs]

60
40
20
0
−20
−40
−60
−80

350

300

250

200

150

100

50

0

Right ascension [ degs ]

(b)

Normalised frequency

0.12
0.1
0.08
0.06
0.04
0.02
0

0

50

100

150

(c)

Normalised frequency

Inclination angle [ degs ]

0.25
0.2
0.15
0.1
0.05
0
1.05

1.1

1.15

1.2

1.25

Chirp mass

(d)

Normalised frequency

0.25

0.2

0.15

0.1

0.05

0
2.4

2.5

2.6

2.7

2.8

2.9

Total mass

Figure 2.2: The parameter distributions for the detected sample of sources. We
show the distributions of: (a) sky location;(b) inclination;(c) chirp mass and (d)
total mass.

2.2. METHODOLOGY

51

to the database. Significant events were then selected and validated manually to
form alerts to participating EM observatories. The total time lag was of order 30
mins of which 20 mins consisted of human validation. The third column of Tab. 2.1
shows the results of a recent engineering run with low-latency pipelines specific to
search for CBC signals and the final column shows estimated optimistic latencies
possible in the future.
GW detector data are first acquired onsite and calibrated and distributed to the
computing node where search pipelines are running. From the latest engineering
runs, this process takes of order 10 seconds. In principle, there is no intrinsic obstacle preventing this procedure to achieve minimal latency. Therefore, we assume
in the most optimistic scenario that data can be packed, calibrated and distributed
within O(1) s.
At the time of writing, three low-latency GW search pipelines have been implemented for the LIGO-Virgo collaboration to search for CBC signals [87; 38; 40;
42; 43] 6 . These three search pipelines have all achieved an average of around 40s
latency from the time of data acquisition to trigger registration. This latency is
mainly due to the processes of data whitening, filtering, and coincident analysis.
By employing high-performance computing hardware such as graphic processing
units (GPUs) [105; 106] and new high-performance algorithms, this latency could
be further reduced. We assume in the future O(1)s latency for filtering and trigger
generation from multiple detectors can be achieved in the most optimistic case.
The third row of Tab. 2.1 shows the latencies introduced through follow-up
preparation, which includes the gathering of event parameters, e.g. sky localisation
and calculating telescope tilings. The main latency of this part comes from event
localisation. A low latency localisation pipeline BAYSTAR7 has been developed and
tested [48] and has achieved latencies in localisation of seconds; the run time of
this method is shown to be almost perfectly proportional to the number of CPU
6

As the time of thesis submission, there are four low-latency pipelines including pycbc
live [52]
7
BAYESian TriAngulation and Rapid localisation
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cores. Thus this latency could be largely reduced and in the optimistic scenario we
assume O(1)s latency for this procedure.
Human vetting introduces the highest latency as the first detections needs to be
validated carefully. It is natural that once enough detections have been recorded,
the knowledge gained will allow this part of the routine to be eliminated by vetoing
candidates automatically. We therefore estimate O(1) s for the optimistic case.
In summary, we consider several latency scenarios that include both GW detection and localisation for GW triggering: an ideal zero latency and latencies of
[1s,10s,40s] which takes into account the range of extreme to plausible latencies to
send out a GW trigger. In Sec. 2.5, our discussion is focused on a latency of 40s
which is achievable in the coming science runs and an optimistic latency of 1s.

2.2.3

Sky localisation accuracy

To determine the localisation accuracy of the detected GW events, we utilize the
formalism in [95] who used the Fisher information matrix to derive a geometrical
expression for sky localisation accuracy. According to the Cramér-Rao bound [30],
the lower bound of the variance of any unbiased estimator is determined by the
inverse of the Fisher matrix Γ. Using this property, one can calculate the lower
bound on the localisation error area. This estimation is applicable to any unbiased
estimators and to all GW waveforms. This method is also used in [91] for a sky
localisation comparison of different detector networks.
Wen & Chen [95] presented angular resolution formulae, i.e. standard deviation of angular location, for two different detection scenarios: a best case scenario
assumed that the waveform was known but the arrival time was unknown; a worst
case scenario assumed that both these quantities were unknown. The calculations
include both phase and amplitude information of the signal. The angular resolutions derived from the best case scenarios were shown to be around half the areas of
those determined assuming the worst case scenario [92]. In this paper, we assume
the best case scenario to calculate angular resolution for each detection. This is
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given as:
√
∆Ω = 4 2πc2

s

P
( i ξi )2
P
,
2
J,K,L,M ξJ ξK ξL ξM |(rKJ × rM L ) · n|

(2.1)

for three or more detectors with n the direction of the source which is a function
of right ascension α and declination δ and rKJ the distance vector from detector K
R∞
to detector J; the quantity ξi = −∞ f 2 |z|2 df can be interpreted as noise-weighted
energy flux received by the ith detector and z is the SNR (as discussed in Sec. 2.2.1).

2.2.4

Monte-Carlo simulation

To produce a sample of detection statistics we simulate a population of 20,000
BNS sources. Our Monte-carlo code extends other studies by considering a full
complement of parameters for the BNS waveform and the sky location. The values
of right ascension α and polarization angle ψ are draw from a uniform distribution
within the range [0, 2π]. Values for the declination δ angle and inclination angle ι
are drawn from a distribution of cosine values uniformly distributed over the range
[−1, 1]. For each event a source distance r is chosen from within [10, 500]Mpc; this
range encompasses the horizon distances of 428Mpc for aLIGO, 332Mpc for AdV,
and 322Mpc for KAGRA. For the component masses of each event we assume a
Gaussian distribution based on the study in [107]; this study suggests that the
mass distribution of BNS systems peaks around 1.33M with a standard deviation
of 0.05M .
It is expected that the aLIGO-Livingston (denoted L), aLIGO-Hanford (H),
and AdV (V) detectors will reach their full sensitivities around 2019. To model
the sensitivities of the advanced LHV detector network, we use the ‘zero tuning,
high power’ spectral density noise curve in [108] for aLIGO-Livingston and aLIGOHanford; for AdV we use the spectral density curve in [109].
Our triggering selection criteria requires a SNR of 7.5 in at least 2 detectors
8

. This is equivalent to 91% of the reach of a single aLIGO detector triggering off
8

We note here that the detection pipeline gstlal is configured to use a single detector threshold
SNR of 4.
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an SNR of 8; this also translates to a 194 Mpc horizon distance. Assuming there
will be tens of detections of an LHV network per year, we present our detection
estimates as percentages - this allows the statistics for different thresholds to be
easily obtained through scaling.
We obtained a total of 1010 LHV coincident detections from our simulated
population of 20,000 sources. For an enlarged detector network we assume the
same coincident threshold. The key statistics will be presented in Sec. 2.3.3. We
note that some studies have used a coherent analysis threshold to select sources,
e.g. [91]. The coincident selection thresholds shown here can be simply converted to
corresponding coherent analysis thresholds via the detection volume. The statistics
of detections from coherent analysis should be similar to the statistics of detections
shown in the following section.

2.3
2.3.1

Results for GW trigger events
Parameter distributions of detected GW Events from
LHV network

Fig. 2.2 shows the distributions for the different parameters of the 1010 simulated
BNS detections for an LHV network in the advanced era. Fig. 2.2 shows that the
distribution of detected sky locations is bimodal. The locations of maxima and
minima are consistent with the landscape of the antenna power pattern of a LHV
detector network [e.g. Fig.2 in 110]. As shown in several studies [100; 91; 110]
adding more detectors to GW search will significantly improve sky coverage.
The distribution of detected inclinations shown in Fig. 2.2b is bimodal and
shows a detection preference towards low inclination angles. We note however that
the fraction of detected inclinations below 25◦ is less than one quarter [see also 91].
The distributions of the chirp mass and total mass of sources are shown in Fig. 2.2c
and Fig. 2.2d.
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The localisation of BNS detections

In this section we present the localisation evolution statistics for the LHV detections and for an extended detector network that covers the entire parameter space
of possible BNS sources. There is a crucial interplay between sending out a prompt
alert to an EM facility and surveying the GW error region before the EM source
fades. An early trigger can allow a telescope to get on source, but at the expense
of a larger GW error region. The situation will vary significantly for different types
of telescope and is also dependent of the type of EM emission. In preparation for
the later analysis of EM follow-up in Sec. 2.4 we have calculated the percentage
of sources detectible within different sized error regions at different times before
merger. We note that previous studies have calculated the evolution of the localisation property with time using a qualitative analysis [e.g. 40] rather than the
quantitative approach adopted in this paper.
Fig. 2.3 displays the percentile charts for the evolution of network SNR (Fig. 2.3a)
and localisation error area (Fig. 2.3b) for the 1010 LHV detections as they approach
merger (t=0). The network SNR is calculated as root-sum-square of individual
SNRs. The plot shows that the median network SNR (thick solid line) is less than
5 at 100s before coalescence. This SNR increases by 1 every 10 seconds during
-100s to -10s and by 0.5 every second during -10s to -1s before reaching a SNR of
16 at merger. We find that 10% of the detections will yield a SNR greater than 27
at merger time which corresponds to a localisation area of around 5 deg2 .
Fig. 2.3a shows the percentile range of localisation error areas at 90% confidence
level as a function of time before merger. On average, the angular resolution
is about 30000 deg2 at -100s. As the network SNR increases, this improves to
< 5000 deg2 at -40s, < 500 deg2 before -10s and less than a hundred square
degrees at -1s. These results support the early localisation results of a number of
recent studies: see for example [40; 100] and Ch.3, Fig. 3.3 in [111].
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Table 2.2: The detection statistics obtained for different advanced detector networks shown in the first column. The second column shows the relative detection
capability of each network in comparison to LHV. Columns 4 to 7 provide two
sets of statistics at different times before merger for each detector network: in the
first row we provide the percentage of detections achieved pre-merger; the second
row gives the sizes of the error regions required to contain 10%, 50% and 90% of
the detections at exact times before merger. ‡ This number is lower than that of
LHVI/LHVA network as the sensitivity we adopted for detector J is 0.75 of that
of detector I/A.
Network

Detection capability

LHV

1.00

LHVJ

1.12 ‡

LHVI

1.28

LHVA

1.27

LHVJI

1.35

LHVJIA

1.57

2.3.3

Percentage detected
[10%/50%/90%] error regions
Percentage detected
[10%/50%/90%] error regions
Percentage detected
[10%/50%/90%] error regions
Percentage detected
[10%/50%/90%] error regions
Percentage detected
[10%/50%/90%] error regions
Percentage detected
[10%/50%/90%] error regions

[deg2 ]
[deg2 ]
[deg2 ]
[deg2 ]
[deg2 ]
[deg2 ]

40s
9%
300/1000/2200
8%
240/820/1600
9%
120/380/910
9%
80/310/850
8%
100/340/830
9%
60/180/400

Time before merger
10s
1s
35%
76%
70/270/780 20/80/240
32%
76%
50/200/470 10/40/120
33%
75%
40/130/350 10/40/100
35%
76%
30/90/250
9/30/80
32%
75%
30/110/300
9/30/80
33%
75%
20/60/140
6/20/40

0s
100%
5/20/50
100%
3/10/30
100%
3/9/20
100%
2/6/20
100%
2/7/20
100%
1/4/10

Improved early warning events with a Larger Detector Network

In this section we investigate the benefits of an enlarged GW network in terms
of early detection and localisation; the scenarios considered are applicable to the
advanced detector era beyond 2019. We consider a number of additions to the LHV
network: these are KAGRA (labeled as J), the proposed Indian detector: LIGOIndia (labeled as I), and AIGO (labeled as A). Though AIGO is not approved
financially at the moment, it is considered here for comparison. As in Sec. 2.2.4 we
use the aLIGO spectral density for LIGO-India and AIGO, and the spectral density
from [21] for KAGRA. For the non-approved projects, AIGO and LIGO-India, the
detector orientations are certainly unknown. We chose arbitrary orientations for
both projects. As we evaluate the sky localization capability for each detector
network statistically, this arbitrary choice will not affect the conclusion which is
about the statistical performance of each network. The main results are given in
Tab. 2.2 and Fig. 2.4.
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Figure 2.3: Percentile curves of (a) network SNR and (b) ∆Ω (error box at 90%
confidential level) as a function of time before merger for the simulated BNS triggers
obtained by an LHV network.
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Figure 2.4: Median localisation error areas (at 90% confidence level) of detections
at exact times prior to merger for different detector networks. The fluctuations
seen at early times are due to the smaller number of detections in that regime.
The second column of Tab. 2.2 shows the detection capability of different detector networks in terms of the number of detections normalized to that obtained
from a LHV network (the reference detection capability of LHV is given here as
1.00). For larger network configurations, we find that the detection capability is
improved considerably. Using the same coincident triggering threshold for different
detector networks (assume the duty cycle for each detector is 100%), we obtain
1133 detections for LHVJ, 1291 detections for LHVI, 1366 detections for LHVJI,
1280 detections for LHVA, and 1584 detections for LHVJIA. The detection capability of a larger detector network depends on the sensitivities of the additional
detectors. We find that adding a single detector with the same detection capability
as aLIGO to the LHV network will increase the detection rate by about 30% while
adding KAGRA to the LHV network will improve the detection rate by 12% as
the sensitivity of KAGRA is 0.75 of that of aLIGO. The detection percentage for
each network at different times of the final merger phase is shown in the first row
for each network configuration.
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Tab. 2.2 also shows localisation achievable at exact times before merger for
different GW network configurations. We illustrate this by showing the sizes of
the error regions required to contain 10%, 50% and 90% of the detections. All the
error region numbers are estimated at the 90% confidential level. We find that
adding a KAGRA or LIGO-India instrument to the LHV network can improve the
localisation by a factor of 2. Increasing the network to five detectors can lead to a
factor of 3 improvement. Adding AIGO on its own results in an improvement that
is equivalent to adding both KAGRA and LIGO-India due to the longer baseline
and optimal location. Adding AIGO to the 5-detector network, can further improve
the localisation by a factor of around 2 – this is a factor 5 improvement over the
initial LHV network.
An important fact is that only a fraction of detections can be detected at times
prior to merger. We take this into consideration and show the localisation error area
for the detections at different times prior to merger. Fluctuations of localisation
error area at early times in Fig. 2.4 are due to small number of detections in that
epoch. We note our estimated localisation error areas determined near merger
time are comparable, though slightly more optimistic than [88] and [58]. Whilst
the aforementioned studies used the Fisher matrix for the triangulation localisation
method, our estimates are based on the Fisher matrix regardless of the localisation
method, thus represent a lower limit of all non-biased estimations.
In practical terms, the latencies introduced in the GW-EM effort will affect
the timing of the EM followup observation and therefore constrain the phenomena
we are able to observe. Using Tab. 2.2, one can easily consider different GW-EM
reaction latency scenarios and find the detection ratio and localisation error area
for follow-up observations at merger or at post-merger timescales. For example,
assuming a 40 second total reaction latency – incorporating the whole GW trigger
generation and EM-followup readiness latencies – can be achieved, those GW events
that pass the GW triggering criteria 40s before the merger can potentially be
observed right at their merger time by EM instruments with wide FoVs and rapid
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responses. For the LHV network, which is expected to be operational at early stage
of advanced era, around 9% of all detections can be observed at the merger time
within 40s. The median localisation error area of the detections at the merger time
is over 1000 deg2 . The median localisation error area can be brought down to about
400 deg2 by an LHVI detector network and 10% detections of LHVI network at the
merger time could be localised within 120 deg2 . With a five-detector network, 10%
of the detections could be discovered and localised within 100 deg2 at the time of
merger.
If a greater effort could reduce the total reaction latency to 10 seconds (this
highly optimistic scenario would require an EM facility to be on source), the detection ratio at the merger time will be raised to around 33% for the six networks
which is three times the observed detections at 40 second latency. More importantly, the localisation accuracy is also three times better than that achieved with
40 second latency. For the LHV network, the median localisation area is improved
4-fold to 270 square degrees and 10% of detections could be localised within 70
deg2 . Adding KAGRA or LIGO-India into the LHV network will improve the localisation to less than 50 deg2 for 10% of their detections. The localisation accuracy
will be further brought down to about 30 deg2 for a network of LHVA or LHVJI of
10% of their detections. The best localisation accuracy comes at an operation of
six detectors with around 90% of the detections localised to within 140 deg2 . We
consider further the possibilities of existing EM facilities in the next section.

2.4

EM telescopes for prompt GW follow-up observations

In this section we will discuss some of the EM instruments in different EM wavelength bands that will be able to facilitate prompt GW follow-up – we consider
a selection from those that currently have MoUs for aLIGO/AdV follow-ups in
place. We focus first on the high energy which is traditionally low latency (usually
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Table 2.3: The properties of some of the high-energy instruments planned to be
operational during aLIGO. NOTES: § Sensitivity approximated using equation (3)
of [76] Fx,th = 6 × 10−12 /Tobs erg sec−1 cm−2 and assuming Tobs = 10s. † Sensitivity
over 100s estimated using Fig 2. of [112] and converted to erg sec−1 cm−2 using a
standard band function with α = −1, β = −2.25 and EP = 511 keV. [ Approximated using [113]. \ Sensitivity in survey mode based on [114] in which exposure
time includes an estimate of the required slewing times to tile a 1000 deg2 area
using convergent pointing mode.
Instrument

Energy Range

Swift - BAT
Swift - XRT §
Fermi - GBM
Fermi - LAT†
CTA [
CTA (Survey mode) \
H.E.S.S. [
SVOM - ECLAIRS
SVOM - MXT

15-300 keV
0.3-10 keV
8 keV –40 MeV
0.02-300 GeV
0.03 – 100 TeV
0.03 – 100 TeV
0.05 – 20 TeV
4-250 keV
0.2-10 keV

FoV
[deg2 ]
4600
0.15
30000
8000
6 – 8 deg2
∼1000 deg2
15
89
64 arcmin

Sensitivity
[erg sec−1 cm−2 ]
1.2 × 10−8
6 × 10−12
4 × 10−8
1.4 × 10−7
6 × 10−9 @ 25GeV
6 × 10−8 @ 25GeV
∼ 6 × 10−8 @ 25GeV
7.2 × 10−10
5.6 × 10−11

Exposure Time

Response Time

Ref

10
100s
1000s
1000s
1000s
1000s
10s

Coincident Observation
1-2 hours
Coincident Observation
30s post GBM trigger
20–60secs
20–60secs
30s
∼ 1-2 hours
∼ 1-2 hours

[115]
[115]
[116]
[116]
[114]
[114]
[114]
[117]
[117]

employing triggering instruments) but will not be fast enough unless there is an
agreement for prompt Target of Opportunity (ToO) in place; we note that highenergy observations of GRBs over the last two decades have produced significant
science returns in this domain. We then discuss optical telescopes which is proven
for low latency through the successful use of fast response instruments for GRB
follow-up. Finally we consider radio which though electronic steering and/or rapid
slew-times, can make rapid response follow-ups achievable.

2.4.1

X-ray and γ-ray follow-ups

Tab. 2.3 shows the various properties of some of the high energy instruments with
LIGO/AdV MoUs in place.
Space based γ-ray follow-ups will be led by Fermi and Swift. These instruments provide the capability for the discovery of simultaneous EM counterparts;
in this respect the large FoV of the Fermi-GBM, which sees almost the entire unocculted sky can be advantageous. A typical follow-up procedure will be to search
through the data for a coincident signal from a location of the sky consistent with
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Table 2.4: The properties of a selection of the optical telescopes planned to be
operational during aLIGO.
Telescope
TAROT
SkyMapper
Zadko
Pan-STARRS
GOTO
BlackGEM
Zwicky Transient Facility (ZTF)
Ground
based
Wide-Angle
Camera (GWAC)

FoV
[deg2 ]
3.5
5.7
0.15
7.0
18.0-36.0
40.0
47

Limiting Magnitude
R-band
18
21
21
24
21
22
20.5-21

Exposure

Ref

60
110s
180s
30s
5m
5m
30s

[118]
[119]
[120]
[121]
[122]
[123]
[124; 125]

8000

16

10s

[126]

the LIGO error region. Assuming coincident [GW/Fermi onboard] triggers, the
response time will be around a few minutes. If there are no on-board triggers, a
sensitive search through the Fermi data set will require of order 4-12 hours. The
Fermi-LAT can provide more information of the high energy afterglow. Typically
the LAT autonomously re-points after a GBM trigger with a processing delay of
around 30s. If no on-board trigger is available, a ground based search of the data
can be initiated; the latency will depend on the time between the GW candidate
and the data downlink9 and processing, of order one to a few hours.
The Swift γ-ray instrument is a wide-field (1.4sr) coded mask hard X-ray imager (Burst-Alert-Telescope; BAT). Although the Swift-BAT is more sensitive than
the Fermi-GBM, it observes softer γ-rays; this last point is important for FermiGBM, follow-ups as SGRBs associated with BNS mergers have harder spectra than
LGRBs.
In terms of identifying transients, follow-ups in the X-ray have the advantage of
a less crowded sky than that of the optical. For X-ray follow-ups the Swift-XRTs
rapid slew time is particular advantageous; this has resulted in this instrument
9

The communication going from the satellite to the ground
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accumulating around 200 GRB redshifts through co-ordinated observations with
ground based telescopes. The Swift-XRT is able to respond rapidly to a BAT
detection of new transient, localising to within 1-3 arcminutes and then distributing
the position via the Gamma-ray Coordinates Network (GCN) within a 20 second
window.
Swift demonstrated the feasibility of rapid high energy ToO follow-ups by
conducting the first multi-wavelength follow-up observation during the 2009-2010
LIGO/Virgo science run [127]. Swift followed-up and observed the sky locations
for two candidate GW events within 12 hrs, using a specially designed strategy to
target the most probable positions that the GW event originated from. To improve ToO requests with large positional uncertainties, Swift implemented tiled
XRT observations in late 2011. However for this instrument, at the present time,
a response time to ToO of order 1-2 hours [128] by the on board X-ray telescope
(XRT) effectively rules this instrument out in terms of low latency follow-ups. If
however, in the future, aLIGO could send triggered alerts directly to Swift without
human intervention, a slew of order 10s of seconds would result in early follow-up
observations of the X-ray light curve.
In addition to the Swift XRT, Astrosat10 , an Indian multi-wavelength satellite
was successfully launched in September 2015. Astrosat has instruments covering
the UV (UVIT), Optical, Soft & Hard X-ray (the Cadmium Zinc Telluride Imager;
CZTI). For follow-up operations, once a counterpart is identified, re-pointing will
bring the target within the FoV of the other instruments for simultaneous coverage
from optical though to hard X-ray. For low-latency follow-ups, CZTI, the hard
X-ray coded aperture mask instrument with a 36 deg2 FoV will be the most useful
instrument. As contact with the spacecraft is designed to take place once in an
orbital period of 100 minutes, this is typically the fastest time scale over which a
slew can be commanded; ToO decision making may also be added to this response
time. However, one low-latency scenario exists, in that if there was significant hard
10

http://astrosat.iucaa.in/
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Table 2.5: The capacity of radio telescopes in consideration. \ APERTIF will
be able to cover 100 deg2 at lower sensitivity in a “fly’s eye” mode. † LOFAR
sensitivities quoted for an observation comprising of a total bandwidth of 7.8 MHz
and a 1 hour integration time assuming 6
sub-array pointings are created, calculated using http://www.astron.nl/~heald/
test/sens2.php
Name

Frequency Range

MWA
ASKAP
LOFAR LBA (Inner)
LOFAR HBA (Core)
APERTIF

80-300 MHz
700 MHz-1.8 GHz
10-90 MHz
110-250 MHz
1-1.7 GHz

FOV (sq-degs)
[sq-degs]
610 deg2 @150 MHz
30 deg2 @1.4 GHz
450 deg2 @60 MHz
48 deg2 @180 MHz
8 deg2 @1 GHz (>100 deg2 )\

limiting flux density

Response Time

Ref

20 mJy
640µJy beam1 (10s int)
5 mJy @60 MHz
0.6 mJy @180 MHz
0.1 µJy

<
<
<
<

[129]
[130]
[131]
[131]
[132]

10s of secs
mins
min
min

X-ray/γ-ray flux in the (100-1000) keV band, the CZTI would detect the flash
without re-pointing. Over this energy range the CZTI acts like a open detector
with a 2π FOV; we note however that there will be no localisation capability at
these energies.
Ground based Gamma-ray detectors can also contribute to the GW follow-up
effort through the Cherenkov Telescope Array [CTA; 133]. The CTA is a next generation ground-based instrument that will begin construction around 2016, with
full operation expected by 2020. CTA will improve over previous experiments (
H.E.S.S, VERITAS11 and MAGIC12 ) through increased sensitivity, angular resolu0

tion (∼ 2 at TeV), wider energy coverage (∼ 30GeV – 300TeV) and a larger field of
view (6◦ -8◦ ). This project will consist of two arrays: a southern hemispheric array
focusing on Galactic sources and a northern hemispheric array on extragalactic.
Bartos et al. [114] has recently highlighted some of the properties that make this
instrument ideal for GW follow-up. These include the capability to observe in a
pointed mode with a relatively small FoV and in survey mode covering a larger area
large sky area (∼ 1000 deg2 ); fast repositioning is of the order of a few seconds
[134]. For low-latency follow-ups the ability to respond to ToO requests and start
monitoring the GW error ellipse within 30s is significant [133].
CTA is designed to have three types of telescopes with different mirror sizes
11
12

http://veritas.sao.arizona.edu/
http://magic.mppmu.mpg.de/
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to cover the full energy range - large scale telescopes (24m) covering < 300 GeV,
medium scale (10-12m) covering 100 GeV-TeV and small scale (4-6m) covering
higher energies >10 Tev. Typically, extragalactic background light (EBL), which
is all the accumulated radiation in the Universe due to star formation processes, will
attenuate very high energy photons coming from cosmological distances through
pair production with EBL photons. This produces the effect in that only the large
scale telescopes will be triggered. However, for the case of a GW source within
200 Mpc, TeV photons are not expected to be annihilated [114]; thus all 3 types of
CTA telescopes CTA could be triggered [135] providing a greater energy coverage.
H.E.S.S.13 , an array of 5 Cherenkov telescopes (with 4× 12m and one 28m diameter mirrors) located in Namibia, has been operational since 2004. This telescope
has a mean time to get on source from a random observation position of about
30 seconds [136]. The capability of H.E.S.S. for GW follow-ups has been proven
through prompt observations of GRB triggers. A follow-up observation of GRB
070621 was achieved within 7 mins [137] and GRB 100621A was observed within
10 mins.

2.4.2

Optical follow-ups

Optical follow ups have been hugely successfully in the last decade to discover
the afterglows and host galaxies of GRBs. For Swift follow-ups, this strategy has
relied on the prompt localisations of the XRT and the rapid distribution of coordinates via the GCN network. Recently, robotic optical telescopes have been able
to identify the optical afterglows of Fermi GBM triggers that have large positional
uncertainties (e.g. GRB 130702A; [138; 139]). A successful low-latency EM follow
up to a GRB could potentially capture an optical flash or the earliest stages of a
particularly bright rising afterglow.
Tab. 2.4 lists the capabilities of a number of optical instruments that will be
available during the era of advanced GW detectors. Capturing an EM counterpart
13

http://www.mpi-hd.mpg.de/hfm/HESS/
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with such a fast response will be dependent on a number of factors related to
the telescope. The FoV of the instrument will determine how quickly the GW
localisation area can be surveyed (i.e. the number of tiles required); any subsequent
detection will then be dependent on the limiting magnitude or sensitivity of the
instrument and on the required exposure time to obtain the required sensitivity
[for an in depth discussion see 140].
For prompt follow-up, the slew time of the instruments will be highly important;
for telescopes with lower sensitivities a rapid slew time can compensate through
the ability to achieve pointing during the brightest part of the event. However, we
note here that for optical instruments, a fast slew time is usually associated with
a small FoV.
Fast response optical telescopes such as TAROT have the ability to slew to
a target position within 10 seconds. However, the FoV ∼ 3.5 deg2 and exposure
time of around 60 s mean that time must be allowed to image the full error region.
Assuming a 60 deg2 error box, corresponding to that of a LHVJIA network at
50% confidence, using the framework presented in [140], we find the imaging time
will be of order 17 minutes. Larger FoV telescopes would be able to minimise the
required imaging time. For example, Pan-STARRS, a system of four automated
1.8m optical telescopes based in Hawaii has a FoV of ∼ 7deg2 and an exposure time
of 30s yielding a 4 minute response for the same error box. The Zwicky Transient
Facility (ZTF14 ) will be an extension of the Palomar Transient Factory (PTF; 7 deg2
FoV) with an increased 47 deg2 FoV and an order of magnitude improvement in
survey speed. GOTO15 , a dedicated optical follow-up instrument with a proposed
initial configuration of 18 deg2 instantaneous FoV will require an exposure time
of around 5 mins to reach 21 mag [122]; however, for this instrument a shallower
inventory of the large error ellipses may be possible. Additionally, BlackGEM16 ,
expected on-line from 2016, aims to cover 40 deg2 in a seeing-limited configuration
14

http://www.ptf.caltech.edu/ztf
http://goto-observatory.org/
16
https://astro.ru.nl/blackgem/
15
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with an exposure time of 5 mins [123].
Considering the FoVs given in table 2.4, it is immediately apparent that for fast
response observations, unless a wide FoV instrument is on-source, one may require
a larger network than LHV to decrease the localisation error [100] and thus, reduce
the number of tiles required to image the full GW error box.
In addition to the facilities outlined in Tab. 2.4, a number of other facilities
are in development for GW follow-up and could be operational during the later
era of aLIGO/AdV. One such facility is RAMSES which will consists of a set of
16×40cm telescopes and will be equipped with rapid cameras capable of readout
times from 100ms to several minutes; it will be able to reach magnitudes of 15 in 1s
and mag 20 within around 10 mins. Each telescope has a 2.5 deg2 FoV, resulting
in a combined 100 deg2 FoV; this in combination with a slew time of around 5s
would enable instantaneous coverage of a large proportion of a typical aLIGO/AdV
error region. RAMSES has received funding and will be based in National Aures
Observatory in Algeria17 with a prototype built in France.

2.4.3

Radio follow-ups

Tab. 2.5 provides specifics for some of the radio instruments that have signed MoUs
with LIGO/AdV. A period of significant investment in facilities and infrastructure
and advances in high-speed computing over the last few years will enable this
band to make a telling contribution to time-domain astronomy. The instruments
included in this table have the potential to be leading transient detectors by virtue
of their large FoV, high sensitivity and significantly for low-latency follow-ups, the
capability to respond from 10s of seconds up to within a minute. The triggering
methodology has already been implemented by the Arcminute Microkelvin Imager
[AMI; 141] who have demonstrated typical response times for follow-up of SwiftBAT triggers of order 5 mins.
The ASKAP18 Survey for Variables and Slow Transients [VAST; 130] is a Sur17
18

http://www.craag.dz/
Australian SKA Pathfinder [ASKAP; 142]
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vey Science program that will operate in Western Australia. Phased array feed
technology on each of 36 antennas 12-m diameter will allow an instantaneous field
of view of 30 deg2 at 1.4 GHz, with a resolution of 10-30 arc sec at 300 MHz bandwidth, and a frequency range of (0.7 – 1.8) GHz. The VAST transient detection
pipeline will operate on an imaging cadence of 5-10 seconds at its fastest down to
a cadence of minutes depending on available supercomputing resources. Longer
cadences of hours to months can also be conducted through repeated observations
of selected fields. When commissioning is complete, ToO response timescales could
be as short as minutes when operating in fully automated mode. This accompanied
by the large FoV could provide good follow-up opportunities for very low-latency
triggers.
In the Netherlands, Apertif [e.g. 143; 132] will significantly increase the field of
view of the Westerbork Synthesis Radio Telescope and will operate at 1.4 GHz. In
standard observing modes, the field of view will be 8 deg2 , but has the potential
to be extended to 100 deg2 in a “fly’s eye” mode [132].
The Murchison Widefield Array [MWA; 129] is a Western Australia based lowfrequency radio telescope operating between 80 – 300 MHz. It consists of 2048 dualpolarization dipole antennas arranged as 128 tiles. The array has no moving parts,
and pointing is achieved by electronically steering19 . This provides the ability to
retroactively point, at a reduced sensitivity, to a location on the sky in response to
a GW event trigger. In addition, implementation of a VOEvent triggering pipeline
will reduce the response of this instrument to 10s of seconds [144].
The MWA’s large FoV – 600 deg2 at 150 MHz defined by the FWHM of the
primary beam – can be extended to 1600 deg2 by taking the entire central lobe
of the primary beam. At lower frequencies, the FoV scales proportionally to the
square of the wavelength, so at 100Hz one can obtain a FoV ∼ 3600, almost 10%
of the celestial sphere at a single pointing [145]. Given a sufficient event rate,
the MWA could be pointed at a single patch of sky guaranteeing that 10% of GW
19

Telescope functions including pointing are performed by electronic manipulation of dipole
signals.
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triggers would be captured with zero latency. This improved FoV can be augmented
by the MWA Voltage Capture System [VCS 146] which would allow data to be
simultaneously collected in a 2s cadence imaging mode and in continuous voltage
data collection mode. The VCS can be used as a deep disk-based ring buffer with
a 1 hr duration. On receipt of a GW trigger, voltage data around the on-source
window could be siphoned off for post-trigger analysis.
The Low Frequency Array [LOFAR; 131] is an interferometric array of dipole
antenna stations distributed throughout the Netherlands and several countries in
Europe. LOFAR uses two distinct antennae types: Low Band Antennae (LBA)
operating between 10 – 90 MHz and High Band Antennae (HBA) operating between
110 – 250 MHz. The antennae are organised in aperture array stations, with initial
beam forming conducted on the station level. These stations have no moving parts
and electronic beam-forming techniques allow for rapid re-pointing of the telescope.
Due to strategies required to manage the high data rates from LOFAR, the FoV
is constrained during the initial processing stages; it is highly dependent upon the
station configurations chosen and the observing frequency. Larger FoVs can be
attained by using shorter baseline configurations but with a loss of sensitivity and
resolution. The maximum FoV (whole observable sky when operating with the
LBA) will be monitored in a 24-7 commensal observing mode by (AARTFAAC)20
[the Amsterdam-ASTRON Radio Transients Facility and Analysis Centre; 147] At
the time of writing, LOFAR still requires manual intervention for external triggers.
However, the expectation is that VOEvent triggering will be enabled in time for
the first LIGO science runs, reduce the latency to less than a minute. In addition,
LOFAR are also developing rapid response strategies based around transient buffer
boards [131] which, similar to the VCS used by MWA, can store small amount of
the full observed data for later analysis.
In the longer term, the Square Kilometre Array21 (SKA) will be provide large
20

AARTFAAC will have a FoV of 10000 deg2 covering 25% of the sky. See http://www.
aartfaac.org/
21
https://www.skatelescope.org/
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fields of view and increased sensitivity, with construction scheduled to start in
2018. SKA phase 1 will comprise of two instruments SKA-low, operating at 50 –
350 MHz, and SKA-mid, operating at 350 MHz – 14 GHz.

2.5

A review of EM emissions from BNS mergers

A number of associated EM counterparts have been proposed for BNS mergers,
many of which have already been presented in Figure 2. We will begin this section by expanding on the multi-messenger pathways and end products provided in
Figure 2 which could produce observable EM counterparts for binary coalescences.
We will discuss the various scientific breakthroughs that could be achieved in the
advanced detector era through low-latency follow-ups and discuss the type of EM
observational bands and facilities that could benefit the most from low-latency GW
triggers.
Although the scope is wide, the relative brightness of the associated EM signals
is dependent on poorly understood merger physics, in particular that of the postmerger central remnant object. Therefore, the prospects of detecting many of
these EM counterparts are quite speculative. To address some of this uncertainty,
in the latter parts of this section we use the best available EM data to indicate
the possible flux of the possible EM counterparts. We do this in the context of
EM telescopes already discussed in Sec. 2.4 which will be available for follow-up
observations during the aLIGO era.
Short GRBs have long been proposed to originate from mergers of compact
object binaries [148; 149; 34; 35]. Recent broad-band observations have shown
mixed host galaxy types, non-detection of supernova associations and offsets of
GRB locations from their host galaxies [see 150, for a review]. These findings lend
support to compact binary mergers as the progenitors for SGRBs.
Generally the merger of BNSs can produce a number of different products; these
can be divided into four categories:
1) A black hole.
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2) A hyper-massive NS supported by differential rotation; this is expected to collapse to a BH within 10-100ḿs.
3) A stable NS that does not collapse.
4) A super-massive NS supported by rigid rotation; this is expected to collapse to
a BH within 10-10000ś with a typical timescale of hundreds of seconds.

If the merger product is of the first two catagories: 1) a black hole or 2) a
temporal hyper-massive neutron star, the EM signals could include the SGRB and
its afterglow emission [149; 151; 70; 152; 153] and a long-lasting radio afterglow of
the ejecta as it interacts with the ambient medium [154; 66; 155].
During a NS-NS merger or NS-BH merger, a small fraction of materials are
tidally ripped and dynamically ejected. These ejecta are mostly composed of radioactive elements, which would heat the ejecta via decay of r-process nuclei, powering an UV/optical/IR transient [79; 156; 80; 81] that has been termed a kilonova.
Recent optical and near-infrared observations of a kilonova associated with GRB
130603B have provided support for this scenario and thus a compact object merger
origin of SGRBs [83; 82].
It is important to note that the SGRB and its afterglow are relativistic and
collimated [157; 158], so only detectable in preferred directions. Alternatively,
the kilonova ejecta and its radio afterglow are essentially isotropic and also nonrelativistic (due to the heavy mass loading) and therefore can be detected from any
direction if the flux is high enough.
The latter two categories, 3) and 4) can both lead to a magnetar as the merger
product; this could occur through a small enough total NS mass in combination
with a stiff equation of state of nuclear matter. This could be a stable magnetar
(for case 3) or a supra-massive millisecond magnetar (case 4), which would very
likely be strongly magnetized and rapidly spinning [e.g. 159; 160; 161; 162; 163; 76;
164; 165; 166; 167; 168].
Plateaus in the X-ray afterglow light curves of about 60% short GRBs have been
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attributed to such millisecond magnetar central engines [169; 75; 170]. The plateau
emission of these SGRBs is interpreted as internal dissipation of the magnetar
wind due to the dipole spindown of the magnetar [171; 172; 173]. The magnetic
spin-down of the NS remnant provides an additional source of sustained energy
injection, which greatly enriches the EM signals. A jet may be still launched via
accretion from a disk to power the SGRB emission [174; 175; 176; 177]. In the SGRB
afterglow phase, some observed features, including the extended prompt emission
[178; 174], X-ray flares [179; 180], and more importantly, plateaus observed in the
X-ray are consistent with being powered by a millisecond magnetar central engine.
Outside the solid angle extended by the SGRB jets, several potentially observable astrophysical processes have been predicted. First, self-dissipation of the
magnetar wind could power a bright early isotropic X-ray afterglow [76]. Next,
heating by the magnetar wind (expected to be more significant than the radioactive decay) could significantly enhance the kilonova emission component [181; 182].
Finally, the magnetar wind could accelerate the ejecta to a mildly or even moderately relativistic speed, giving rise to a strong broad-band afterglow emission upon
interaction with the ambient medium [183].
Finally, a remarkable new class of extremely bright and short-duration (millisecond timescale) transients called Fast Radio Bursts (FRBs) could be a product
of BNS merger [36; 184]. An FRB could be emitted through a BNS merger in two
possible ways:
(1) during the BNS merger a coherent radio emission could be produced through
magnetic braking as the magnetic fields of the NSs are synchronized in binary rotation at the time of coalescence [73];
(2) if a supramassive NS is the merger product, it would collapse into a black hole
after loosing the centrifugal support and emit an FRB [77] due to the ejection of
the magnetosphere as it implodes into the black hole [78].
The latter scenario is evidenced by an abrupt drop in the X-ray plateau emissions of some long and short GRBs. Within this latter scenario, an FRB along the
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jet direction is expected after an BNS merger event that forms the supra-massive
NS.

2.6

Assessing prompt EM follow-ups from lowlatency GW triggers

2.6.1

Extrapolation of fluxes for observed EM counterparts

In this section we explore the benefits of low-latency GW follow-up observations by
extrapolating observed emissions from known sources associated with BNS mergers
to the observational range of ground based GW detectors. SGRBs are the most
likely observed population to be associated with BNS. Therefore, we can estimate
the typical fluxes that could be expected at different energies by extrapolating
from known SGRBs associated with BNS at a distance of 200 Mpc. The results
are shown in Tab. 2.6 however, due to the nature of the SGRB observations, these
numbers focus on the on-axis emissions. These values are representative of the
expected on-axis signals but we do not give the full range of expected fluxes; this
requires detailed modelling, beyond the scope of this paper. Where possible, we
utilise GRB 130603B as it is the only commonly accepted SGRB associated with a
BNS merger with a spectroscopic redshift from the optical afterglow [185; 186; 187].
GRB 130603B does not exhibit all of the emission combinations we consider and, in
those cases, we use other SGRBs with reasonable host galaxy redshift constraints.

The X-ray, γ-ray and radio flux estimates are obtained by extrapolating to
the required observation time from broken power law fits to the lightcurves of
the GRBs, which are converted into rest-frame luminosities using a k-correction
and the observed spectral slope [188]. The observed flux at a distance of 200
Mpc is calculated by converting the rest-frame luminosities using an inverted kcorrection for the new distance. The standard γ-ray emission is extrapolated from

74

CHAPTER 2. CAPTURING BINARY NEUTRON STAR MERGERS

Table 2.6: The typical expected emission from an on-axis compact binary merger
at a distance of 200 Mpc for given observing latencies (- = no emission expected, ?
= possible emission, refer to text for more details). We provide different predictions
for the X-ray emission representing the range of different lightcurves observed from
SGRBs [interpreted as different energy injection signatures; 75] and separate the
SGRBs with bright and faint optical counterparts.
Wavelength
VHE γ-ray (>100 MeV, ph cm−2 s−1 )
γ-ray (15 – 150 keV, ph cm−2 s−1 )
X-ray - no energy injection (0.3 – 10 keV, erg cm−2 s−1 )
X-ray - unstable magnetar (0.3 – 10 keV, erg cm−2 s−1 )
X-ray - stable magnetar (0.3 – 10 keV, erg cm−2 s−1 )
Optical - bright (R band, mag)
Optical - faint (R band, mag)
Radio (6.7 GHz, mJy)

0s
1.1 × 101
3.2 × 102
?
?
?

EM follow-up time
2min
10 min
1 hour
1.2 × 10−2 < 1.7 × 10−3
?
?
7 × 10−12
4 × 10−12
2 × 10−12
3 × 10−9
6 × 10−11
5 × 10−13
1 × 10−8
6 × 10−9
2 × 10−9
17.0
16.8
16.5
17.9
19.0
20.2
?
?
?

9 hours
9 × 10−13
1 × 10−15
8 × 10−11
16.9
21.8
11

GRB 130603B [185], while the long lasting VHE γ-ray emission is extrapolated
from Fermi LAT observations of GRB 090510 [189]. In Sections 5.2.2 and 5.4, we
consider three different X-ray counterparts and use three SGRBs with reasonable
redshift constraints to quantify the typical fluxes given in Tab. 2.6, namely: GRB
050509B for a SGRB without energy injection in the X-ray afterglow [70; 190], GRB
130603B for a long lived afterglow showing a clear signature of energy injection
associated with a stable magnetar central engine [191; 187; 186] and GRB 080905A
for an X-ray lightcurve with the signature of energy injection from a short-lived
central engine, such as an unstable magnetar central engine [192; 75]. The radio
fluxes given in Tab. 2.6 are extrapolated from GRB 130603B [186].
The optical magnitudes are determined at 200 Mpc using the standard formalism22 . The optical afterglows are considered in Section 5.2.2; we typically observe
very faint and rapidly fading optical afterglows to SGRBs and we represent these
counterparts in Tab. 2.6 by extrapolating the optical counterpart to GRB 080905A
[192]. GRB 130603B had an unusually bright optical counterpart and we use this
GRB to represent the bright optical afterglow in Tab. 2.6. Additionally, in Section
5.3, we consider the isotropic kilonova counterpart to GRB 130603B which would
have an observed magnitude of ∼21 in the J band, but undetected in the R-band
22

The standard formula is, m − M = 5 log D − 5, with m the apparent magnitude, M is the
absolute magnitude and D is the luminosity distance in parsecs
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to &23.7, at a distance of 200 Mpc.
In the following Sections, by combining the results from Tables 2.3-2.6 we discuss some possible observational opportunities and implications provided through
a low-latency window.

2.6.2

Short duration GRBs

Probing the progenitor models of short GRBs
Coincident EM/GW observations of SGRBs can prove without doubt that BNS
mergers are the progenitors behind these bursts. It is quite possible that 1-2 coincident events a year may be accessible at full aLIGO/AdV sensitivity using GRB
satellites [66; 193; 194]. Such a verification could be provided by a wide FoV instrument such as Fermi. Low-latency follow-ups could also enable multi-wavelength
measurements of the prompt emission allowing the underlying central engine and
emission mechanism to be probed [195].
A particular obstacle faced by Swift-led observations of SGRBs is that the
observed γ-ray emissions typically have observed durations shorter than 2 seconds.
Therefore even a GW trigger with a latency as short as 10 s wold not be sufficient
to allow optical telescopes to recover emission during the prompt phase. However,
a GW trigger sent out during the inspiral phase would allow multi-wavelength
telescopes be on target before the SGRB. Such a scenario could potentially provide
a breakthrough in our understanding SGRB prompt emission physics.
In fact a number of foreseeable opportunities to study SGRB physics exist that
could be plundered through low-latency follow-ups. Within the GRB theoretical
framework, panchromatic emission during the prompt phase and early afterglow
phase is predicted, including the emission from the prompt emission site through
internal shocks [e.g. 196]. Indeed, for long duration GRBs, panchromatic emission
has been observed in a handful of Swift GRBs [e.g. 197; 198] thanks to their long
durations or the existence of a precursor that triggered the Swift BAT. In particular,
prompt optical flashes have been observed in a handful of long GRBs: e.g. the
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Naked eye burst GRB 080319B [199], GRB 990123 [200], GRB 041219A [201], and
GRB 130427B [202]. However, so far no emission outside the γ-ray band has been
detected during the prompt emission phase of SGRBs. Low-latency GW triggers
10s of seconds before merger could make this possible for the first time. As noted
in Sec. 2.4.2, such observations will become more feasible once the error region is
decreased through an expanded GW network in the latter part of the advanced
GW detector era. For a particularly bright or close counterpart, the wide FoV and
fast response of an instrument such as GWAC could prove to be highly valuable.
The high energy reach of Fermi has allowed access to photons with energies in
access of 10 GeV in both long and SGRBs. The fact that Fermi LAT discovered a
photon of energy 31 GeV during the prompt phase of SGRB 090510 [203] is quite
significant for low-latency follow-ups at VHE. In Tab.2.6, we provide the expected
VHE (> 100 GeV) γ-ray flux and γ-ray flux for a putative SGRB at 200 Mpc
coincident with a GW source. A low latency trigger GW trigger would alert VHE
and γ-ray detectors to search for prompt EM counterparts. In the γ-ray band the
wide FoV of an instrument such as Fermi would be advantageous for such rapid
follow-ups. At higher energies, instruments such as CTA could provide followups in wide-field mode [114]; such observations would be very rich in high energy
photons and could provide valuable clues on the prompt emission mechanisms of
SGRBs [204; 114].
Additionally, we note that there are a small population of SGRBs that exhibit
extended γ-ray emission for hundreds of seconds following the initial short burst
[e.g. 178]. This sub-population of SGRBs are also believed to originate from compact binary mergers, and hence we might expect to observe this extended emission
in some of the triggers even if the bright short-hard emission is missed by the γ-ray
detectors due to the inadequate time for slew from the GW trigger. The possible
response times provided for CTA in Table 3 suggest that VHE follow ups of these
emissions are quite possible. Such observations could potentially unravel the exact
nature of this extended activity [204; 205].
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Capturing the afterglow and late-time central engine activity of SGRBs
By comparing the expected X-ray counterparts given in Table 2.6 to the instruments described in table 2.3, we show that existing X-ray instruments such as
Swift XRT or SVOM MXT could detect the early X-ray afterglow for the SGRBs
even without energy injection. Unfortunately, if the X-ray observations start with
a latency longer than ∼10 minutes following the BNS merger, or they require a
long time to tile out regions of the sky due to having a small FoV, we are likely
to miss the X-ray counterparts for SGRBs without prolonged energy injection in
their lightcurves (such as those described in Section 5.4).
We consider both bright and faint optical afterglows in Table 2.6 and note all
of the optical instruments would be capable of observing the earliest onset (or the
rise) of the optical afterglow assuming the 17th magnitude extrapolation based on
a burst like GRB 130603B. However, GRB 130603B was unusually bright at early
times, with a likely optical plateau phase, so the optical emission may have been
contaminated with energy injection from the central engine [187]. Hence, these
values are optimistic limits. Most SGRBs typically have a fainter counterpart,
such as GRB 080905A, so will require deeper optical observations. The short
optical reach and short exposure times of Pan-STARRS and ZTF suggest these
instruments could be valuable in such endeavors. The larger FoV of ZTF would
be more suited to searching the error regions from earlier GW triggers and could
facilitate a co-ordinated search strategy with an instrument such as Pan-STARRS
capable of deeper searches but more limited by FoV.
In the radio domain, there have been 3 detections of radio emission associated
with SGRBs (GRB 050724,GRB 051221A and GRB 130603B) as well as a forth
case, GRB 120804A, due to host galaxy emission. In Table 2.6, we provide fluxes
based on the radio counterpart of GRB 130603B. All of these detections have been
at late times (> 7 hours) in the high frequency domain (> 4.9 GHz) with fluxes
around the mJy level. These fluxes could be observed by instruments such as
ASKAP or APERTIF. The peak in the radio afterglow would be expected to occur
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on typical timescales of days - years. At low radio frequencies, we may also expect
to observe the afterglow on months - years timescales using facilities such as MWA
and LOFAR although this emission has not been observed to date for a SGRB.
During the early afterglow phase, a short-lived backward propagating reverse
shock component can occur once the shocked matter encounters the interstellar
medium. This may dominate the optical and radio band under certain conditions,
e.g. if the reverse shock region is more magnetized than the forward shock region
[206].
On short timescales, an early radio flash (< 1 day) originating from a reverse
shock may be expected. Reverse shocks have been observed for a number of long
GRBs, peaking a few hours after the GRB, [e.g. GRB 130427A 207; 208] and
may already have been observed in some SGRB radio afterglows [e.g. a radio
excess was potentially observed at early times for GRB 130603B; 209]. Early
radio observations, within the first hours of the BNS merger, capturing the rise
of the reverse shock at different radio frequencies would allow detailed modeling
of this mechanism and would be a valuable probe of the jet models, macrophysics
within the jet and the surrounding environment of the GRB [as conducted for the
long GRB 130427A by, e.g., 210]. With its expected rapid triggering capabilities,
ASKAP has the capability to detect an early reverse shock.

2.6.3

Kilonovas

The peak frequency and brightness of a kilonova critically depend on the amount
of ejected materials, and more importantly, the opacity of the ejecta. Early calculations adopted a relatively small opacity [e.g. 79; 80; 211], and predicted an
optical transient with a peak flux about 1000 times of nova luminosity (and hence,
the term “kilonova” is coined) [80]. [81] pointed out that the existence of heavy
elements, especially lanthanides, greatly increase the opacity, so that the kilonova
signature would peak at a later time and in a softer frequency, typically in IR (see
also [212]).
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The properties of the kilonova depend on the properties of the post-merger compact object. The calculations of [81] are relevant for the case of prompt formation
of a black hole. If the merger product is a supra-massive neutron star (sustained by
rigid rotation for 100s of seconds or even longer, SMNS) or even a hyper-massive
neutron star (sustained by differential rotation for 100s of milliseconds, HMNS),
neutrinos from the NS would raise the electron fraction and reduce the opacity, so
that the kilonova signature is bluer and earlier [84].
As discussed earlier, an observational candidate for a kilonova was claimed for
SGRB 130603B [83; 82] with one HST excess data point in the near IR band 9
days after the SGRB. As shown in Section 5.1, this kilonova is equivalent to a J
band magnitude of 21 at 200 Mpc and an R band magnitude of &23.7. None of the
optical telescopes given in Table 4 have near IR capabilities and are not expected to
detect an R-band counterpart at this observation time. Detailed modelling will be
required to estimate the R band fluxes and peak timescales for these instruments
[see the work by 212; 81]. Besides this one case, two other candidates have been
reported. One is an excess around 13.6 days in the HST F814W-band following
GRB 060614 [213]; another is a significant optical rebrightening feature around 1
day following GRB 080503 [214; 215]. More data are needed to reveal the diverse
kilonova phenomenology. A low latency trigger would facilitate broad-band follow
up observations to catch the kilonova signals, especially the early ones due to the
small opacity in the ejecta. This will be a challenge due to the lack of sensitive
instruments in the NIR band with FoVs large enough to survey the error regions
[216]. As discussed in the next section, an associated X-ray emission could be
possible; this would allow a wide field instrument such as ISS-Lobster to narrow
down the search area.

2.6.4

Magnetar formation

The X-ray plateaus attributed to a millisecond magnetar central engine are observed up to 100-10000s after the bursts. The estimates in Table 2.6 show that if
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a stable magnetar is produced, GW triggers with a moderate latency could easily
allow an X-ray instrument such as Swift to detect the plateau emission. However,
should an unstable magnetar be produced, a GW trigger with a 40s latency would
be required enable an EM follow up within a few 100s. Such observations of the
platau phase in combination with GW information could provide important clues
of the NS equation of state [167; 170].
In addition to the X-ray plateaus, X-ray flares observed in the first few hundred
seconds following short GRBs have also been interpreted as resulting from magnetic
activity in a post merger differentially rotating supramassive NS [160]. Prompt
follow ups of the GW signals from NS mergers would provide significant evidence
for this formation channel of magnetars.
In the massive proto-magnetar central engine model, the potentially widebeamed magnetar wind is expected to produce a bright broadband afterglow [76;
183]. This could result in an early afterglow in the optical (possibly as bright as
17th magnitude in R band) and X-ray bands (up to 10−8 − 10−7 erg s−1 cm−2 ) for
a source at ∼ 300 Mpc [76].
The existence of a supra-massive NS can also supply continuous heating to
the ejecta which can, depending on the spindown parameters of the neutron star,
greatly enhance the kilonova signal [181; 182]. The detectability also depends on
the observational geometry. For an on-axis binary merger, the signal may be fainter
than the SGRB optical afterglow. However, for off-axis mergers, this would be the
main UV/optical/IR signal from the event. The radio emission is also expected to
peak earlier and brighter in this central engine model [e.g. 183; 217; 218]. These
predicted optical and radio counterparts are potentially within the sensitivity and
field of view capabilities of many of the optical and radio telescopes described in
Tables 4 and 5.
Additionally, recent suggestions that the observed prompt emission does not
necessarily signal the start of the X-ray emission could have important consequences
for low latency follow-ups. Rezzolla [219] and Ciolfi [220] have postulated that the
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X-ray emission could start before the observed short hard spike emission of short
GRBs. These models predict that X-ray emission from a proto-magnetar could
occur 100-1000s prior to the prompt GRB.
It is clear that low latency observations will play a major part in testing these
models, but these will require more rapid triggering pipelines than those achievable
by facilities such as Swift and SVOM-MXT (see Table 3). The employment of a
wide FoV X-ray instrument with rapid pointing capabilities such as ISS-Lobster
[221] would be very timely for the advanced GW detector era.

2.6.5

Fast radio bursts

The possibility of associations with FRBs and SGRBs and/or BNS mergers is
still highly speculative

23

. [36] has suggested that the event rate of FRBs (∼ 103

gal−1 yr−1 ) is inconsistent with GRBs and compact star mergers, but could be in
agreement with soft gamma-ray repeaters or core-collapse supernovae. [73] argued
that including the effects of cosmological time dilation and merger rate evolution
would make the FRB event rate in agreement with the optimistic double NS merger
event rate [59]. One caveat is that these models suggest an essentially isotropic
emission of FRBs. However, due to the existence of the r-process ejecta launched
before the coalescence, the FRB signal may not be able to escape the merger
environment in most of the solid angles. [77] acknowledged this and propose that
the GRB- or merger-associated FRBs only account for a small fraction of the
entire FRB population, and only those mergers whose jet direction coincides the
observer’s viewing direction (i.e. the short GRB direction) would be associated
with FRBs. The majority of FRBs are attributed to those SMNSs whose delay
time scale to collapse into a black hole is much longer, and therefore not associated
with GRBs or supernovae [78]. This is certainly an area where investments in
GW low-latency trigger and prompt radio follow-up observations could provide
significant scientific insight.
23

However, some models for coherent radio emission have been proposed the late stages of a
compact binary inspiral phase or during their coalescence [e.g. 222].
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As discussed earlier, a particular obstacle for short duration events of order a

few seconds, is that even a latency as short as 10 s would not be sufficient to alert
a γ-ray instrument in time to recover the prompt emission. This however can be
circumvented in the radio band, by electronically steered radio arrays such as LOFAR, MWA and, in the future, SKA-low. An instrument such as MWA could cover
the entire GW error region in less than a minute of receiving a trigger. Although
LOFAR typically has a smaller field of view than MWA (this is dependent upon
observing configuration and frequency), it is also capable of tiling out large regions of the GW error box using multiple simultaneous pointing directions and can
conduct commensal beam-formed observations to probe higher time resolutions.
In addition, as MWA and LOFAR operate at low frequencies the signal will be
delayed by propagation through the ionised intergalactic/interstellar media. Assuming a dispersion measure of 1000 pc cm3 , the delay could be of order 3 minutes
at 150 MHz - sufficient time to point the telescope at the error region. With the
voltage capture system on MWA and the transient buffer boards on LOFAR, in
combination with the low latency triggers and signal delay time, it will be possible
for data to be obtained that can constrain emission from seconds to minutes prior
to the merger. SKA-low is expected to have many of the capabilities of LOFAR
and MWA but with a much higher sensitivity, making it the ideal future instrument for these triggers. For higher frequency instruments such as ASKAP and
APERTIF, the delay would be significantly shorter - of order 8 s at 700 MHz requiring much more rapid response times. Once on target, these radio telescopes
would ideally continuously monitor the entire field for several hours as the different
predicted FRB mechanisms cover a range of timescales, both a few seconds prior
to the merger and hours following it, and these observations would also be able to
constrain the occurance of other types of coherent radio emission.

2.7. DISCUSSION AND CONCLUSIONS
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Figure 2.5: Some of the multi-messenger observations that could be achieved
through low latency GW triggers. All scenarios assume a detection 40s before
merger by an LHV network - corresponding with a 1000 deg2 error region - and a
40s GW triggering latency to send out the GW trigger. The signals are grouped
by into jetted, isotropic or unknown; the approximate emission time ranges around
merger are also given. As shown by the legend, the ticks indicate the EM observations with observational support; the question marks indicate those that have
been proposed through theoretical models. All possible observations in the table
are given a color code; good news is given by dark shaded cells that indicate there
are EM instruments available in the band with sufficiently fast responses, exposure
times and FoVs to cover or tile the GW error box within the emission time-range;
at the other extreme, light shaded cells indicate that EM follow-up observations
will be quite challenging. Between these two extremes there is scope for improvement; for example ToOs could potentially be speeded up or wider FoV instruments
could come on line.
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Figure 2.6: As for Figure 2.5 but assuming
an expanded LHVJIA network – cor"
2
responding with a 182 deg error region, and a 1s GW triggering latency to send
out the GW trigger. This figure shows what could be achieved by EM instruments
given a ∼40 s head start to get on-source.

2.7

Discussion and conclusions

The first gravitational wave observation has provided a pathway to the highest
energy density events in the Universe and transform our understanding of the behaviour of matter and space-time under the most extreme conditions. Coalescing
systems of NSs are widely expected to be the progenitors of short GRBs. Early
multiwavelength follow-up observations of these sources would allow one to probe
and unravel the mechanisms behind these events beyond the GW regime; the potential for breakthough science is without doubt.
In this study we have simulated the expected localisation error regions corresponding to different times before the merger of a coalescing system of NSs.
To examine the most probable low-latency EM observations we have considered
the benefit provided by: a) larger networks of GW detectors, corresponding with
improved localisation; b) improved GW triggering latencies for sending out GW
triggers.
The Tables shown in Figures 2.5 and 2.6 illustrate some of the multi-messenger
observations that could be achieved through low latency GW triggers assuming a
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detection 40s before merger. We note here that these tables may well be riddled
with caveats due to the different operating scenarios and evolution of the different
wavelength instruments. Furthermore, it would require very detailed modelling
to predict exact fluxes of the different EM emission mechanisms; well beyond the
scope of this work. The goal of this study is to highlight the type of breakthrough
science that could be realised through the low-latency domain and, using a wide
selection of EM instruments with agreements in place with aLIGO/AdV for followup observations, determine the most likely avenues for success.
Figure 2.5 presents a conservative scenario; that of a LHV network corresponding with a 1000 deg2 error region (assuming the 50% case provided in Table 2.2)
and a 40s GW triggering latency to send out the alert. At low frequency radio and
both high and low-energy γ-ray, the large FoV and fast response potential show
that post-prompt (> 5s) breakthrough observations could be realised.
In the optical, even for Pan-STARRS and ZTF, both large FoV instrument
with fast responses, to cover the 1000 deg2 error region with an exposure times
of 30s would require > (4000;600)s respectively. For longer latency follow-ups,
optical instruments available in the latter stages of the aLIGO/AdV era include
BlackGEM which has a 40 deg2 FoV and a depth of 22 mag and a possible future
configuration of GOTO, which could employ a 40-50 deg2 instantaneous FoV and
sensitivity to 20-21.5 mag [122].
To catch the early prompt stage, assuming a 40s GW triggering latency, even
instruments with a large FoV will be challenged; this scenario certainly provides
motivation for speeding up the trigger pipelines of both the GW observatories as
well as the high energy satellites. We note that for the low-frequency radio, one
bonus in regards to EM follow-ups is that the dispersion of coherent radio signals
can introduce a significant delay of up to minutes (as discussed in Section 2.6.5);
as the existence of early time counterparts to coalesing BNSs in the radio band are
still highly speculative, we have taken a conservative approach and neglected this
effect, assuming only the physical time in our estimates.
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A more optimistic scenario is presented in Figure 2.6 which shows how break-

through science can be achieved with an almost instantaneous 1s GW triggering
latency and a fully expanded advanced detector network, LHVJIA. For the 182
deg2 error region the post-prompt (> 5s) situation is much more optimistic in the
optical and high-frequency radio bands due to the FoVs of radio instruments with
responses <mins and wide FoV telescopes such as ZTF that could survey this error region in around 2 mins. In the X-ray, small FoV instruments such as Swift
are hindered by the large GW error region. Although considerable efforts have
been undertaken to remedy this situation through the use a requirement for reconstructed sky locations to overlap with nearby galaxies [127], this coupled with the
slow response of high-energy satellites presents a significant bottleneck in a band
for which many of the post merger EM emissions are known to exist. It emphasises
the importance to have a wide FoV X-ray instrument capable of rapid pointing;
one potential instrument that could remedy the situation is the NASA proposed
30 deg2 FoV soft X-ray instrument ISS-Lobster [221].
For prompt (< 5s) observations the wide FoV of Fermi means this instrument
could provide a coincident observation with a GW trigger - this scenario is considered in the low gamma-ray ( < 10 MeV) region of Figures 2.5 and 2.6. However, we
note the slow response of other satellites operating at the low-γ will hinder prompt
follow-ups. If such a low GW triggering latency could be achieved and instruments
such as Swift/Fermi could employ fast triggering pipelines, and a wide FoV X-ray
instrument could be employed, low-latency EM followups with a full GW global
network would enjoy almost complete coverage for the models we have considered.
We note that the scenarios we have outlined in Figures 2.5 and 2.6 assume the
GW error regions 40s before merger; this choice was to provide the EM facilities
with the maximum time for response. However, as shown in Table 2.2, closer
to the merger both the error regions contract and the percentage of detections
sources increases. For sources detected early in the inspiraling stage, subsequent
alerts would most likely be sent out as the error box decreases in size; this suggests
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that a co-ordinated observational and alerting strategy involving both the GW
network and both wide and narrower FoV instruments would be optimal procedure
for maximising GW detections.
Our results support the argument that much breakthrough science can be
achieved though a fast response. This has been evidenced in the post-Swift era
with prompt follow-up of GRB triggers producing such unexpected phenomena as
flares, plateaus, optical flashes and reverse shocks. History therefore suggests that
the lasting legacy from the era of prompt multi-wavelength GW follow-ups will
undoubtedly be provided by the unexpected surprises we encounter.
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Chapter 3

SPIIR filtering with coincidence
search

To fully exploit the summed parallel infinite impulse response (SPIIR) method for
low-latency search, it was implemented and tested in the form of a complete lowlatency compact binary coalescence (CBC) search pipeline, named gstlal_iir_inspiral [18].
We refer to this pipeline as the SPIIR pipeline for the rest of this chapter. This
pipeline uses many ingredients from gstlal1 (alias GstLAL), which includes a
search for coincident CBC signals from multiple detectors. It was tested in the offline mode using a month of LIGO S5 data, and in online mode during LIGO-Virgo
2nd engineering run, both to search over a small range of low-mass CBC inspiral
signals [18].
In this chapter, we describe the efforts to improve the speed and accuracy of
the SPIIR filtering and the test performance of this pipeline in online search mode
searching for a wider range of CBC signals. The structure of this chapter is as
follows. In Sec. 3.1, we give technical details of this pipeline. Many ingredients of
the pipeline are introduced in [41]. Our description here summarizes the differences
between the offline and online search modes; provides the corresponding gstlal
element for each pipeline component; and analyzes the latency for each component.
In Sec. 3.2, we present the improvement of the SPIIR method in speed and accuracy.
We tested this pipeline in 3 LIGO-Virgo engineering runs with a larger search
space than in the 2nd engineering run and show results from the LIGO-Virgo 5th
engineering in Sec. 3.3.
1

A low-latency gravitational wave data analysis software library. A general introduction to
gstlal can be found in Appx. A
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3.1

Pipeline description

Comparison of the online and offline pipeline
The SPIIR pipeline supports two search modes. The online search mode, which
aims for immediate detections of gravitational wave (GW) signals, deals with a
streaming real-time data environment. The offline search mode, which one can
choose any period of data to analyze with more complete noise characterization
information, deals with a stored data environment. We refer to the pipelines running in these two search modes as the online and offline pipeline, respectively. The
flowcharts of the online and offline pipelines are shown in Fig. 3.1 and Fig. 3.2.
The main differences between the two pipelines are in four aspects:
(i) Data acquisition. In the online environment, streaming data is packed in
small chunks and transferred from the detector control rooms to several intermediate machines for processing before being loaded to the computing
clusters for search. To minimize the latencies of reading in and out data on
these machines, transient data is kept in shared memory and consequently
the online pipeline will read the data in shared memory for analysis. In the
offline environment, longer-duration data segments are archived and stored
on the hard disk of the data server for offline pipelines to access.
(ii) Data Quality (DQ) information acquisition and processing. Real-time DQ
information is formed as accompanying channels to the main strain channel for the online pipeline to digest while more complete DQ information is
organized as segment and veto files for the offline pipeline.
(iii) Power spectral density (PSD) generation. The PSD used for matched filtering
is estimated in real-time using past data. The PSD is estimated for the whole
data segment beforehand for the offline processing.
(iv) Background noise estimation. The online pipeline will use past data to estimate the false alarm rate (FAR) from background noise for current foreground
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events. The offline processing will use all available data to estimate the FAR
for all foreground events.
Table 3.1: Latency distribution over the low-latency SPIIR coincidence pipeline.
Pipeline component
Latency
Data conditioning
4s
Data whiten
∼ 10 s
Multirate SPIIR filtering
8s
Coincidence processing; candidate ranking,
∼ 10s
clustering, and submission
Total
∼ 32s
We describe the components of the SPIIR coincidence search pipelines somewhat in the order of the data processing in detail below. Tab. 3.1 summerizes main
latencies distributed over pipeline components and will be discussed in more detail
below.
Data acquisition and conditioning
Detector data are organized in an internationally standard data structure defined
in [223], namely International GW Detector data frame files, known as the IGWD
frames. A typical frame file carries multiple channel streams in time series or
frequency series. It also includes information about these streams, e.g. the start
time and end times in GPS format, and the sampling rate for each stream. A
LIGO frame file contains thousands of channel streams, one of which is the GW
strain channel built by combining the raw data with auxiliary measurements. It is
worth mentioning that the LIGO Open Science Center also provides LIGO data in
other formats such as, hierarchical data format version 5 (HDF5) for general public
access.
The aLIGO data acquisition systems [224], which consist of a range of hardware configurations and software packages, are designated to produce LIGO data
products of each LIGO detector. A sub-system is used to acquire and record LIGO
data from LIGO detectors in IGWD frames in real-time.
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Figure 3.1: Flowchart of an online pipeline with SPIIR filtering and coincidence
search. Rectangular blocks denote pipeline components, each corresponding to a
gstlal element. Parallelogram blocks denote inputs for the components. Blocks in
grey color denote components that have been GPU-accelerated. L and H denote
the detector names, LIGO-Livingston and LIGO-Hanford respectively. PSD is
short for power spectral density. L is the ranking statistic used for false alarm rate
estimation of GW candidates.
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Figure 3.2: Flowchart of an offline pipeline with SPIIR filtering and coincidence
search. The interpretations for the shapes and colors of blocks and abbreviations
for L, H, and PSD can be found in Fig. 3.1. The dashed line here means that the
information flows to a separate program.
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In the online environment, real-time data collected from interferometric detec-

tors during science runs (or from simulations during engineering runs), are packaged
in four second segments. This introduces a four second latency. Data will be calibrated and the online DQ channels described in Sec. 1.3.3 will be inserted into it
in real time, before it is transferred to the head node of the designated computing
clusters and broadcasted to the computing nodes of the clusters by the low-latency
data distribution system [225]. To reduce time spent on transfer, data is passed on
in shared memories of these machines. The latency of the online data acquisition
system from data generation to data arrival at the computing nodes takes O(10)
seconds for past engineering runs and in the first aLIGO Science run (O1).
To read the real-time data in the shared memory, the SPIIR pipeline uses an
element (i.e. software module) from the library gstlal called framexmit. It will
immediately read data from the memory once new data arrives. It also sets a
timeout mechanism to prevent infinite delay due to missed data. The mechanism
is that if no new data arrives for a set time, it will skip the readout and wait for
the next expected data.
Meanwhile, acquired data frames are archived and transferred by the LIGO
Data Replicator system to computing clusters for offline analysis. The calibration
of the offline frames is performed iteratively that each time a more refined calibration is produced. The offline DQ information (i.e. the DQ products) described in
Sec. 1.3.3 are produced with various latencies, and are published in the DQ segment database. The SPIIR pipeline use a gstlal element called lal_cachesrc to
read the offline frames listed in a plain text file.
The SPIIR pipeline employs two means to condition the data. The first process
is to apply the collected DQ information to veto bad data. The second process
is to apply a gating to the data after whitening to remove obvious glitches. The
details are explained for the online pipeline and the offline pipeline as follows.
In the online environment, the SPIIR pipeline uses an element called
framecpp_channeldemux to demultiplex the strain data stream and data streams
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from the DQ channels. The data in a DQ channel is interpreted in bits so as to indicate DQ status. For example, the third bit in the GDS-CALIB STATE VECTOR
channel indicates if the instrument is locked or not. We are able to apply a bitmask
on the DQ channel sample data to select the information. For example, we apply
the bitmask:
c = a & b,

(3.1)

where a is the bitmask rule, & is the bit operator, b is the DQ channel sample data,
and c is the output that determines if we accept the data or not. The SPIIR pipeline
uses an element named lal_gate to replace the data which is not acceptable in
the strain channel with zeros.
In the offline environment, the DQ veto file from the DQ database is used. The
DQ veto file shows the start and end times of the three DQ categories described in
Sec. 1.3.3. The SPIIR pipeline applies the lal_gate element with the DQ veto file
to replace the indicated unacceptable data with zeros. Due to the known reason
that the DQ information may not able to veto all bad data, a gate is applied to
both pipelines after whitening, which will remove obvious glitches. The whitening
process will normalize the variance of the data to unity. An excursion of the
amplitude in the whitened data is likely to be a glitch. Then the SPIIR pipeline
applies the lal_gate to zero the excursion, and to pad each side with zeros over a
conservative 0.25s window to prevent spectral leakage of the glitch. The excursion
threshold is chosen empirically as 15 with GW injection simulations.

PSD generation and whitening
The PSD of the noise, given by Eq. 1.65, needs to be estimated from data for the
SPIIR filtering. The SPIIR pipeline uses a gstlal element named lal_whiten to
estimate the PSDs for both online and offline pipelines and to whiten the strain
data. By its design, the generated PSD captures the slow drift of detector noise behavior, while not being affected by transient GW signal or glitches. The estimation
procedure is as follows.
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Firstly, data is partitioned as blocks so that each data block has a K second

duration and overlaps with the previous block by K/2 + Z seconds. A median
PSD is generated to mitigate against the effects of transient noises and short-time
fluctuations. It is given by:
Sjmed [k] = median{|d˜m [k]|2 }m=j
m=j−nmed ,

(3.2)

where j denotes the jth PSD, d˜m [k] is the Fourier transform of the Hanningwindow-applied time-domain data of the mth block, and nmed is the number of data
blocks for consideration. The running geometric mean PSD is then constructed by:
Sjgeom [k] = exp[

Sjmed [k]
navg − 1
1
geom
[k] +
log Sj−1
log
],
navg
navg
β

(3.3)

where β is the ratio of the geometric mean PSD and the median PSD assuming a
Gaussian, stationary process for the noise. navg is the number of data blocks for
consideration which is usually larger than nmed . The parameters of the numbers of
blocks are normally chosen as nmed = 7 and navg = 64 for both online and offline
pipelines. It is easy to see that only changes of noise over a long timescale will be
reflected by this PSD. Finally, the arithmetic mean is calculated:
Sjarith [k] = Sjgeom [k] exp(γ),

(3.4)

where γ is the ratio of the geometric mean and the arithmetic mean PSD assuming
a Gaussian, stationary noise process and is equal to the Euler’s constant.

The online pipeline typically sets K = 8s, Z = 2s or K = 16s, Z = 4s for
the data block configuration. The block overlap Z here is to reduce latency. For
these two configurations, 6 or 12 seconds of latency will be introduced during the
whitening process, respectively. It uses the latest arithmetic PSD to whiten the
data. For the offline search, where the latency requirement is relaxed, the block
configuration parameters are K = 32s, and Z = 0s. Since the data to search
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are stored for the offline pipeline, the offline pipeline divides the data into longduration segments and creates an independent process to measure the PSD for each
segment. The median of these PSDs is then used to whiten the data.
The estimated PSD is used to whiten the data so that noise contributions in
the data will be normalized at all frequencies. The whitening of the data can be
expressed as:
dj [n] = F −1

d˜ [k]
pj
Sj [k]

!
,

(3.5)

where F −1 is the inverse Fourier transform, and Sj [k] is the estimated PSD at
frequency k.
Whitened data from each detector will be filtered with a set of CBC waveform
templates. Any matching between the data and a template will produce a high
signal-to-noise ratio (SNR) value from which we identify potential GW signals.
How to generate waveform templates and use them to filter the data with SPIIR
filters will be discussed in Sec. 3.2.

Coincidence processing
We define the coincidence processing as a process which includes finding candidates
from individual detectors, identifying temporal coincidences, and producing measures to rank coincidence candidates. The SPIIR pipeline uses a gstlal element
called lal_itac to look through SNRs from a single detector and pick SNRs over
a predefined SNR threshold, typically at 4. The SNR, the sample time, and the
template information are recorded as a single trigger. The sample time of a single
trigger is further interpolated to a sub-sample resolution.
Using the SNR information alone is not sufficient to sift GW signals from noise
as some transient noises, not vetoed by the data conditioning stage, also produce
high SNRs. lal_itac computes a signal-based statistic, which measures the difference between the SNR time series expected around the trigger time with the
observed SNR series, for each single trigger. This is the statistic which will be used
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later to downgrade high-SNR glitches — its discrete form is given by:
Pm
2
j=−m |z[j] − z[0]A[j]|
P
,
ξ =
m
2
j=−m (2 − 2|A[j]| )
2

(3.6)

where z[0] is the trigger SNR and A[j] is the correlation of the SPIIR response and
the target template, given by:

A[j] =

m
X

hw [l] ∗ uw [l − j],

(3.7)

l=−m

where uw [j] is the impulse response of whitened SPIIR filters in the time domain
and hw [j] is the time-reversed whitened template. A[j] is computed when generating SPIIR banks. m is a tuning parameter and is currently set to a value of 175
from Monte-Carlo simulations.
The latency of the single trigger generation process and the following processes
are undetermined due to the uncertain number of single triggers that can be generated. Usually, computing head-room is allocated to deal with the situation of high
trigger rate. The total latency of these processes is O(10) seconds on average.
Single triggers from a detector are checked with single triggers from other detectors by comparing the trigger times and template parameters. A coincidence
event is yielded if the time differences between corresponding triggers are within
a predefined time window, and the values of template parameters are equal. This
coincidence time window is chosen as 43 milliseconds which takes into account the
maximum GW travel time between detectors and the statistical error of a measured
time. The gstlal code for coincidence identification is in streamthinca.py.
Ranking statistics and false alarm rate (FAR) estimation
In general, the candidates will be ranked from the most likely to be a GW signal
to the least likely and the significances of the candidates also need to be estimated.
The SPIIR pipeline use the ranking statistic and significance estimation method
in [226] for the coincidence candidates. The ranking statistic is the likelihood ratio,
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following the Neyman-Pearson lemma [25], given as:

2
L ρL , ξL2 , ρH , ξH
, ...; θ



2
P (ρL , ξL2 , ρH , ξH
, ...|θ, signal)
,
2
2
P (ρH , ξH , ρL , ξL , ...|θ, noise)
2
|θ, signal)
P (ρdet , ξdet
= Πdet∈{H,L,...}
2
P (ρdet , ξdet |θ, noise)

=

(3.8a)
(3.8b)

where θ denotes the template. Eq. 3.8b is derived from Eq. 3.8a by simply assuming
the signals and noises in each detector are statistically independent. This indicates
that this ranking method will prioritize an n + 1-detector event over an n-detector
event even though the corresponding trigger in the additional detector is relatively
weak. Apparently this may raise the ranks of single glitch events that happen
to have coincident weak correspondences. There is an improved ranking statistic
that takes into account the relative sensitivities and also correlations of SNRs of
different detectors [227; 41] — we do not discuss it here, as the improved ranking
statistic is not used by our pipeline. The numerator of Eq. 3.8b is obtained by
theoretical derivation assuming uniformly distributed sources in Gaussian noise.
The denominator is obtained by collecting the distribution of (ρ, ξ 2 ) from noncoincidence single triggers which are believed to be from background noise.
The significance of a given coincidence candidate is here given by the probability of seeing at least one candidate that has a larger statistic given M noise-like
coincidence observations:
P (L > L∗ |noise1 , noise2 , ..., noiseM ) = 1 − (1 − P (L ≥ L∗ |noise))M ,

(3.9)

where L∗ is the ranking statistic value of the given coincidence candidate. P (L|noise)
is obtained by marginalization over θ of P (L|θ, noise) (marginalization is to add
all P (L|θ, noise) over θ all together assuming a uniform distribution of θ) and
P (L|θ, noise) is obtained by histogramming the L values of non-coincidence single
triggers. FAR, as another representation of statistical significance, is also computed
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for this coincidence candidate. It is given by:
R∞
FAR =

L∗

P (L|noise) dL
,
T

(3.10)

where T is the observation period.
For the online pipeline, a collection period is required to accumulate enough
data for the P (L|noise) estimation. From experience, one day of data is sufficient. The online probability density is updated every 10 minutes with cumulative
collections. The offline pipeline uses the all-time data to estimate this probability.

Candidate clustering and alerts submission
Clustering is performed on coincidence candidates to remove duplicate candidates
from the same source. The online pipeline picks the maximum likelihood-ratio
candidate within a ±1 second window across the templates in one computing node
for candidate submission. The offline pipeline clusters the candidates with a ±4
second window across all templates. Online candidates, depending on their significances, are uploaded immediately to the browsable Gravitational-wave Candidate
Event Database (GraceDB) [228] to aid follow-up observations. The uploading of
the candidate is done by using the GraceDB rest interface. The uploaded event
is organized in the form of a ligolw XML format file [229]. Offline candidates can
also be submitted to the same database.

3.2

Generation of whitened SPIIR bank and SPIIR
filtering

A CBC waveform is determined by the intrinsic parameters, i.e. the mass and spin,
of each component object. Therefore the search parameter space is bounded by
the mass and spin limits. This parameter space is sampled and a set of waveform
templates are generated (see [230] for an example that places templates in the
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parameter space). For computing convenience, the templates are grouped into
banks. The number of templates per bank is usually chosen to fit in a unit of a
given computing resource (e.g. a CPU core) for real-time processing. In practice,
we set 200 templates per bank for our CPU pipeline and 1000 templates per bank
for our GPU-accelerated pipeline, which has provided good performance in online
runs.
The SPIIR method was first implemented to approximate the second-order
post-Newtonian inspiral waveforms [18]. It is then applied to higher-order inspiral
waveforms, and to spinning object waveforms by McKenzie [231], and to high-mass
object waveforms by Wang et al. (paper in preparation) by tuning the SPIIR
coefficients. Chap. 4 will show the approximation quality of the SPIIR method
for the high-mass spinning waveforms which are used for the aLIGO O1 run. The
online test shown in the next section only employs the SPIIR method for nonspinning post-Newtonian waveforms.
The SPIIR pipeline uses whitened templates for filtering which means the SPIIR
filter coefficients are generated for a whitened template. There are two ways to generate SPIIR coefficients for a whitened template. One method, which was used in
the previous offline run and engineering run, is to generate the SPIIR coefficients
from the template using Eq. 1.90, and then whiten the coefficients in the timedomain. The time domain PSD is estimated from the frequency-domain PSD using
the time and frequency relation given by the GW frequency function, f (t) = Ω(t)/π
p
where Ω(t) is given by Eq. 1.27. We then divide the a1 SPIIR coefficient by Sj (t)
to reflect the whitening process. Though this strategy provides a computationally
efficient way for SPIIR coefficient generation with changing PSDs, it is only an approximation of the whitening process which will certainly introduces loss of SNRs.
We can instead implement another strategy that whitens the template in the frequency domain first, and then generates the SPIIR coefficients. This is used for
current pipelines. These two generation methods for whitened SPIIR coefficients
are implemented in the program gstlal_iir_bank and cbc_template_iir.py.
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The SPIIR filtering for a complete search of the CBC intrinsic space requires
many teraflops of computing power, which is equivalent to hundreds to thousands of
CPUs, even with a multi-rate filtering scheme given by [18]. We tackle the computation problem by accelerating it using GPU cards which will be shown in Chap. 5
in detail. The design of the multi-rate filtering scheme for GPU acceleration, shown
in Sec. 5.2, is slightly different from the original CPU implementation of the multirate scheme [18] in that the GPU downsampling is performed in cascade fashion
simply because of implementation convenience, while the CPU scheme has direct
downsamplings from the full-rate to each sub-rate sampling. This change of design
has negligible effect on the filtering results, i.e. . The GPU multi-rate filtering
scheme is implemented in a single gstlal element called cuda_multiratespiir,
to replace the many gstlal elements employed by the CPU scheme. We also
change the data precision format for the filtering process from double-precision to
single-precision floating-point format — this will save at least half of the computing power for GPU processors. The justification of using a reduced precision is
that the single-precision truncation error will not be accumulated because of the
rapid decay of the amplitudes of the SPIIR filters. The difference between the
filtering result with single-precision format and that with double-precision format
is ignorable as expected.

The latency of SPIIR filtering itself is 1 second. To resample data into multiple
rates, we use low-pass finite impulse response filters to filter the data. For downsampling process, we choose a good quality filter whose stop-band attenuation is
100 units of decibels. This filter has 384 steps. If the lowest frequency is 32Hz,
we need to wait for 384/2/32 = 6 seconds of data for the filter to be applied. The
upsampling process does not have the band-aliasing problem. Therefore we choose
a 16-step filter whose latency can be ignored. Including the 1 second data blocking
latency, the multi-rate filtering process in total will introduce about 8 seconds of
latency for our current settings of resample filter length and the minimal sample
rate.
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Performance in 5th engineering run

Science runs (e.g. S6, O1) refer to the periods that the detectors are operational
and collecting scientific data. Engineering runs (ERs) are organized before science
runs as exercises to test the run infrastructure, all the way from detector operation
to the processing of data and the sending of GW alerts. We tested the online SPIIR
pipeline in ER4, ER5 and ER6 as part of the run infrastructure. As during these
engineering runs, we had developed the GPU-acceleration of the SPIIR filtering
part of the pipeline, we ended up having two pipelines, which we refer to as the
original CPU pipeline and the GPU-accelerated pipeline. For ER4, we tested the
CPU pipeline. In ER5, we tested the CPU pipeline for a whole run, and tested the
GPU-accelerated pipeline for part of the run. From ER6, we used only the GPUaccelerated pipeline. In this section, we present the performance of our pipeline in
ER5 which is the longest run with hardware injections of the three runs.
Both CPU and GPU-accelerated online pipelines were deployed on the CIT cluster. The GPU-accelerated pipeline, which incorporated only the GPU acceleration
of the filtering part of the multi-rate filtering scheme (but not having incorporated
GPU acceleration of sampling rate conversion yet) at that time, joined the later
part of the run mainly for stability testing purposes. Here in this section, we will
discuss the performance results from the CPU pipeline.
ER5 started from Feb 15, 00:00:00 GMT time, 2014 (GPS time: 1076457616)
and ran to March 14, 00:00:00 GMT time, 2014 (GPS time: 1078790414). During
ER5, fake strain data were generated for the LIGO-Hanford, LIGO-Livingston,
and Virgo detectors [232] and streamed to computing clusters for online processing.
Hardware injections [233] were performed and used to test the sensitivity of the
SPIIR pipeline.
The setup of the pipeline is as follows. We searched over a much larger parameter space than for our previous ERs, covering a chirp mass range of 0.8745M −
1.3224M . There are 22500 templates generated for this range for each detector.
We were allocated 45 dedicated computing nodes, each has two four-core CPUs as
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the computing resource. We allocate 1500 templates for each node to process. This
configuration provides computing head-rooms for excessive coincidence processing
caused by noisy data. The first 5 days of ER5 was scheduled to collect background
information for reliable FAR estimation for our coincidence candidates. During
this period, the pipeline was operational but candidate uploading to GracedDB
was disabled. After that, any candidates from our pipeline that passed the FAR
threshold (10−4 Hz) were uploaded to GraceDB for possible follow-ups.

4 found
1 missed (External service failure)
6 missed (High FAR vetoed)
4 missed (Empty or bad data)

Feb 22

Feb 27

March 13

Timeline in 2014

Figure 3.3: Hardware injections found and missed by the SPIIR pipeline during
the 5th engineering run. There were 15 injections in our search range, of which
we detected 4 injections and missed 11. The period enclosed by the dashed line
was when one critical service of the CIT computing cluster was not available thus
forcing the pipeline to be suspended. This led to missing 1 injection. 4 missed
injections were due to empty or bad data. The other 6 injections were identified,
however were not uploaded due to high FARs estimated by our pipeline.
We measured the sensitivity of our pipeline using hardware injections. During
Feb 21 to March 13 of ER5 when the candidate uploading of our pipeline was
activated, 40 hardware injections (GraceDB ID numbers: H87444-H87483) were
performed and 15 injections (GraceDB ID numbers: H87444, H87458-H87467, and
H87480-H87483 in GraceDB) were within our target search range. The event times
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of the candidates uploaded to GracedDB were checked with the times of hardware
injections that time matched candidates are considered as detections. We did not
detect any injections out of our search range. Of the 15 injections, we detected 4
of them (H87444, H87463, H87465, H87467) and missed 11, as shown in Fig. 3.3.
We further identified and investigated these missed injections. We found that
the reasons for missed injections are various. We missed one injection because
the job management service (Condor) of the CIT cluster was brought down for
maintenance so that our pipeline was forced to stop. One was missed because the
injection was performed during the period when the instrument was not in science
mode. Therefore, the data of this period was flagged as a gap, and our pipeline
treated it as zeros. One was missed because the injection was performed during
a noisy period that our pipeline considered the data not analyzable using the DQ
information. Two missed injections were performed at the end of run when data
was not produced.
The online pipeline actually identified the other 6 injections during the coincidence processing and formed coincidence candidates. But these candidates were
vetoed due to high FARs from the FAR estimations. We found that the ρ values of
the candidates that correspond to these injections were lower than expected and the
ξ 2 values, which measure signal consistencies, were much larger than expected. We
identified the cause of the problem - that we had used second-order post-Newtonian
waveforms (see Eq. 1.30) for our SPIIR coefficient generation while the injections
used more accurate approximate waveforms, the TaylorT4 post-Newtonian approximate waveforms [234]. We updated our waveform with the TaylorT4 waveform and
the ρ values increased by up to 6% and the ξ 2 values dropped by up to 70% for the
6 missed injections.
Fig. 3.4 is the standard IFAR plot (Inverse FAR=1/FAR) that compares the
number of uploaded candidates above a IFAR threshold (blue curve) and the expected number (green line). Any excursion on the high IFAR end indicates a potential GW signal. Here a number of excursions on the high IFAR end of Fig. 3.4
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Figure 3.4: The number of candidates uploaded from the SPIIR pipeline during
the ER5 run (blue curve) and the expected number of events (green line) above a
given IFAR (Inverse FAR=1/FAR). The high IFAR trigger excursions were due to
detections of hardware injection.

correspond to the hardware injection detections. The number and slope at the low
IFAR do not agree with the expectations due to the clustering of the triggers before
submitted to the database.
The latency histogram of GW candidates submitted by our pipelines is shown
in Fig. 3.5. The latency was measured as the difference between the candidate registration time and the estimated event time. The latencies of most our candidates
are below one minute. The median latency is 46.5 seconds. Considering the O(10)s
latency for the data acquisition, the latency of our pipeline is about O(30)s.
There were a number of high-latency triggers during the run (Fig. 3.5). We
identified these triggers and found that the high latencies are mainly due to two
reasons: 1) noise behavior - noisy data produce too many single SNR triggers for
subsequent processes, exceeding the computing head-room we assigned. This la-
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Figure 3.5: Distribution of latencies of GW candidates submitted by the SPIIR
pipeline during the ER5 run. High latencies are mainly caused by noise behavior
or periodical writing delays.
tency can be eliminated by constraining the number of single SNR triggers every
second or by assigning more computing head-room. 2) the output-writing mechanism - all coincidence candidates, significant or not, and high-SNR non-coincidence
single triggers are written to hard-disk every four hours. During the writing period,
the pipeline is suspended before being resumed to process subsequent data. This
introduces a latency of several minutes for subsequent triggers. This latency can
be removed by creating an independent process for writing output that will not
affect the speed of the pipeline.

3.4

Conclusions

We tested the online low-latency CBC detection pipeline gstlal_iir_inspiral in
three LIGO-Virgo Engineering Runs (ER4, ER5, ER6) and show its performance
during the one-month ER5 run. The search range of the pipeline in ER5 is about
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four times its search range in ER2. We demonstrate that this online coincidence
search pipeline is fully automated and stable, so that no human intervention is
needed. The median latency of triggers from the pipeline is O(30) seconds. There
are dozens of triggers that have considerably high (500-900 seconds) latencies. We
identified these triggers and found that their high latencies are mainly due to two
reasons. One is because data was too noisy which caused excessive computation
exceeding the computing head-room we had assigned. The other reason is that the
periodic writing dump of pipeline output suspended the data processing until the
writing finished. These high latencies can be alleviated by assigning more computing power and creating an independent process for output writing respectively.
We measured the sensitivity of the online pipeline using hardware injections.
We found 4 out of the 15 injections in our search range. We investigated the causes
for the 11 missed injections. 1 missed injection is because of an external service
failure so that the pipeline was not running. 4 injections were missed because of
empty or bad data, so that the data were not analyzed around the injection periods.
For the remaining 6 injections, we were able to identify them in the coincidence
process but they were then vetoed due to their high FARs. We further investigated
these events and found that the pipeline produced larger than expected ξ 2 values for
these events, thus causing high FAR values. We found that we used second-order
post-Newtonian approximate waveform which is less accurate than the TaylorT4
post-Newtonian approximate waveforms. The former choice of waveform for the
pipeline caused both a decrease in SNR by up to 6%, and an increase in ξ 2 by
about 3 times, for the 6 missed injections, compared to the SNR and ξ 2 values if
using matched TaylorT4 waveforms.

Chapter 4

SPIIR filtering with coherent
search

Compared to the coincidence search that only explores the time consistency of a
GW signal in a network of detectors, a coherent search explores more parameters
of a signal. There are two kinds of coherent search. The frequentist coherent search
follows the maximum likelihood ratio principle to search for the optimal parameters. The Bayesian coherent search that uses the Bayes factor that integrates the
probabilities of parameters of a signal model. This chapter is about the frequentist
coherent search.
It is sometimes possible that the maximization of parameters of a likelihood/likelihood ratio statistic can be derived in a form in which some parameters have
no effect (i.e. the statistic does not depend on these parameters). We call these
parameters as being projected out. This likelihood/likelihood ratio with a reduced
set of parameters is called a reduced (or residual ) likelihood/likelihood ratio in
statistics.
It was found that there are four extrinsic parameters of a gravitational wave
(GW) signal which can be projected out in the likelihood ratio, leaving a reduced
likelihood ratio which is known as the F-statistic [23]. In [23], the F-statistic
was specifically developed for searches of periodic GWs. This method was then
generalized to search for other types of GW signals such as in LISA observations of
binary inspirals [235; 236] and of massive black hole binaries [237]. The coherent
search for compact binary coalescence (CBC) inspirals was developed by [238] and
was later expressed using the F-statistic in [239].
109

110

CHAPTER 4. SPIIR FILTERING WITH COHERENT SEARCH

The coherent search of inspiral signals is not widely applied because of the
known problem of high computational demand. A hierarchical coherent search
method from coincident triggers [239] and a targeted coherent search method
from gamma-ray burst triggers [51] were developed to mitigate the computation
problem. Recently, a fully-coherent inspiral search, for which the computational
cost is estimated to be 60 times that of a coincidence search, was conducted for
one month of data from the LIGO fifth science run [53]. This showed a promising
25% improvement in sensitivity compared to the coincidence search counterpart.
In this chapter, we introduce a computationally tractable low-latency coherent
search pipeline. The structure of this chapter is as follows. In Sec. 4.1, we derive the coherent search statistic using singular value decomposition and compare
this statistic with the coherent search statistic for unmodeled burst signals. In
Sec. 4.2, we introduce the coherent search pipeline. First, we show the implementation details of the coherent method. Special efforts are devoted to tackling the
computational challenge for online all-sky searches. We develop a novel ranking
statistic to rank coherent candidates based on the coherent statistic ,and on the
auto-correlation consistency test values of the candidates . The performance of the
coherent pipeline is shown with real LIGO data in Sec. 4.3. In Sec. 4.4, we present
the performance of the pipeline during the first aLIGO science run (O1).
The SPIIR pipeline presented in this chapter is different from another CBC
pipeline, often referred to as the gstlal pipeline, which is based on the same
gstlal software infrastructure, in the following aspects. The filtering method of
our pipeline is the SPIIR method described in Chap.1 and Chap. 3 while the
gstlal pipeline uses finite impulse response filters. The SPIIR pipeline exploits
coherent information, instead of coincident information from different detectors as
will be shown in this chapter. Our pipeline uses a different ranking statistic which
utilizes the coherent information. The mock data challenge search results using two
detectors shown in Sec. 4.3 by our pipeline is comparable to that of the gstlal
pipeline.
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Basic principles

In this section, we project out the four extrinsic GW signal parameters using singular value decomposition (SVD). The end result should be equivalent to the reduced
likelihood ratios in [238; 239; 51; 53].The GW signal received by a single interferometric detector is given in Eq. 1.51. Here, we rewrite the expression and label the
detector as (I).

(I)

(I)

h(I) (t) = F+ (t)h+ (t) + F× (t)h× (t),

(4.1)

where h+,× are the two polarizations — of a non-spin CBC GW in our case —
and F+,× are the beam-pattern functions describing the responses of a detector
to the two polarizations which are given in Eq. 1.52. In Eq. 1.52, there is an
angle ζ representing the angle between the two arms of an interferometer. We can
assume this to be a right angle. We can consider that the GW waveform will be
considerably short in duration within the ground-based detector sensitivity band.
The beam-pattern functions can be thought of as constant during the received
signal period. We choose the time of coalescence tc as the characteristic time. Our
beam-pattern functions can be written as:



(I)
F+ (t)
(I)

F× (t)





=

cos 2ψ

sin 2ψ

− sin 2ψ cos 2ψ




(I)
G+ (tc ; α, δ)
(I)

G× (tc ; α, δ)


,

where G+,× (t) are the amplitude-modulation functions given in Eq. 1.53 and Eq. 1.54.
By rearranging the four extrinsic parameters of h(t), i.e. the luminosity distance
r, the polarization angle ψ, the inclination angle ι, and the GW coalescence phase
φc to four amplitude parameters A11 , A12 , A21 , A22 , h(t) can be expressed as:



(I)

(I)

h(I) (t) = G+ G×




A11 A12
A21 A22




hc (t)
hs (t)


.

(4.2)
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The hc (t) and hs (t) are defined as:
hc (t) = A(t) cos (φ(t)) ,

(4.3a)

hs (t) = A(t) sin (φ(t)) ,

(4.3b)

where A(t) and φ(t) are given in Eq. 1.35 and Eq. 1.42, respectively. The hc (t) and
hs (t) are fixed at a distance of 1 MPC

1

and have the following properties:

(hc | hs ) ' 0,

(4.4)

(hc | hc )(I) ' (hs | hs )(I) ≡ σ 2(I) ,

which will be used to simplify the likelihood ratio later. The four amplitude parameters Ajk are given by:



A11 A12
A21 A22







cos 2ψ sin 2ψ
 = 1MPC 

r
− sin 2ψ cos 2ψ

1
(1
2

2

+ cos ι)
0

0
cos ι




cos φc

− sin φc cos φc
(4.5)

The solution of (r, ψ, ι, φc ) from Ajk can be found in [239].

4.1.1

Maximum likelihood ratio detection statistic for a detector network

In Sec. 1.2.2, we derive the log likelihood ratio (LLR) for a single detector (I):

ln L(I) = d(I) | h(I)

(I)

−

1 (I) (I) (I)
h |h
,
2

(4.6)

where and (· | ·)(I) denotes the inner product given by Eq. 1.64 with noise from
detector (I).
We define a virtual matrix (or a virtual vector) that has a form of a normal
matrix (or a normal vector), but whose element could be a time series. We then
1

One million parsecs.

sin φc


.
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define the operator (· | ·) on virtual matrices (or virtual vectors):
C = (D | B) ,

(4.7)

where D is an m × n virtual matrix (or a 1 × n virtual vector), B is an n × l virtual
matrix (or an n × 1 virtual vector), and C is a normal matrix (or a value) given
by:
Cjk =

n
X

(Djp | Bpk )(p) .

(4.8)

p=1

Assuming that the noises from a network of Nd detectors are independent, the
joint network LLR is given by:
1
ln LNW = (dT | h) − (hT | h),
2

(4.9)

where hT = (h(1) , h(2) , .., h(Nd ) ). The data d has to account for the different arrival
times of a GW at each detector. We denote τ (I) as the travel time to detector (I).
The data is given as dT = (d(1) (tc + τ (1) ), d(2) (tc + τ (2) ), .., d(Nd ) (tc + τ (Nd ) )). The
subscript NW is short for network.

4.1.2

Maximization over four amplitude parameters Ajk

We can represent the GW waves received by a network of detectors in terms of the
two orthogonal waveforms hc and hs :
h = GAc hc + GAs hs ,

(4.10)

where


(1)

G+

(1)

G×


 (2)
(2)
 G+
G×

G= .
..
 ..
.

(N )
(N )
G+ d G× d





,





Ac = 

A11
A21


,


As = 

A12
A22


.

(4.11)
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Substituting Eq. 4.10 into the network log likelihood ratio in Eq. 4.9, and applying
Eq. 4.4, we have:

dT | GAc hc + GAs hs

1
− ATc GT hc + ATs GT hs | GAc hc + GAs hs
2
 1

= dT | GAc hc −
ATc GT hc | GAc hc
2


1
+ dT | GAs hs −
ATs GT hs | GAs hs
2

ln LNW =

(4.12)

(4.13)

It is straightforward to see that the maximization over Ajk can be split into
maximizations over Ac and As . For conveniency of expression, we represent the
network LLR as ln LNW = ln Lc + ln Ls , and use a general form ln Lx to represent
each part of the network LLR given by:
ln Lx
x={c,s}

 1

= dT | GAx hx −
ATx GT hx | GAx hx
2

.

(4.14)

x={c,s}

Maximizing the likelihood ratio over Ax is achieved by setting the first partial
derivatives to zero:
∂ ln Lx
= 0.
∂Ax

(4.15)

The solution of Ax is expressed as
Ax =

GT hx | Ghx

−1

= (GTσ Gσ )−1 GTσ

GT (d | hx ),

Hx | d ,

(4.16)

where


(1)

G+ σ (1)

(1)

G× σ (1)



(2)
(2)
 G(2)
G× σ (2)
+ σ

Gσ = 
..
..

.
.

(N )
(N )
G+ d σ (Nd ) G× d σ (Nd )





,








Hx = 




hx /σ (1)

0

0
..
.

hx /σ
..
.

0

0

...
(2)

...
..
.

0
0
..
.





.




. . . hx /σ (Nd )
(4.17)
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Then the maximization of each part of the network LLR can be written as:
ln Lx = H x | d
max{Ax }

T


Gσ G∗σ H x | d ,

(4.18)

where G∗σ is the Moone-Penrose pseudoinverse of Gσ , given as G∗σ = (GTσ Gσ )−1 GTσ .
This maximized LLR is a reduced LLR that does not depend on the parameters
A(x) .

Singular value decomposition on Gsigma
To obtain G∗σ , we can perform a SVD on Gσ . Gσ is an Nd × 2 matrix that can be
decomposed as the product of an Nd × Nd unitary matrix U , an Nd × 2 pseudodiagonal matrix Λ with decreasing positive singular values, and the transpose of a
2 × 2 unitary matrix V :




Gσ = U ΛV T , Λ = 




λ1

0

0
..
.

λ2
..
.

0

0





.




(4.19)

For some sky directions (α, δ), the two columns of G will be nearly aligned,
producing λ2 → 0. This will result in large uncertainties in the solutions of the
parameters Ajk .
We can then re-express Eq. 4.18 as:
Lx
max{Ax }

T

H x | d U IU T H x | d

= k IU T H x | d k2 , I = diag{1, 1, 0, ..0}.
=

(4.20)

where k · k is the Euclidean norm. The maximization procedure can be thought
of as a projection of the received streams of different detectors (H (x) | d) onto the
two-dimensional space spanned by the columns of Gσ . Our reduced network LLR
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can be written as a complex-valued expression:

ln LNW =k IU T H c + iH s | d k2 ,

(4.21)

max{Ajk }

where i is the imaginary unit. The inner product here is essentially equivalent to
the output of the matched filtering given in Eq. 1.77.
If the noise in the detectors are gaussian and stationary, this reduced statistic
follows a non-central χ2 distribution with four degrees of freedom when a signal is
present and it follows a central χ2 distribution with four degrees of freedom when
there is no signal.

Null statistic
For a detector network of more than two detectors, null streams can be constructed
from individual data streams that contain no GW signal [240]. The null statistic
to capture the null streams in our case is given as:

L2NULL =k I † U T H c + iH s | d k2 ,

I † = diag{0, 0, 1, . . . , 1}.

(4.22)

If there is a CBC signal in the data, this statistic follows a central χ2 with
(Nd × 2 − 4) degree of freedom. This information can be used to veto glitches from
environmental sources and has been investigated in [53].
It is worth mentioning the difference between the multi-detector MLR statistic
for the modeled inspiral signal and that for an unknown transient waveform. It
can be understood that the MLR is performed directly on the two unknown polarizations h+,× , instead of Ajk for a CBC search. The MLR statistic for an unknown
waveform can be expressed as:
Unknown waveform:

T

ln LNW =k I Ũ d k2 ,
max{h+,× }

(4.23)
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where the Ũ is the decomposed matrix of G given as:


(1)
G+ /σ (1)

(1)
G× /σ (1)



(2)
(2)
 G(2)
G× /σ (2)
+ /σ

G=
..
..

.
.

(N )
(N )
G+ d /σ (Nd ) G× d /σ (Nd )





.




(4.24)

We define our coherent search statistic, the coherent SNR ρ2c , as the maximization of the reduced network LLR over all parameters:
ρ2c =

ln LNW ,
max{Ajk ,tc ,θ,α,δ}

(4.25)

where (α, δ) are the sky location parameters and θ = (m1 , m2 , S 1 , S 2 ) denotes the
intrinsic GW source parameters. We define the null SNR as:
ρ2NULL =

X
(ρ(I) )2 − ρ2c .

(4.26)

I

In the following, we introduce a complete pipeline which implements the coherent
search.

4.2

Offline and online coherent pipelines

The low-latency SPIIR coherent pipeline, like the coincidence pipeline, also supports two search modes. The online search mode, referred to as the online pipeline,
deals with the streaming data environment; and the offline search mode, referred
to as the offline pipeline, deals with the stored data environment. The flowcharts
of the online and offline pipelines are shown in Figs. 4.1 and 4.2, respectively.
The main differences between the coherent online and offline pipelines are in
four aspects where the first three aspects are identical to the first three aspects of
the differences between the coincidence online and offline pipelines given in Sec. 3.1.
The fourth aspect is:
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Figure 4.1: Flowchart of an online pipeline with SPIIR filtering and coherent search.
Rectangular blocks denote pipeline components, each corresponding to a gstlal
element. Parallelogram blocks denote input for the components. Blocks in grey
color mark components that have been GPU-accelerated. L and H denote the
detector names, LIGO-Livingston and LIGO-Hanford, respectively. PSD is short
for power spectral density. R is the ranking statistic used for false alarm rate
estimation of GW candidates. This is an example of processing 2-detector data
streams which has been used in the LIGO O1 run. More than 2 detectors can be
similarly processed.
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Figure 4.2: Flowchart of an offline pipeline with SPIIR filtering and coherent search.
The interpretations for the shapes and colors of blocks and abbreviations for L, H,
and PSD, can be found in the caption for Fig. 4.1. The dashed line here means the
information flows to a separate program.

(iv) Background estimation. The online pipeline will use the past seven days’
data to predict the false alarm rate (FAR) for current foreground events. This
duration is chosen empirically based on the considerations that, it should not
be very long that it can reflect latest noise fluctuations, and it should not be
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very short that we can collect sufficient data for a reliable estimation. The
offline pipeline will use all data of a selected period for FAR estimation of all
foreground events in this period.

The low-latency SPIIR coherent pipeline shares several components with the
coincidence pipeline described in Chap. 3, namely: data acquisition, data conditioning, PSD generation and whitening, and SPIIR filter bank generation and
filtering. Readers are referred to Chap. 3 for a detailed description of these components. The coherent pipeline is different from the coincidence pipeline in that it
performs the coherent search described below.

4.2.1

Implementation of coherent search

With the SPIIR filtering result of each detector, we can perform the coherent
search. The SPIIR filtering result, i.e. the SNR, can be expressed as z(t, θ)(I) ,
where θ denotes the intrinsic parameters (masses and spins). We expect that for
some (t, θ), there are less likely to be any GW signals, or that they are duplicate
responses to a nearby GW signal as indicated by the SNRs. We are able to identify
a subset of (t, θ), denoted as (t̂, θ̂), of each detector to trigger the construction of
our coherent candidates.
The single-detector triggers are generated by performing the following two steps
every second.
• Cluster the single SNR results at every sample by picking up the maximum
SNR across filtering results of a template bank. Consider this as a trigger
candidate if the SNR is high and record this SNR, the sample time, and the
template for this trigger candidate. The SNR threshold for recording here is
set to be 4.
• Cluster the trigger candidates from step 1 by picking up the highest SNR
trigger candidate of the trigger candidates from the same template.
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After these two steps, the number of single candidates is reduced by three orders
of magnitude compared to the direct use of SNR outputs for coherent search.
For each single-detector trigger, we perform the coherent search over all sky locations. We sample sky locations (α, δ) using a software suite called HEALPix [241].
HEALPix divides the whole sky into equal-area squares and provides the centers
of the divided areas. There are a range of choices for the number of areas, given
as a function of 12 × 4Ndepth . Ndepth is the number of depths one wants to divide
by, and can be chosen from zero to ten. The number of depths we are currently
choosing is 4, corresponding to 3072 areas.
To evaluate the reduced LLR given in Eq. 4.21, we need U matrix from the
weighted amplitude modulation functions Gσ and . U and τ are both composed
of functions of a detector’s location respect to the source location. As GW signals
retained in ground-based detectors are considerably short, we assume the Earth’s
movement can be ignored during the signal time that the U and τ are constant
when a signal is present. To save on the runtime computation of these two matrices
for each sky direction, we construct lookup tables for the U and τ matrices. We
sample them at every half hour up to 24 hours, which is approximately a sidereal
day, beforehand. A single-detector trigger will look for U and τ matrices which are
nearest to the trigger Greenwich sidereal time to perform an all-sky search. The
computing of the sky search for each single trigger given by Eq. 4.21 is implemented
using GPUs. A paper about the GPU-acceleration is in preparation and we do not
show details in this thesis. In Sec. 4.2.3, we will discuss the computational cost for
our coherent search.
The optimal coherent SNR, its corresponding null SNR, along with single components including the single SNRs and times are recorded for each coherent event.
The sky direction that produces the optimal coherent SNR is recorded as the optimal sky direction for the event.
Due to the presence of spurious glitches in the data stream which are not vetoed
by the data conditioning stage, the coherent SNR alone is not sufficient to separate
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noise from signals. We perform the signal-based test, as introduced in Sec. 3.1, on
the corresponding single SNR streams of a coherent event. The discrete form of
the test is given by:
(I)

Pm
(ξ

(I) 2

) =

(I)

|z[j + Nτ ] − z[Nτ ]A[j](I) |2
Pm
,
(I) 2
j=−m (2 − 2|A[j] | )

j=−m

(I)

where A[j] is given in Eq. 3.7, and Nτ

(4.27)

is the quantized arrival time difference for

this detector. We combine the test results as a single statistic ξc2 which will be used
to rank the coherent event:
ξc2 =

X

(ξ (I) )2 .

(4.28)

(I)

4.2.2

Ranking statistic and false alarm rate estimation

In general, the coherent candidates will be ranked from the most likely to be a
GW signal to the least likely, using the information of various tests. We develop
a ranking strategy under the heuristic principles that: (1) given two events, if one
has a larger ρc and a smaller ξc , it is more likely to be a GW signal and it will be
ranked higher; (2) for two events that do satisfy the condition of (1), their ranks are
decided by the scarcity of their appearances. This is described by the probability
of observing higher-ranked candidates determined by (1). Mathematically, our
ranking statistic for a coherent event is given by:
0

0
R(ρc , ξc2 )

Z

Z

=
ρc ≥ρ0c

ξc2 ≤ξc20

P (ρc , ξc2 |n) dξc dρc

(4.29)

We perform the conventional time-shift technique to construct our background
noise samples for estimation of P (ρc , ξc2 |n). For two SNR streams, a shifting is
simply performed on the stream that did not trigger the coherent search. For more
than two streams, cascade offsets are applied to the non-trigger streams before
applying shifts so that all SNR streams are made non-coherent. We refer to the
results from time-shifted streams as background events, and to the results from
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non-shifted streams as foreground events.
The number of time shifts, denoted as Ns , performed is chosen to be 100 for our
pipeline. This number is chosen by considering the computation we can afford for
low-latency real-time processing, and the requirement for a reliable noise density
estimation. The time shifts performed are multiples of 0.1 seconds which itself is
much longer than the light travel time between any two geographic locations. The
largest time shift is thus 10 seconds.
For the background events, we randomly select sky locations from the 3072 sky
location samples to search. The number of sky locations we choose to search is a
quarter of that for the foreground sky search. The coherent SNR and null SNR are
collected for these background events. We apply an ad-hoc threshold limit on both
foreground and background events, to remove those which are highly likely to be
due to noise. The threshold is given by:
ρc ≥ ρt +

√
2,

(4.30)

where ρt represents the SNR of the detector that triggered the coherent search.
We then estimate the ranking statistic by counting frequencies of background
events:

0

0

0
R(ρc , ξc2 )

0

N (ρc ≥ ρc , ξc2 ≤ ξc2 )
=
,
Nb

(4.31)

where Nb is the total number of background events and N (·) here denotes the
frequency. Given an event for which R = 0, this means there is no background event
that is more significant. The values of (ρc , ξc2 ) of background events are collected
in two-dimensional bins on a common logarithm (log10 ) scale. The configuration of
the bins is tunable. Currently, we set the range for the ρc direction as (0.54, 3.0),
and for the ξc2 direction as (−1.2, 4.0). The numbers of bins are both chosen to be
300.
0

The cumulative distribution of the ranking statistic P (R > R |n) is also esti-
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mated through counting the histogram:
0

N (R > R )
P (R > R |n) =
.
Nb
0

(4.32)

The FAR, which represents the significance of a candidate, is given by:
0

FAR(R0 ) =

P (R > R |n)Nb
,
Tb

(4.33)

where Tb is the duration of the background time, which can be approximated by
the multiplication of the number of time-shifts and the foreground time.
The lower bound of the FAR from this time-shift estimation method is:
FARbound =

1
.
Tb

(4.34)

For a foreground event which has R = 0, we assign this FAR lower bound as its
false alarm rate.
The offline pipeline collects background events from all time and estimate the
FARs for the foreground events from all time. The online pipeline is in a running
environment, and it collects past background events to estimate FARs for current
foreground events. A common choice is to use all past data for FAR estimation,
but this strategy does not stress the latest behavior of the noise. The collection
time for online background events is set to seven days.

Candidate clustering and submission
We perform a clustering on foreground events based on their coherent SNR values.
The clustering window is chosen to be 0.5 seconds. After clustering, the coherent
SNR of any event will be the largest within 0.5 seconds. The clustered foreground
events that pass the FAR threshold will be submitted to GW database. Readers
can refer to Chap. 3 for a description of GW alert generation.
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Computational cost of coherent stage of search

Here we estimate the computational cost for our coherent search. Denote Nd as the
number of detectors. We need 2Nd floating-point multiplications to compute one
signal stream. 4Nd multiplications are required to compute a coherent SNR, and
2(Nd − 2)Nd are required for a null SNR at a given single sky location, one intrinsic
parameter, and at one sample time. We denote the number of templates of a bank
by Nm , the number of sky location samples by Np , and the data is sampled at Nt
Hz. After our single-detector trigger selection, the number of triggers for coherent
construction each second will be not more than min(Nm , Nt ). Supposing Nm < Nt ,
the cost for a coherent search, for the down-selected triggers from Nd detectors,
per second is:
O(2Nd3 Nm Np ).

(4.35)

The number of sky locations Np is currently chosen as 3072. For a 2-detector
search, a SPIIR filter bank of 1024 templates, and data sampled at 4096 Hz, the
cost is about 50 MFLOPS (million floating point operations per second). Therefore
the coherent search cost per template is about 0.05 MFLOPS. This is much less
than the cost of multi-rate SPIIR filtering per template with 2 detectors which
is about 2 MFLOPS, as given in [18]. If taking into account the cost of all-sky
searches for the background events, which is 25 times (100 background slides, each
searching a quarter of foreground sky directions ) the cost of the foreground search
given in Sec. 4.2.2 , the total cost would be 1/3 of the filtering cost for the 2detector case. The caveat is that the coherent search cost increases as the cube
of the number of detectors, whereas the cost of SPIIR filtering only grows linearly
with that number.

4.3

Performance of the offline pipeline

We used a realistic dataset to demonstrate the validity of our FAR estimation,
the sensitivity performance and the sky localization performance of the pipeline.
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Figure 4.3: The mapping of the ranking statistic to false alarm rate from the
non-injection dataset.

Figure 4.4: The cumulative number of time-shifted foreground events (from observation), and the expected number of events (from theory), above a given IFAR
from the non-injection dataset.
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The dataset we used is S6 LIGO-H and LIGO-L data recolored with the early
aLIGO sensitivity [242]. First, we run our pipeline for this set of data with a set
of SPIIR filter banks covering a non-spin parameter space of 1M − 3M , and
collect background events for FAR estimation — the number of background events
is 82,914,233. We histogram the background events and obtain our ranking statistic
and FAR. The mapping of our ranking statistic to FAR is shown in Fig. 4.3.
To test the validity of our FAR estimation, we shift the LIGO-L data by 8π
seconds, which is much larger than the maximum time shift we performed for FAR
estimation and also the light travel time between the two detectors. We collect foreground events from this shifted dataset, which are called time-shifted foreground
events, without performing the candidate clustering with a 0.5 second window.
The number of foreground events is 886,813, which is roughly one hundredth of the
number of background events.
We count the number of time-shifted foreground events and compare it with
the expected number of false alarms during this period above a given inverse false
alarm rate (IFAR) as shown in Fig 4.4. Our FAR estimation is consistent with the
expectation. This confirms the validity of our FAR estimation method, and that
100 time-shifts are sufficient for characterizing the distribution of P (ρc , ξc2 |n).
To test the sensitivity performance of our pipeline, we inserted a set of injections [243] into the original unshifted dataset. The parameter range for this
injection set is: individual component mass from 1M to 3M , with aligned spin
from 0 up to 0.4. There were 7168 injections in total, which were injected at random
cadences around 140 seconds. 4225 injections fell into the data that are analyzable.
We ran the offline pipeline for the injected data, and collected background events
to estimate the FAR for foreground events. Note that the foreground events here
are processed with the final clustering step. The foreground events that pass the
FAR threshold, typically 10−4 Hz, are considered as the final GW candidates from
our pipeline.
We define that an injection is detected if any trigger from the pipeline is within
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1.35 seconds of the injection, regardless of the discrepancy between the intrinsic
parameters of the injection and those of the trigger. There are 992 injections
detected by our pipeline at the given FAR threshold, and 24 false alarms that do not
match any injections. The number of false alarms is of the same order of magnitude
as, yet less than, the expected number of false alarms, 59, at the FAR threshold.
This is due to two reasons. One is that 1/3 of the data was actually embedded with
real signals, not noise any more; the other is that clustering of candidates further
reducing the number of false alarms. The details of the parameter accuracy of the
detections is being prepared in another paper and will not be shown in this thesis.

Figure 4.5: Foreground events with detections and FAR contours in the log10 (ρc )log10 (ξc2 ) plane. All foreground events are marked as blue diamonds. The contours show different FAR levels estimated from the background events. Foreground
events that are more significant than 10−4 Hz are compared with injections. If the
times of those events are within 1.35 seconds of the time of any injection, they are
considered as detections, which are marked with red circles.
The pipeline is able to detect all injections that have coherent SNRs larger than
10, even with large ξ 2 values, as shown by Fig. 4.5. As can be seen from the figure,
the ranking statistic and the FAR estimation method together set a clear separation
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for the signals and the noises. The high ξ 2 values of the events are caused mainly
by the discrepancy between the non-spin templates and the aligned-spin injections.
The pipeline is capable of picking out those aligned-spin signals from the non-spin
templates.
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Figure 4.6: Distribution of angular distances of estimated sky locations from the
coherent search with respect to the injected sky locations of the 172 detections.
We randomly selected 172 detections, and measured the angular differences between the optimal sky locations given by our coherent search and the injected sky
locations, as shown in Fig. 4.6. The angular distances of the detections are distributed around 100 angular degrees. There are several factors contributing to the
poor localization performance in this case. One main factor is due to the degeneracy of sky parameters inherent with using 2 detectors. Other factors include the
mismatch of the search parameters with the injection parameters, using possibly
non-Gaussian data instead of Gaussian data, and the coarse sampling of sky directions and coherent coefficients. Readers are referred to Appx. C for an example
of improved sky localization with three geographically separated detectors, exact
matching of detected template with the injection, Gaussian stationary noise, and
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a refined sampling of sky directions.

Figure 4.7: An example of the sky location probability map produced by the coherent search with LIGO-H and LIGO-L. The injection location is marked as a
star with a blue circle. The sky location estimated from our pipeline is marked as
a hollow star.
If we assume the probability of a given direction to be proportional to the
2

exponential of the coherent SNR, i.e. eρc (α,δ)/2 , we are able to provide a probability
map. The normalized map is shown in Fig 4.7 with both the injected location and
estimated location marked. The injected location is quite close to the sky strip
which represents high likely locations, but far from the optimal sky location from
the coherent search.

4.4

Preliminary results of the first advanced LIGO
science online run

We ran the online pipeline from Nov. 12, 2015 to Jan. 22, 2016 for the first aLIGO
science run (O1 run), except from Dec. 22, 2015 to Jan. 1, 2016 when we suspended
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the pipeline to fix a problem that too many triggers were submitted in a very short
time. This problem is referred as the trigger spiking problem in the following
context. This period does not cover the time of the first detection, GW150914,
and the second significant detection, GW151226. The analysis of the whole O1 run
using the SPIIR coherent pipeline, which covers the two events, is conducted offline
and will not be discussed in this thesis. In this section, we describe the setup of
our pipeline and its performance in the online O1 run.

Pipeline setup
There is one thing different between the online pipeline for the O1 run and the online pipeline we described in previous section — for the O1 run, we used the adaptive kernel density estimation method [244], instead of counting the frequencies, for
the density estimation of the ranking statistic. We assumed that the probability
of ρc and that of ξc2 are independent. We applied a one-dimension kernel density
estimation on each variable, and multiplied the probabilities as our estimation for
the joint distribution. In fact, these two variables are not independent. ξc2 will be
proportional to ρ2c for large ρc . Our treatment will cause the under-estimation of
the FAR shown by offline tests. This estimation was only applied to O1 run, and
was not used henceforward.
We selected templates from the template family used for the O1 run CBC search
in [245]. Our search range covers component masses from 1.1M to 16M , as shown
in Fig. 4.8. This results in 109188 templates out of a total of 250000 templates. The
templates are arranged into 107 banks with each containing around 1020 templates.
The SPIIR coefficients for each bank are then prepared before the run. The
overlaps of SPIIR-approximated waveforms with the original template waveforms
are in the range of 0.92 to 1, and mostly about 0.99, as shown in Fig. 4.9.
We deployed the online pipeline on the CIT cluster. We created 13 online
pipelines, each mapped to a dedicated computing node. For 10 of the pipelines, we
let each search over 8 template banks. For the other 3 pipelines, we let each search
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Figure 4.8: The distribution of component masses for the templates that are used
by the SPIIR pipeline for the online O1 run.
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over 9 banks, where the number of SPIIR filters is relatively less in these banks.
In total, we searched 107 template banks.
For the online O1 run, we used a background update strategy where the background histogram is updated every day using the background events of the past
seven days for FAR estimation. This strategy was performing well until one month
into the run, when there appeared many non-Gaussian noise transients in the data.

Figure 4.10: The cumulative numbers of triggers as different inverse false alarm
rate submitted to GraceDb by our pipeline in the last two months of O1 (blue
curve) and the theoretical cumulative number of triggers (green line).
During Dec. 22, 2015, there were a large number of non-Gaussian emergencies
in the LIGO-H detector that our pipeline picked up as GW candidates, causing
an excessive number of candidate submissions to GraceDB. This is believed to
be mainly due to the fact that our current ranking statistic and FAR estimation
method is not very robust against high-SNR high-ξc2 glitches, which is a side effect
of its capability to detect high-SNR high-ξc2 signals. Also our background updating
scheme was not then robust against a rapid change of noise behavior. We quickly
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Figure 4.11: Distribution of latencies of GW triggers submitted by the SPIIR
coherent pipeline for the last 2 months of the LIGO O1 run.

implemented two temporary strategies to prevent excessive trigger submissions: we
changed the updating frequency from every day to every hour to reflect the latest
noise changes, and we implemented a candidate clustering scheme — all candidates
from our pipelines across the computing nodes are examined and a candidate will
only be submitted if it is more significant than any other candidate within 5 seconds.
No trigger spike in the database was seen since.
We show the cumulative numbers of our triggers versus different IFARs and
compare it with the expected cumulative number of triggers during our run period,
as shown in Fig. 4.10. The reason for discrepancy between the observed number and
slope of IFAR distribution and expected IFAR distribution is due to two reasons.
One is due to the clustering of the candidates before uploading to the database,
whose effect is shown in Fig. 3.4, where the observed IFAR curve diverges more at
lower IFARs. The other is due to the fact that we assumed the two statistics used
for FAR estimation are independent. This leads to the fact that the observed IFAR
events are always less than the expected IFAR events, and that the discrepancies
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increase at higher IFARs according to our offline test. The combined effect explains
the observed IFAR curve at low IFARs in Fig. 4.10. We have since replaced the
FAR estimation method and achieved more consistent results. The observed curve
flares up at the high IFAR end, which is caused by 8 faulty triggers produced by
our pipeline. These high IFAR triggers have larger than normal SNRs. Efforts
have been taken to understand the causes for these high-SNR events. Other than
these 8 faulty triggers, there is no other high IFAR trigger from our pipeline.
The latency performance of our online pipeline in the O1 two month run is
shown in Fig. 4.11. The median latency is 56 seconds. Considering the O(10 − 20)s
latency by data acquisition and distribution, the pipeline latency is about O(30 −
40)s.

4.4.1

Event T217860

Figure 4.12: GraceDB event T217860 submitted by the online SPIIR pipeline. This
event has a coherent SNR value as 9.5208 shown in the “SNR” entry of the “Coinc
Tables”. The “Effective Distance”, the “χ2 DOF”, and the “Log Likelihood Ratio”
entries are not used by the SPIIR pipeline during O1 run.
Here we show an example of a low-mass CBC candidate submitted by our
pipeline (see Fig. 4.12), and by another online CBC pipeline (see Fig. 4.13) at the
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Figure 4.13: GraceDB event G217859 submitted by an online CBC coincidence
search pipeline [41].

Figure 4.14: The distribution of coherent SNR and ξc2 values of foreground events
(◦) from the day of the candidate T217860 (×) and from the previous 11 days. The
foreground events are generated from all SPIIR coherent pipelines running on the
CIT computing cluster during the O1 online run.

end of the O1 run. The event times, masses and spins of the source submitted by
the two pipelines are very consistent. The FAR estimated by our pipeline is around
10−5 Hz. Due to the fact that the FAR estimation in O1 is one order of magnitude
higher than expectation shown by Fig. 4.10, the FAR value of the event estimated
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Figure 4.15: The distribution of LIGO-L SNR and ξL2 values of foreground events
(◦) from the day of the candidate T217860 (×) and from the previous 11 days. The
foreground events are generated from all SPIIR coherent pipelines running on the
CIT computing cluster during the O1 online run.

from our pipeline should be around 10−6 Hz. The false alarm probability for this
event shown in Fig. 4.12 is simply defined as the probability of observing louder
events from the background we collected.
We compare this event with all foreground events from the day of the event and
the previous 11 days by coherent SNR and ξc2 values, as shown in Fig. 4.14. Compared to other events with comparable coherent SNR values, it has a considerably
smaller ξc2 value.
This event has an SNR value for detector LIGO-L of 8.36 from the SPIIR
coherent pipeline, higher than the normal SNR value of about 4-5, and with a
relatively low ξL2 value at 1.31. We compare the single SNR and ξL2 of this event to
that of the foreground events from the current and the previous 11 days, as shown
in Fig. 4.15. This event is very significant in the LIGO-L detector. This event was
later confirmed a transient elevated mid-frequency noise in L1.
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Conclusions

We introduced a low-latency CBC coherent search pipeline. The coherent search
statistic used by the pipeline is derived using singular value decomposition. To
tackle the computational challenge for the online all-sky search, we perform a clustering of SNR triggers to reduce the number of candidates before starting the
coherent search, and we use lookup tables, instead of run-time calculation, for the
coefficients used for the coherent search. We currently sample the whole sky with
3072 samples. These choices of lookup table and coarse sampling are not expected
to affect the coherent results significantly. The computational cost of our coherent
search is estimated to be similar to the cost of the SPIIR filtering in the 2-detector
case. This coherent search is implemented on GPUs for speed improvement. We
present a novel ranking method to rank events from the coherent search, and use
time-shift techniques to estimate the FAR for a given event.
We tested the offline pipeline using realistic LIGO data. We demonstrate that
our FAR estimation method can be reliably used to predict the false alarm rates
for foreground events. We performed a set of injections on the data set to test
the sensitivity of the offline pipeline. We show that our ranking statistic and FAR
estimation together set a clear separation between the signals and noises. We
show the sky localizations for randomly selected detections as a proof of concept.
Though it gives a poor localization with twin LIGO detectors, it can be improved
using more detectors and more accurate measures of the GW timing and phase
information.
We ran the online SPIIR coherent pipeline for 2 months of the O1 online run,
which does not cover the periods around the two GW detections — GW150914
and GW151226, searching over a parameter space covering component masses from
1.1M to 16M . We identified a low-mass CBC candidate whose parameters are
consistent with the candidate detected by another online pipeline. Our online
coherent pipeline reached sub-minute latency during the run. We learnt from the
run that our current pipeline is not robust against high-SNR high-ξc2 transient
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noises. Efforts are underway to use more information, such as the SNR and ξ 2
values of single detectors, to help identify this type of noise, and preliminary results
are promising.

Chapter 5

GPU acceleration of SPIIR
filtering

This chapter is based on a preprint which has been submitted to journal Classical
and quantum gravity. Sec. 5.1 and Sec. 5.2 are modified from the preprint to
avoid repetition of content in the thesis, while the remaining sections are adapted
from the preprint verbitum. My contribution to this work is to design the multirate implementation scheme for summed parallel infinite impulse response (SPIIR)
filtering using algorithms from the gstreamer library, to design and implement
the GPU acceleration of sampling rate alteration and summation methods and to
test the speedup of the multi-rate scheme. In addition, I incorporated this scheme
into the SPIIR coincidence search pipeline and tested the speed performance of the
GPU-accelerated pipeline. I wrote 50% of this paper.

5.1

Introduction

Graphic processing units (GPUs) were first introduced in 1999 to address the computational demands of graphics rendering. They were then adapted to provide
solutions for general purpose problems, given the name as general-purpose graphics processing units (GPGPUs) since 2006. GPU acceleration for compact binary
coalescence (CBC) GW searches was first introduced by Shinkee Chung et al. [105].
The implementation achieved 16-fold speedup and was later implemented into the
LIGO algorithm library [246].
Our previous work of GPU accelerated SPIIR filtering method uses NVIDIA’s
141
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Fermi GPUs with a speedup a factor in the order of 50-fold over a single core Intel
i7 CPU [106]. However, that GPU optimization targeted the SPIIR filtering with
number of SPIIR filters in the range of 128 to 256. While in the multi-rate filtering
scheme, the total filters are split to be applied to data at different sampling rates,
that the number of filters can be as small as a few in some sampling rates. In this
paper, we extend the GPU optimization of SPIIR filtering for various number of
filters and explore the features of the recent Maxwell GPUs. Our optimization here
achieves 3-fold improvement over the previous targeted range and achieves up to
10-fold speedup beyond the range, compared to the previous work. Compared to
the SPIIR filtering on a single-core CPU, our GPU acceleration is now 60 to 125
fold faster depending on the number of filters to be applied.
In addition to the SPIIR filtering, we have extended the GPU acceleration
to other components of the SPIIR pipeline. Another bottleneck of the SPIIR
pipeline in terms of computational efficiency is the sampling-rate alterations of
multi-rate filtering. In multi-rate filtering, a set of filters is applied to data at
different sampling rates, the results of which are combined to the initial rate. Our
acceleration of the multi-rate filtering scheme realizes a 100-fold improvement in
CPU resource reduction and hence a 21 fold reduction in CPU resource for the
entire SPIIR pipeline. The filtering process in this paper uses single-precision
floating-point number format, the result of which has ignorable difference with the
results using double-precision format.
The structure of this chapter is as follows: In Sec. 5.2 we review the mathematical representation of the SPIIR method and present the multi-rate filtering
scheme for our GPU implementation. In Sec. 5.3 we present the technical details of
our new GPU optimization on SPIIR filtering exploiting the newest features from
Maxwell GPUs and GPU optimization technique on sampling-rate alterations. In
Sec. 5.4 we present the performance results of our GPU accelerated SPIIR filtering
and the multi-rate filtering scheme. In Sec. 5.5, we present the performance of our
GPU accelerated low-latency SPIIR detection pipeline. The conclusion and future
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work will be given in Sec.5.6.

5.2
5.2.1

Multi-rate SPIIR filtering
SPIIR method in discrete form

By sampling at discrete instances t = k∆t at a sampling rate 1/∆t (k = 0, 1, ·), the
normalized matched filter output given by Eq. 1.77 can be rewritten in a discrete
form,
zk =

k
X

xj hj−k ∆t.

(5.1)

j=−∞

The methodology of SPIIR method is given in Sec. 1.4.2. It utilizes IIR filters
to reconstruct the matched filter. A first-order IIR filter bears a simple form shown
in Eq. 5.2:

yk = a1 yk−1 + b0 xk ,

(5.2)

where yk is the filter output at time step k (tk = k∆t), xk is the filter input, and a1
and b0 are complex coefficients. A solution to this first-order linear inhomogeneous
difference equation is:
yk =

k
X

xj b0 ak−j
1 .

(5.3)

j=−∞

A SPIIR filter correponds to a small segment of a given templat. Therefore, its
output form is:
yk,l = a1,l yk−1,l + b0,l xk−dl ,

(5.4)

where l is the order of this filter and dl represents the position for this filter over
the given template. The discrete form of SNR output from a group of SPIIR filters
is given by:

zk ' 2∆t

X
l

yk,l .

(5.5)
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Multi-rate implementation of SPIIR filtering
filters

filters

filters

Figure 5.1: Schematic diagram of multi-rate implementation of SPIIR filtering
scheme. The input and output sampling rates are R Hz. M1 , M2 , ..., MH represent
the number of filters to be applied to the corresponding rates.

Our implementation of the multi-rate filtering scheme for GPU acceleration is
shown in Fig. 5.1. For implementation conveniency, the data is downsampled by a
factor of 2 in succession. Each sample rate stream is filtered using the corresponding
SPIIR filters. The filtering output of the lowerest rate will be upsampled and added
to the filtering output of next highest rate. This process will repeat several times
until reaching the initial sampling rate.
Which sampling rate should a given SPIIR filter work on is essentially determined by the a1,l coefficient of the filter. The a1,l coefficient determines the upper
bound of the frequency band of the filter, and thus the Nyquist rate [247] for the
filter to function. We round the Nyquist rate of the filter to the nearest biggest
available rate for the filter to work on.

x(mTs0 ) =

n=K
X

x(nTs )K(mTs0 − nTs )

(5.6)

n=−(K−1)

To avoid the known problems of spectral leakage caused by the squared window,
we adopt the popular Kaiser-window-tapered low-pass filter implemented in the
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open-source gstreamer library
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to perform the interpolation for resampling. The

resampling formula is shown in Eq. 5.6 where x is the data, and K represents
the Kaiser-window-tapered low-pass filter. m and n are discrete sampling points.
Fs = 1/Ts is the original sampling rate, Fs0 = 1/Ts0 is the resampled rate. x is
assumed to be bandlimited to ±Fs /2. K is the length of the filter. We call the
Kaiser-window-tapered low-pass filter ‘Kaiser filter’ in the rest of the paper.
There is a single parameter that controls the quality, measured by the stopband attenuation, of Kaiser filter. The gstreamer library provides 11 Kaiser filters
with stop-band attenuation up to 100 units of decibels (dB). To avoid the band
aliasing of downsampling, we choose the Kaiser filter with stop-band attenuation
of ∼ 100 dB. We choose the Kaiser filter with stop-band attenuation of ∼ 60 dB
for upsampling that we found work most efficiently while maintaing signal recovery
quality in practice.
The expected computational efficiency of our multi-rate scheme can be estimated as follows. We denote the number of total SPIIR filters of a given template
as M ; the full-rate we are considering as R; and the number of search templates
as N . According to Eq. 5.4 and Eq. 5.5, filtering on one data point requires 12
floating operations. Thus the total floating point operations per second (flops) for
SPIIR filtering at full-rate R is 12N M R. The 100 dB downsampling Kaiser filter
has 384 steps in gstreamer and the 60 dB upsampling Kaiser filter has 32 steps.
The resampling and summation of filtering result at different sample rates are neg1
ligible. If half of the filters can be applied to sub-rate R, the cost will reduce by
2
25%. A factor of a few savings on the computation cost is expected if more filters
can be applied to even lower rates..

1

gstreamer library: http://gstreamer.freedesktop.org/
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Optimization of Multi-rate SPIIR filtering
on Maxwell GPUs

There are several interfaces to use GPU for general purpose problem, including
NVIDIA’s Compute Unified Device Architecture (CUDA) [248] language, Khronos
Group’s Open Computing Language (OpenCL) [249], Microsoft’s C++ Accelerated
Massive Parallelism (C++ AMP) [250]. We use the popular CUDA language for
our GPU acceleration.
There are several elements involved in any GPU acceleration, here using CUDA,
namely the mapping of algorithm functions to CUDA threads and blocks, and the
mapping of data to GPU hierarchical memory architecture. We focus on these optimization strategies accordingly (Sec. 5.3.1, Sec. 5.3.1, Sec. 5.3.2). In this process,
we set out to exploit the advanced GPU memory exchange mechanism of Maxwell
GPUs, namely the warp-shuffle and atomic operation techniques (sec 5.3.1).
We provide a general explanation of the relation of a GPU hardware and the
CUDA semantics for reference here. A GPU chip consists of several Streaming
Multiprocessors (SMs). The Maxwell GPU features improved SM architecture
renamed as SMM. One SMM has many processing cores upon which one is capable
of create, managing, scheduling, and executing CUDA threads. CUDA threads are
executed in groups of 32, which are named ”warps”. A group of CUDA warps
aggregate to a CUDA block. While one block is limited to one SMM, one SMM
can have several blocks running concurrently. A GPU has a hierarchy of memory
spanning a range of access speeds and storage sizes. The choice of memory to use
may greatly affect the overall GPU performance.

5.3.1

Optimization of SPIIR filtering in single-rate

Optimization for varying number of filters
Our previous GPU optimization [106] considers SPIIR filtering with the number
of filters a few hundred. It is not highly-optimized toward filtering with small
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number of filters, which is likely the case in the multi-rate filtering scheme. Here,
we develop a CUDA kernel for templates with ≤ 32 filters, which we call warpbased kernel, where the filters in one or multiple templates are mapped to one
CUDA warp. This allows us to not only avoid branch execution paths in one warp
but also significantly reduce the number of idle threads. We keep the block-based
CUDA kernel, presented in the previous work, for templates with > 32 filters where
each template is mapped to one CUDA block with multiple CUDA warps. Fig. 5.2
shows the actual mapping between IIR filters for one template and GPU threads
for one block regarding the two kinds of configurations.
SPIIR

CUDA

Mul:1
N32
1:1

Warp
32:1

Mul:1

Template

Filter

Block
Mul:1

N>32
1:1

Thread

Figure 5.2: Schematic of the SPIIR template-filters hierarchy mapped onto the
CUDA block-warp-threads hierarchy. ‘Mul’ means ‘Multiple’ in this figure. N is
the number of filters of any given SPIIR template.
The details of mapping of number of filters to CUDA threads is given here.
We exploit the fact that CUDA threads are executed in groups of 32 (warp size),
launching as much as possible our CUDA kernels with a number of threads =
multiple of warp size. This is considered to be optimal as it helps avoid idled
threads. For a template with N > 32 filters, we assign M threads for this template,
where M is rounded to the next multiple of 32 after N . For a template with N ≤ 32
filters, we assigned M threads where M is rounded to the next power of 2 after N .
Multiple templates may be executed in a warp if they are able to fit into the warp.
For instance, a template with 513 filters will be assigned to 544 threads, while a
template with 5 filters will be assigned to 8 CUDA threads. Four small templates
(with 5 filters) will be executed within a single warp. With this assignment, it can
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be guaranteed that the number of idle threads will not be more than 31 in the
worst case.
We use the Maxwell architecture-based GeForceGTX 980 GPU as our test
machine, it has maximumly 2048 active threads, To maximize the active number
of threads in each SM, the minimum number of threads for one block (the number
of blocks per SM is 32) must be larger than

2048
32

= 64. For our warp-based CUDA

kernel, we chose to use 256 threads for each block as recommended in CUDA
Programming Guide [248]. For our block-based CUDA kernel, only one template
is mapped to a single block.

Read-only data cache
Data access is a critical aspect which can greatly affect the GPU performance. For
unoptimized GPU programs, it may take longer to perform memory access than
to do the core calculation. We analyzed the data access pattern of SPIIR filtering
and applied an efficient data mapping method to improve the GPU performance.
Three types of memory are investigated in our implementation.
Register is the fastest accessible memory. It is local to individual threads and
cannot be accessed by other threads. At the block level, there are shared memories
accessible by all the threads of the same block (but not necessarily by the same
warp). For the GTX 980 GPUs, one Maxwell streaming multiprocessor features
96 KB of dedicated shared memory. Although shared memory features a broader
memory access, it is much slower than the register, and usually requires synchronization within the block. Global memory is located off the chip and its speed
is the slowest in the GPU memory hierarchy. A new feature is introduced with
the Kepler GK110 architecture (a predecessor of the Maxwell architecture)—the
read-only data cache. It can be used to cache read-only global memory load which
reduces the global memory access time. The GTX 980 has 4GB of global memory
shared by all threads. To achieve high global memory throughput, we applied a
coalesced memory access technique which can combine multiple memory accesses

5.3. OPTIMIZATION OF MULTI-RATE SPIIR FILTERING ON MAXWELL GPUS149
into as few as one cache transaction.

Yk,0

Xk-d

0

Filter 0

...

Read-only
Data Cache
Global
Memory

GPU
Memory Hierarchy

Data Mapping

Register

Filter j
b0,j

a1,j

Yk-1,j

SNR

Xk-d

Yk,j

j

Xk-d

N-1

Z-1

...
Filter N-1

Yk,N-1

One Template with N filters

Figure 5.3: A schematic on how the data are mapped onto the GPU memory
hierarchy to achieve low-latency data access for SPIIR filtering. The left part
shows the color-coded GPU memory hierarchy. From top to bottom, the data
access speed decreases but the data storage capacity increases. The right diagram
illustrates the memory types created for variables for SPIIR filtering. Xk is the
input data to be filtered, a, b are filter coefficients, Y is intermediate output from
each filter, Z −1 represents the iterative process, and SNR is the filtering result.

Fig. 5.3 is a schematic on how we organized and mapped the data of one SPIIR
template to the GPU memory hierarchy in order to achieve low-latency data access.
The output of the SPIIR method is given by Eq. 5.4 and Eq. 5.5. Due to the
iterative nature of the IIR filter, the left-hand-side of Eq. 5.4, yk,j , will be reused
by the next iteration. As there are a huge number of iterations, we therefore chose
to store y into a register to utilize the fastest memory access in GPU. The input
parameter xk−dj cannot be reused by the same filter, but other filters of the same
template may need to access it. The access pattern of xk has a good temporal
and spatial locality so they are stored in the CUDA read-only data cache. Other
input parameters, such as a1,j , b0,j , cannot be reused and so they are stored in the
slower global memory, but we utilized the efficient coalesced memory access feature.
Finally, the final SNR outputs are stored into global memory.
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Inner-warp and cross-warp summation optimization
Obtaining the final SNR in Eq. 5.5 requires summation over all results of filters.
This suggests a synchronization of outputting individual results when performing
parallel computing. Previously we used the implicit synchronization feature of the
CUDA warp to significantly reduce the cost of parallel threads synchronization and
a multiple-thread parallel sum reduction method to reduce the cost of summation
steps [106].
Here the summation of all results within a warp is further improved by the warpshuffle technique introduced from Kepler michroarchitecture GPUs. The warpshuffle technique allows threads to read registers from other threads in the same
warp. This is a great improvement over the previous higher-latency shared memory
exchange within a warp.
For our block-based CUDA kernel, where the template size is larger than 32, the
output cannot be calculated without any cross-warp communication. We consider
three different cross-warp summation methods to calculate the final SNR from
partial SNRs. The first one is the Direct Atomic summation (DA) method. It uses
atomic operations of summation in global memory for all the partial SNRs. This
is the simplest and straightforward way to calculate SNRs from multiple partial
SNRs. Atomic operations were considered expensive and ought to be avoided as
much as possible before (without affecting the correctness of results). From Maxwell
GPUs, the atomic operations have been improved significantly.
The second method is Shared memory Warp-shuffle (SW) method. It collects
all the partial SNRs of N times iterations into the shared memory of one warp (the
batched computation model proposed in [106]) and performs the warp-shuffle operation for the final SNR. Therefore, we need additional shared memory operations
to calculate the final SNR based on the partial SNRs, one explicit synchronization
operation to synchronize all the threads.
The last method is Shared Memory Atomic Summation (SA) method. It collects
partial SNRs into shared memory of one warp and performs atomic operation to
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Figure 5.4: Mapping of data to CUDA block-thread hierachy and GPU memory
hierachy for the downsampling function.
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(a) Schematic of the downsampling
data hierarchy mapped onto the CUDA
block-threads hierarchy. ‘Mul’ means
‘Multiple’, and ’1s’ means ’one second’
in this figure.

X-190

Data Mapping

Mul:1

Mul:1

Register

X-189

...

XN+191

Downsampling
filter K
Downsampling
filter K

...

Y0

Y0

Y1

Y1

YN/2-1

YN/2-1

Downsampling from N points to N/2 points

(b) Schematic of the downsampling
GPU kernel function and how data
mapped onto the CUDA GPU memory
hierarchy. Each color represent a type
of GPU memory. Green: shared memory; red: register memory; blue: global
memory.

compute the final SNR. This method also involves the same shared memory loading
overhead and synchronization overhead as the SW method. Later we will show that
the simplest atomic operations gives the best performance compared with the SW
and SA methods.

5.3.2

Optimization of resampling and summation

We optimize the usage of CUDA threads and various types of memory as in Fig. 5.4a
and Fig. 5.4b for the downsampling process. As shown in Fig. 5.4a, we map the
production of one downsampled data point to one CUDA thread. The number of
downsampled data points can vary over a power of 2 series ranging from 32 to 2048.
For downsampling with output data points more than the number of GPU cores, the
GPU cores will be fully occupied. It is inevitable for some sub-rate downsamplings,
there will be idle GPU cores. As downsampling is the least computational process,
that it is only performed once for all templates, in our multi-rate scheme, we do
not further optimize the idle cores. The number of blocks allocated is designed as
N
where N is the number of downsampled points. For the three types
min{256, N }
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Figure 5.5: Mapping of data to CUDA block-thread hierachy and GPU memory
hierachy for the upsampling function.
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(a) Schematic of the upsampling input
data hierarchy mapped onto the CUDA
block-threads hierarchy. ‘Mul’ means
‘Multiple’, and ’1s’ means ’one second’
in this figure.
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the GPU memory hierarchy with explanation of the color code in Fig. 5.4b.

of GPU memories, we map the input and downsampling Kaiser filter to the shared
memory as they will be reused a number of times. Kaiser filtering is calculated
iteratively and the intermediate filtering result is stored in the register memory
for fastest data access. Finally, The global memory will store the downsampling
output.
Similarly, Fig. 5.5a and Fig. 5.5b show our CUDA design for the combined
function of upsampling and upstream summation. As a one-second SNR series has
a real and an imaginary component, we map each component of the SNR series
2N
to one CUDA block. Each thread is mapped to
upsampled SNR
min{256, N }
points where N is the number total SNR points in a second. Different from the
downsampling that only is perforce once, the upsampling and upstream summation
needs to be performed for each template. The number of blocks will double the
number of templates. The number of threads will be mostly likely more than the
number of GPU cores, making a full occupancy of GPU cores. For the memory
mapping, the upsampling Kaiser filter is mapped to the shared memory and the
intermediate filtering output is mapped to the register memory, the same as the
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downsampling memory mapping. The input SNR series can not fit in the shared
memory and they are stored in GPU global memory.

5.4

Results of multi-rate SPIIR filtering

In this section, we first show the GPU performance of SPIIR filtering and the improvement from each optimization step (Sec. 5.4.1). In the second part (Sec. 5.4.2).,
we show the GPU performance of several scenarios of multi-rate SPIIR filtering.
This promises a lucrative performance improvement by GPU acceleration for our
SPIIR pipeline.
All GPU implementations are tested on a GeForce GTX 980 (Maxwell microarchitecture) GPU equipped desktop computer where Tab. 5.1 shows its configuration. As the CPU counterparts are implemented in single CPU thread fashion, we
use the elapsed time as our performance measurement to reflect the usage of CPU
resource. We run each experiment ten times and use the average time as the timing
result. We set the number of templates to 4096 for performance testing purpose in
this section. Note that the number of templates for a search can range from a few
hundreds to hundreds of thousands.
Table 5.1: Testbed configuration for speed test.
CPU
Hardware
Host Memory
GPU
GPU Memory
Operating System
Software
Host Compilation
CUDA Compilation

5.4.1

Intel Core i7-3770 3.40 GHz
8 GB DDR3
NVIDIA GeForce GTX 980
4 GB DDR5
Fedora 20 64-bit
gcc 4.8.3 -O2
nvcc 6.5

Performance study of SPIIR filtering in single-rate

In this section , We first show the overall improved performance of our new GPU
acceleration (noted as New Kernel) over the previous GPU acceleration [106] (noted
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as Pre-Kernel). We then show the breakdown of the improvement by exploiting
new features of Maxwell GPU.

Varying number of filters
New Kernels and Pre-Kernels are tested against the the filtering using a singlecore CPU. Tab. 5.2 shows the speedup ratio of New Kernels in comparison to
Pre-Kernels with different number of filters for filtering. For number of filters ≥ 32
where both kernels use the same thread configuration, the improvements by the
New Kernels over Pre-Kernels increase as the number of filters increase, as shown
by Tab. 5.2. This is mainly due to that the New Kernels improve the data access
and exchange speed, the effects of which are manifested with more number of filters
used. For the previous targeted optimization range (i.e. number of filters 128 to
256), the New Kernel have about 3-fold speed improvement over the Pre-Kernel.
For the size of template (i.e. the number of filters) is relatively low (template
size < 32), our new thread configuration — warp-based kernel, improve the speed
performance as the number of filters decrease, to a factor nearly 10-fold.
Table 5.2: Speedup ratios of different GPU kernels compared with the CPU counterpart.
Template Size
N ewKernel
Kernel
P re − Kernel

4
8
16
32
63.10 70.62 61.22 55.98
6.13 10.79 19.61 37.50

64
128
109.76 124.41
42.64 48.72

256
125.58
39.51

512
123.97
29.78

Performance Improvement by Employing Warp-shuffle and Read-Only
Data Cache
Fig. 5.6 shows the performance of two different implementations with and without
warp-shuffle. The first implementation uses warp-shuffle to access data within a
warp to calculate the summation. The second implementation uses shared memory
to access data and calculate summation. It shows that warp-shuffle summation
performs significantly faster than shared memory summation.
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Figure 5.6: Performance comparison in
performing parallel summation reduction between shared memory and warpshuffle using 4096 templates
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Figure 5.7: Memory access performance
comparison between caching parameter
x in L2 cache and read-only data cache
using 4096 templates

Fig. 5.7 shows the effect of using the read-only data cache. The Maxwell GPU
loads its global memory data to L2 cache rather than to L1 cache. In Fig. 5.7, GPU
L2 cache illustrates the kernel performance when storing parameter x of Eq. 5.4 in
the L2 cache, which is the default cache for global memory. Because variables such
as x of Eq. 5.4 has a favorable temporal and spatial locality, using the read-only
data cache can be very efficient as shown in the figure.

Performance Comparison Among Three Cross-warp Summation Methods
Fig. 5.8 illustrates the performance of the block-based SPIIR kernels using three
different cross-warp summation methods: DA (directly using atomic operation
in global memory),SW (using warp-shuffle and shared memory) and SA (using
atomic operation in shared memory) methods. To ensure objective comparison, we
attempt to optimize each implementation as much as possible. GPU bank conflicts
are perfectly avoided in the SW and SA methods where shared memory usage is
involved. As one would expect that shared memory access is much faster than
global memory access, the SW and SA methods could be faster than DA method.
Surprisingly, the DA method surpasses the other two methods as shown in Fig. 5.8.
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Figure 5.8: Execution time of different cross warp summation methods with
4096 templates in different execution
configurations.

We design two additional experiments to figure out the reason for the inferior
performance of the shared memory methods (SW and SA), whether it is because
of the cost of shared memory accesses or the explicit synchronization. To reduce
the total synchronizaiton cost, both SW and SA methods take advantage of shared
memory to execute many iterations before one explicit synchronization operation.
Fig. 5.9 clearly illustrates that the cost of synchronization can be significantly
reduced or amortized into many iterations. The larger the iteration number, the
better the performance. However, when the iteration number reaches a certain
point, the performance benefit becomes almost unchanged as the iteration number
continue growing. Fig.5.10 shows that the reason is that the synchronization overhead has been completely hidden by calculation in such circumstances. In Fig.5.10
we disabled the synchronization operation in these shared memory GPU kernels to
observe the performance influence of explicit synchronization operations in sufficiently large iteration number. Though the computation result may not be correct,
the comparison itself does show the impact of explicit synchronization operations.
As can be seen, the performance between synchronization and no synchronization
GPU kernels are almost unidentifiable, illustrating that we can completely remove
the overhead of explicit synchronization by improving the iteration number. Therefore, the additional shared memory operations introduced in SW and SA methods
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Figure 5.9: The optimization effect when
we change the iteration number. Template size of 256 is used (with 4096 templates).
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Figure 5.10: The overhead of explicit
synchronization can be ignored when we
use large iteration number. Iteration
number 256 is used here (with 4096 templates)

lead to their lower performance compared with DA method.
The impact of atomic operations is also tested for the DA method. Atomic
operations are typically considered costly and should be avoided whenever possible, however Fig.5.11 shows the cost of atomic operation can be almostly ignored
because the execution time of two kernels with and without atomic operations is
so close. All the experiments explain why DA method is better than SW and SA
methods.

5.4.2

Performance of SPIIR filtering in multi-rate

The results shown in the last section is SPIIR filtering in single-rate. Here we
show the performance of the GPU-accelerated multi-rate implementation of SPIIR
filtering, which includes GPU accelerated rate alterations. We test several multirate scenarios denoted as ”number of rates” in Tab. 5.3. “Number of rates” as 1
in the table denote the single rate at full rate (4096 Hz). The number of filters at
full rate for the 4096 templates is set as 1024. The sub-rates are formed according
to the design shown in Sec. 5.2.2. The initial filters are equally divided to each
sub-rate for testing purpose. Tab. 5.3 shows elapsed times for the CPU and the
GPU-accelerated multi-rate filtering in different scenarios. The efficiency of our
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Figure 5.11: Execution time of atomic
and non-atomic kernels with 4096 templates in different execution configurations.

multi-rate design shown here is consistent with our estimation in Sec. 5.2.2 that
the 8-rate scenario reduces the measured time to around one quarter. Our GPU
acceleration of multi-rate scheme is dominated by the GPU acceleration of SPIIR
filtering in single-rate. Therefore it is very efficient that we are able to obtain more
than 100-fold speedup for any scenario.

Table 5.3: Elapsed times of CPU and GPU-accelerated multi-rate filtering scheme
in different scenarios.
Number of rates

1

2

3

4

8

CPU multi-rate scheme

34815s

26379s

20817s

16680s

8841s

SPIIR filtering

34815s

26187s

20517s

16342s

8453s

GPU multi-rate scheme

287s

220s

199s

143s

85s

Speedup

121x

120x

104x

116x

104x
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Figure 5.12: Schematic flowchart of the low-latency SPIIR pipeline gstlal iir inspiral with data input from two detectors. Solid blocks depict main components of this pipeline. Dashed blocks depict external processes.

5.5

Results of the GPU-accelerated low-latency
SPIIR pipeline

The low-latency SPIIR detection pipeline we are considering here is publicly available through distribution of gstlal software library 2 . gstlal provides a variety
of components from LIGO Algorithm Library (LAL)

3

for LIGO data processing

and uses the gstreamer framework to control streaming data. We use the existing
gstlal components for reading calibrated data, data whitening, performing coincident post-processing for our pipeline. We use our own multi-rate SPIIR filtering
for template filtering. The pipeline has the code name gstlal_iir_inspiral in
gstlal. A schematic flowchart of the pipeline is shown by Fig. 5.12.
The gstreamer framework inherently employs multi-threading technique to
take advantage of the multiple cores of a CPU. Therefore, the CPU implementation of the SPIIR pipeline is by default multi-threaded. We propose a different
criterion, the CPU time used by all CPU cores, rather than the elapsed time for
the single-threaded CPU implementation, to measure the performance of the GPU
accelerated pipeline versus the original CPU pipeline.
We present the used CPU time

4

of the main components of the CPU pipeline

in percentages, shown by Tab. 5.4. This computation profiling is performed using
2

gstlal library: https://wiki.ligo.org/DASWG/GstLAL
lal library: https://www.lsc-group.phys.uwm.edu/daswg/projects/lalsuite.html
4
Used CPU time is the user time and system time measured by time command of Linux
system.
3
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Table 5.4: Computation profiling of the CPU low-latency SPIIR pipeline gstlal iir inspiral.
Multi-rate SPIIR filtering
SPIIR filtering Resampling Upstream summation
93%
3.1%
0.9%

Other
3%

the platform given by Tab. 5.1. The data we process is a short segment of recolored
LIGO 5th Science run data, which represents a set of clean data and produces a
reasonable number of single events for coincidence analysis. The SPIIR filtering
dominates the computation, taking over 93% of the CPU time while the resampling
and summation come next at 4%.
We now can estimate the expected CPU resource reduction of the pipeline, if
part of the whole the multi-rate filtering component is executed on GPU instead of
CPU. The expected resource reduction κapp is determined by the resource reduction
brought by accelerated module κmod and the computational cost of this module
Pmod in the pipeline. It is given by:
κapp =

1
,.
1 − Pmod + Pmod /κmod

(5.7)

If we only apply GPU acceleration only on the module of SPIIR filtering in our
pipeline and we choose a somewhat 100-fold from Tab. 5.2 for this component. The
total resource reduction ratio of our pipeline will be not more than 13-fold. If on
top of that, we apply GPU acceleration on resampling and upstream summation
components, and we choose a somewhat 100-fold from Tab. 5.3 for this multi-rate
SPIIR filtering. The total resource reduction of our pipeline will be about 25-fold.
We measure the CPU resource reduction efficiency and also the elapsed time
gain using GPU acceleration on multi-rate SPIIR filtering. The setup of the performance test is explained in detail here. We simulate two sets of data using Advanced
LIGO noise for the twin LIGO detectors, respectively. The duration of each data
set is 1000 seconds. These data sets are injected coherently into a simulated binary
neutron star coalescence GW signal. To prepare the templates used by our pipeline
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Table 5.5: Number of filters in each frequency band of a bank and the data sampling
rates required by Nyquist theorem.
Sampling rate (Hz)
Frequency band (Hz)
Number of filters

4096
< 2048
64

2048
< 1024
64

1024
< 512
128

512
< 256
256

for the search, we generate two template banks for each detector, which covers the
parameters of the injection. Each bank consists of 1024 geometric templates. We
generate SPIIR filters for each bank and divided the filters into four groups corresponding to four designated sub-rates. We insert filters with zero coefficients into
each group so that the number of filters of each group in a bank will be a power of
2. While it is not necessary to do the filter insertion for the search, the insertion
here is for performance testing purpose. The number of SPIIR filters of each group
in each bank is shown in table 5.5.

Table 5.6: Performance of the low-latency SPIIR pipeline merely using CPU power
(CPU pipeline) and with GPU acceleration of multi-rate SPIIR filtering (GPU
pipeline).
Pipeline

Used CPU time

CPU resource reduction ratio

Elapsed time

Speed-up

CPU pipeline

31610s

1x

4560s

1x

GPU pipeline

1520s

21x

430s

11x

Tab. 5.6 shows the CPU resource reduction and elapsed time gain by the GPUaccelerated SPIIR pipeline. It achieves 21-fold improvement on CPU resource
reduction. This is close to our expectation shown earlier. Besides, we have significantly reduce the running time of the pipeline by 11-fold. The difference of the
SNRs between the GPU pipeline and the CPU pipeline on the injection event is
within 0.00006% for the 10 test runs, and the injection is successfully recovered by
the GPU pipeline.
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Conclusions and Future Work

Low-latency and real-time detections of gravitational-wave (GW) signals are gaining priority for their potential to enable prompt electromagnetic follow-up observations. The low-latency SPIIR detection pipeline is a CBC detection pipeline with
that latencies of tens of seconds.
In this paper, we develop the GPU acceleration for the main computational
component of the SPIIR pipeline — multi-rate SPIIR filtering. We first improve
the GPU optimization of the filtering part, by employing a new kind of GPU thread
configuration and exploiting new memory features of Maxwell GPUs. This provides
a notable 1.5 to 10 fold speedup over our previous acceleration on Fermi GPUs.
We implement GPU acceleration of resampling and upstream summation parts for
the multi-rate filtering procedure. Our tests show the multi-rate filtering has been
accelerated over 100 fold given different filtering scenarios. This leads to a 21-fold
CPU resource reduction for the entire pipeline and a 11-fold reduction on elapsed
time.
We would like to thank Maurice H.P.M. van Putten for discussion and comments
on the details of the paper. This research is supported in part by National Natural Science Foundation of China (Grant No. 61440057, 61272087, 61363019 and
61073008), Beijing Natural Science Foundation (Grant No. 4082016 and 4122039),
the Sci-Tech Interdisciplinary Innovation and Cooperation Team Program of the
Chinese Academy of Sciences, the Specialized Research Fund for State Key Laboratories, and the Australian Research Council Discovery Grants and Future Fellowship programs. QC gratefully acknowledges the support of an International Postgraduate Research Scholarship funded by the Australian government. We thank
André Fletcher for proofreading a draft of this manuscript.

Chapter 6

Conclusions and future work

In this thesis, I first present prospects of prompt electromagnetic (EM) follow-up
observations of binary neutron star coalescences using gravitational wave (GW)
triggers. We argue that prompt EM follow-up observations are possible with earlywarning GW triggers, and fast-response and wide fields-of-view EM facilities. I then
report on a major effort in the development of a low-latency compact binary coalescence (CBC) detection pipeline based on gstlal software library. This pipeline
uses the summed parallel infinite impulse response (SPIIR) filtering method to
search for CBC signals that we refer to as the SPIIR pipeline. Current low-latency
pipelines search for coincident GW candidates from multiple detectors. We developed a computationally efficient method that searches GWs coherently from
multiple detectors and provides sky localization of the GW source candidate. The
computational cost for this coherent search is a few MFLOPS (million floating
point operations per second) per waveform template for the two detector case. We
developed a novel false alarm rate estimation (FAR) method to estimate the significance of coherent search events. We tested the sensitivity of our SPIIR coherent
pipeline using injections on a realistic LIGO data set. We demonstrate that the
pipeline sets a clear separation of signals and noises. This pipeline was used in the
online first aLIGO science run (O1) for about two months which does not cover
the periods around the two GW events — GW150914 and GW151226. It reached
sub-minute latency and identified a potential low-mass CBC candidate. To address the demand of TFLOPS of computational power for SPIIR filtering for a
complete CBC search. We accelerate the filtering using GPUs and achieved more
than 100-fold speedup compared with the speed using single-core CPU.
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The next steps we will follow to bring the SPIIR coherent pipeline to full power
for the CBC search are:
• We will bring to a completion of the code review for the SPIIR pipeline as
required by the LIGO science collaboration.
• We will complete a comprehensive study on the output of the SPIIR pipeline
on the LIGO O1 offline data.
• We will participate in future LIGO science run and continue to generate
science output of high impact.
For further technical development of the SPIIR pipeline, I list several directions
for future work:
• The latency of the SPIIR pipeline can be further reduced by investigation of
each component of the pipeline. For example, the component of data whitening is performed using fast Fourier transformation which introduces tens of
seconds latency. This latency could be removed by time-domain whitening.
• We currently rank our GW candidates by two features: the coherent search
statistic and the combined waveform consistency test result. There are several
information we have not yet utilized, e.g. the null statistic and the consistency
test of single detectors. How to use all the available information, to develop
a more reliable and robust ranking of candidates and a better separation
between signals and noise, is worth investigation.
• The SPIIR pipeline performs filtering with a set of template waveforms. The
number of waveforms can be hundreds of thousands to cover the CBC parameter space in the advanced detector band. Previous study proposes a
template interpolation method that can possibly reduce computational cost
by two orders of magnitude [42].
• The GW source localization from the pipeline is only a direct by-product
of our coherent search. Essentially, we are exploiting the time and phase
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information of the filtering result for localization. An exploration of the
amplitude information [48] could provide a better source localization.
There are several low-latency pipelines within the LIGO-Virgo Science collaboration. We often found these pipelines do not agree with each other on the significance of a given event, be it a detection or a noise trigger. Therefore it is of great
importance to compare the performances of these pipelines and to understand the
advantages and disadvantages of each pipeline. In Sec. 1.5.2, we proposed to measure the performance of a pipeline in four aspects. We envision that in the future,
more work can be laid out in this direction.
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Appendix A

SPIIR filtering and coherent
analysis software package

A.1

Software infrastructure

Here, we present a more general review of this infrastructure. This will answer how
data streams are managed, and how a pipeline works as a software application.
gstlal is an open-source low-latency tool library developed for the gravitational
wave (GW) data analysis group. The name gst from gstlal is from the multimedia
software library — gstreamer [251] and the name lal is from the GW analysis
software library — the LIGO Algorithm Library (LAL) [246].
The gstreamer library provides a framework to realize processing of streaming
data. Here we just present the key elements. The basic feature of gstreamer is
a buffer, which is a small segment of data with meta information about the data.
Meta-information usually includes the duration, the timestamp, and the format of
the data. buffer s are taken in and processed in functional units called elements.
A pipeline is made by linking a series of elements. There are two basic requirements for a pipeline to work. One is the data formats that adjacent elements can
process need to be compatible. The other is that there needs to be an element
to trigger the pipeline processing — this element is usually the first element that
handles the data interface.
When the pipeline processing is initiated, buffer s will one by one flow through
elements until finished. The data flow is managed by a higher level event schedule
mechanism. This event, different from a GW event, is a gstreamer function that
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is used to inform which elements need to run.
Latency occurs at each processing element. We need to guarantee that the
processing time of an element is less than the data duration of the buffer it reads
in, otherwise the latency of the pipeline will keep accumulating. The latency of
the SPIIR pipeline is not fixed, as the computation of the coincidence or coherent
processing component varies with the noise behavior of the data. The estimated
latency distribution over the main pipeline components is presented in Tab. 3.1.
gstlal library is the base library for several low-latency pipelines, including
the data calibration pipeline, the excess-power burst search pipeline, the LLOID
pipeline, which is often referred to as the gstlal pipeline, for CBC search, and the
SPIIR pipeline for CBC search. The pipeline application for the SPIIR coincidence
pipeline is named gstlal_iir_inspiral. We refer readers to Chapter 4 for the description of the SPIIR coherent pipeline, which is named gstlal_inspiral_postcohspiir.

A.2

Package directory tree

Here we show the directory of the software package that contains the construction of
the offline and online pipeline and the code for SPIIR filtering and coherent analysis.
The source files can be browsed at: https://versions.ligo.org/cgit/gstlal/tree/?h=spiir1.0. (The source files are under review and subject to change.)
The directory is gstlal-spiir:
gstlal-spiir
bin
gstlal inspiral postcohspiir online ♥
gstlal inspiral postcohspiir offline ♥
gstlal inspiral postcohspiir lvalert background plotter
gstlal cohfar plot ifar ♣
gstlal cohfar skymap2fits
gst
cohfar
background stats.h ♣
background stats utils.c ♣

A.2. PACKAGE DIRECTORY TREE
background stats utils.h ♣
cohfar accumbackground.c ♣
cohfar accumbackground.h ♣
cohfar assignfar.c ♣
cohfar assignfar.h ♣
ssvkernel.c ♣
ssvkernel.h ♣
test
cuda
spiir
spiir.c ♣
spiir.h ♣
spiir kernel.cu ♣
spiir kernel.h ♣
multiratespiir
multiratespiir.c ♣
multiratespiir.h ♣
multiratespiir kernel.cu ♣
multiratespiir kernel.h ♣
multiratespiir utils.c ♣
multiratespiir utils.h ♣
test
postcoh
postcoh utils.c ♣
postcoh utils.h ♣
postcohinspiral table utils.c ♣
postcohinspiral table utils.h ♣
postcohinspiral table.h ♣
postcoh.c ♣
postcoh.h ♣
postcoh kernel.cu ♣
postcoh kernel.h ♣
postcoh filesink.c ♣
postcoh filesink.h ♣
test
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spiir
spiir.c ♣
spiir.h ♣
python
postcoh finalsink.py ♣
postcoh table def.py ♣
spiirparts.py ♥

Appendix B

Example using the low-latency
SPIIR coherent pipeline

The program is under review and are subject to change.

gstlal postcohspiir inspiral online \
--job-tag pcdev1 \
--control-peak-time 0 \
--frame-cache ../frame.cache \
--iir-bank $BANK1 \
--iir-bank $BANK2 \
--data-source frames \
--track-psd \
--psd-fft-length 16 \
--gps-start-time $StartTime

\

--gps-end-time $EndTime \
--channel-name H1=LDAS-STRAIN \
--channel-name L1=LDAS-STRAIN \
--frame-segments-file ../segments.xml.gz \
--frame-segments-name datasegments \
--veto-segments-file ../vetoes.xml.gz \
--cohfar-accumbackground-output-prefix bank6 stats \
--cohfar-accumbackground-output-prefix bank7 stats \
--cohfar-accumbackground-snapshot-interval 200 \
--cohfar-assignfar-silent-time 500 \
--cohfar-assignfar-input-fname marginalized 1w.xml.gz \
--cohfar-assignfar-refresh-interval 200 \
--gpu-acc on

\
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--ht-gate-threshold 15.0 \
--cuda-postcoh-snglsnr-thresh 4 \
--cuda-postcoh-hist-trials 100 \
--cuda-postcoh-detrsp-fname ../L1H1 skymap.xml \
--cuda-postcoh-output-skymap 1 \
--check-time-stamp \
--finalsink-background-collection-time 500 \
--finalsink-background-update-interval 500 \
--finalsink-output-prefix lzerolag \
--finalsink-snapshot-interval 200 \
--finalsink-cluster-window 1 \
--finalsink-far-factor 2 \
--finalsink-need-online-perform 1 \
--finalsink-gracedb-far-threshold 0.0001 \
--control-time-shift-string H1:24.3 \
--verbose

job-tag: this will create a folder whose name is given by the value of job-tag.
All the output files will be in this folder.
control-peak-time: currently not used, later will be used to set the SNR peaks
every second.
data-source: for offline search, it is “frames”. for online search, it is “framexmit”
frame-cache: for offline search, this is required. It reads frames from locations
given in this file.
iir-bank: location for the SPIIR bank. In this example, there are two banks, so
it needs two –iir-bank inputs.
track-psd: track the psd on the fly and use this psd for whitening.
psd-fft-length: psd length in seconds.
gps-start-time: for offline search, this is required. The start time to process in
GPS seconds.
gps-end-time: for offline search, this is required.
channel-name: for offline/online search, this is required.
frame-segments-file: this file defines which segment of data is valid
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frame-segments-name: this name defines which segment of data is valid
veto-segments-file: this file defines which segment of data should be vetoed
cohfar-accumbackground-snapshot-interval: the histogram of background events
will be snapshotted regularly at multiples of the time defined here. If it’s 0, the
background histogram will be saved after finishing processing the data stream.
cohfar-accumbackground-output-prefix: the output prefix for the background
histogram. The background output will be saved in the job-tag folder.
cohfar-assignfar-silent-time: After this silent time, all the zerolags will be assigned a FAR.
cohfar-assignfar-input-fname: All the zerolags will be assigned a FAR from this
file or these files.
cohfar-assignfar-refresh-interval: The FAR file or files will be refreshed given
this interval.
ht-gate-threshold: the values of the whitened data will be compared with this
threshold. If it is over this threshold, it will be reset to zero.
cuda-postcoh-snglsnr-thresh: threshold to pick single triggers for coherent search,
default is 4.0.
cuda-postcoh-hist-trials: number of trials to collect background histogram, usually set to 100.
cuda-postcoh-detrsp-fname: the detector response file, which contains the sampled U and τ matrices, used to generate coherent SNR and skymap.
cuda-postcoh-output-skymap: need output skymap (1) or not (0), usually set
to 0.
finalsink-output-prefix: the prefix for the zerolag output files.
finalsink-background-collection-time: background will be collected for the past
period given by this value.
finalsink-background-update-interval: background histogram and statistics will
be updated at multiples of this interval.
finalsink-snapshot-interval: the zerolags will be dumped at multiples of this
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interval.
finalsink-cluster-window: all the zerolags will be clustered over a window given
here first before being dumped.
finalsink-far-factor: normalization factor when setting FAR for each zerolag
trigger. This should be set to the number of pipelines running at the same time.
finalsink-need-online-perform: set to 1 if tracking online performance statistics,
such like latencies of last 1000 triggers. Set to 0 for no tracking
finalsink-gracedb-far-threshold: upload to the Gracedb zerolags whose FARs
are smaller than the threshold
control-time-shift-string: shift data in time
verbose: printout verbose information

Appendix C

Sky localization with three
detectors

Here, we present the localization performance using our detection statistic with
simulated 3-detector data. First we generated Gaussian noise data using theoretical
initial detector sensitivity curves for LIGO-H, LIGO-L, and Virgo respectively. We
sample each set of data at 1024 Hz. An injection was performed coherently into each
data set. The properties of the injection are: the mass pair is 2M , 2M , starting
frequency is 32Hz, and the ending frequency is 512Hz. The injection waveform is
2.5 post-Newtonian approximate waveform. The injection was at a distance of 10
MPC. Its effective distance is 13.48 MPC.
Here, we only seek the performance in the ideal case that we assume that we
know the exact masses of the non-spin binary and the exact arrival time at each
detector. Sec 4.3 showed the results of a realistic search performed where the
source masses and arrival times are unknown.
We used the injected waveform to generate the SPIIR coefficients. The overlap
of the SPIIR-reconstructed waveform with the injected waveform is over 99%. For
conveniency, we doubly-whiten the SPIIR coefficients and use the resulting coefficients to filter the data. We used the SNR at the exact known coalescence time
of LIGO-Hanford detector, to construct the skymap of our coherent SNRs and the
skymap of nulll SNRs. The sky grid is 200 × 200 pixels and the angular resolution
is 1.8deg×0.9deg.
The injected sky location is successfully recovered by the optimally detected
coherent SNR. The maximum statistic ρCOH is 16.74. Single SPIIR SNRs to this
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sky location are 8.24, 12.77, 7.09 for L, H, V, respectively. The individual times
of the maximum coherent SNR are the individual times of the maximum single
SNRs of each detector. The coincidence statistic is obtained by adding up the
single maximum SNRs together — we got 16.77. The difference between these two
statistics is due to the fact that some noises are projected out to the null SNR.
The null SNR for this location is 1.10 which is reasonable considering the expected
value is 1. It is worth noting that although the injected sky direction is recovered
by the maximum coherent SNR, there are 5 sky locations that have coherent SNR
larger than 16.70 as shown by the very hot pixels around the injection location
(See Fig. C.1).
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Figure C.1: Skymap for the coherent SNR with initial LIGO-H, LIGO-L, and
Virgo (LHV) detectors. The coherent SNR utilizes the SPIIR filtering results.
The location of the injection is marked as “*”. The injection source sky location
is successfully recovered by the optimally detected coherent SNR whose value is
16.74. There are 5 sky locations that have coherent SNR larger than 16.70 as shown
by the very hot pixels around the injection location.
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Figure C.2: Skymap for the null SNR with initial LIGO-H, LIGO-L, and Virgo
(LHV) detectors. The nulll SNR utilizes the SPIIR filtering results. The source
location of the injection is marked as “*”. The null SNR at the injection sky
location is 1.10.

