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ABSTRACT

Cells in multicellular organisms rely on thousands of different ligand-receptor pairs to send
messages between cell types. This intercellular communication is crucial to coordinating the
activities of multiple cell types throughout all stages of life, starting from differentiation and
development of multicellular organisms, through to their homeostasis and response to
pathogens. This thesis focuses on the development of three computational tools for
analysing cell-to-cell communication networks using bulk and single-cell expression
datasets.
The first tool, scMatch, was developed in response to the problem of cell-type annotation of
single-cell profiling data. This is a first and critical step in predicting cell-to-cell
communication networks. The cell-types (nodes) need to be correctly annotated as the basic
blocks that interact with each other through ligand-receptor interactions. The advent of
single-cell RNA sequencing (scRNA-seq) enables the unbiased identification of cell types and
even distinguishes the subpopulations within a cell type, which increases the resolution of
the cell-to-cell communication network, however annotation of these cell-types and states
to date have heavily relied on clustering followed by subjective expert annotation. Using
reference transcriptome data from previously published, well-annotated expression profiles
of purified cell-types, scMatch is able to annotate individual cells automatically. Extensive
benchmarking results show that scMatch has comparative performance with respect to
other algorithms and several unique advantages.
The second tool, NATMI (Network Analysis Toolkit for the Multicellular Interactions), uses
bulk or single-cell gene expression data to predict potential intercellular communications
(edges) via a curated or user-specified database of ligand-receptor pairs. NATMI allows
iii

users to visualize this predicted network from three different aspects: between defined cell
type pairs, between defined ligand-receptor pairs, and summarized cell type-to-cell type
interactions. NATMI also shows, by weighting these edges according to the expression
patterns of ligands and receptors, coordination between different cell-types can be
highlighted. Many experiments are designed to explore the value of expression weighted vs
specificity weighted edges and how this can be used to reveal different aspects of the
communication network. Through a reanalysis of an organism wide single cell dataset (the
Tabula Muris atlas which covers 117 mouse cell types) we show that autocrine signalling is a
major feature of cell-to-cell communication networks. We also show preliminary analyses to
identify cellular communities within this dataset. Lastly, we show that NATMI can be used to
compare datasets with similar cellular components and identify differences between two
derived cell-to-cell communication networks.
The third and final manuscript, describes the development of HyperCommunity a suite of
community detection algorithms for the weighted directed hypergraph which is a better
mathematical model for a cell-to-cell communication network. The community structure in
a directed hypergraph is proposed to outline a set of nodes (node community) that are
densely connected by a group of directed hyperedges (hyperedge community). In this work,
multiple community detection algorithms are designed and benchmarked on synthetic
datasets. The best performing detection strategy, which can effectively and efficiently
detect most predefined communities in a synthetic directed hypergraph, was then applied
to two organism-wide datasets. Disjoint ligand-receptor pair communities and their
counterpart cell type communities were identified in these datasets, however, only a few of
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them are biologically plausible. Due to the time constraint, I am not able to derive
conclusions about reasons behind this or explore alternative datasets.
Overall, this thesis provides a thorough cell-to-cell communication network analysis
framework spanning from correctly identifying the entities in the network to intercellular
communication prediction, estimation and visualisation, which provides the opportunities to
recognize a higher level of structural features of the cell-to-cell communication networks
from various data sources.
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Chapter 1

General Introduction

Metazoans, multicellular animals, evolved multiple cell types with specialised functions.
Biological processes in metazoans require the cooperation and coordination of these
distinct types to achieve complex functions. This is made possible by intercellular
communication through secreted ligands [1], exosomes [2], and direct contact [3]. This
intercellular communication is crucial to the proper functioning of living multicellular
organisms and disruption or inappropriate cellular communication can cause disease [47]. To better understand cell-to-cell communication in normal and disease biology we
need new methods to systematically study cell-to-cell communication networks.
In this thesis, I have explored the use of bulk and single-cell transcriptome data and
graph theory methods to predict multicellular interaction networks. The thesis is
presented as a series of chapters and includes 3 manuscripts resulting directly from this
work.
Chapter 2 is a review of the literature. Part 1 reviews the development of gene
expression measurements. In this section, I discuss bulk gene expression profiling
technologies. I then systemically compare available methods for each unique step of a
single-cell transcriptome experiment and introduce their strengths and potential biases.
Lastly, the general data analysis pipeline, from data processing to cell type annotation, is
reviewed. Part 2 reviews basic concepts and definitions applied in the study of cell-tocell communication. The basic tasks in the cell-to-cell communication network analysis,
from multicellular interaction prediction to network visualisation and biological
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interpretation, are then examined. Finally, since the thesis introduces a new
mathematical framework, the directed hypergraph, to model a cell-to-cell
communication network, part 3 reviews the concepts of directed hypergraphs. In
addition, the various research topics of the directed hypergraph are discussed.
Chapter 3 describes the development of a reference-sample based annotation method,
scMatch, which can be used to automatically annotate all cells in a single-cell dataset
with their most likely cell type. Note, high-quality annotation of single-cells is a
prerequisite to predicting cell-to-cell communication networks. This work was published
in Bioinformatics (https://doi.org/10.1093/bioinformatics/btz292) and the chapter is
formed as a brief introduction and a copy of the published peer-reviewed work.
Chapter 4 is in the same format as Chapter 3. The work in this chapter was published in
Nature Communications (https://doi.org/10.1038/s41467-020-18873-z). It addresses
the development of NATMI, a toolkit to predict ligand-receptor-mediated cell-to-cell
communication networks. This toolkit is also able to highlight the critical intercellular
communications and visualise the multicellular interactions at different levels that can
be used to guide downstream analyses. The publication also explores the underlying
data structure of cell-to-cell communication networks and describes how these can be
naturally modelled as a weighted directed multi-hyperedge hypergraph.
Chapter 5 is also of the same format as the previous two chapters. The manuscript has
been

submitted

to

the

preprint

server

bioRxiv

(https://doi.org/10.1101/2020.11.16.381566). In this work, I use the generalised
definition of a weighted directed hypergraph to model the overall cell-to-cell
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communication network. I hypothesise that cell types that are communicating more
closely are inclined to form a community in the corresponding weighted directed
hypergraph. I propose the definition of the community structure in a directed
hypergraph, then design several community identification methods and evaluate the
performance of these methods on synthetic networks. I then apply the best detection
strategy, (the HyperCommunity algorithm, which outperformed all other tested
strategies), to the weighted directed hypergraphs from two organism-wide gene
expression datasets and identify several disjoint community structures. I will continue
improving the quality of results in the future and try to interpret the identified ligandreceptor pair communities and cell type communities.
Finally, in the last chapter, Chapter 6, I discuss the potential applications and limitations
of these tools for describing the multicellular interactions in an organism.
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Chapter 2

Literature Review

2.1 Abstract
Complex tissues are composed of multiple cell types with distinct functions that drive
and sustain various biological processes. To coordinate the activities of populations of
multiple cell types and achieve multicellular processes, cells exchange information
mainly via ligand-receptor pairs. The expression of these ligands and receptors can be
restricted to one or two cell types or be more broadly present across multiple cell types.
Thus, a particular ligand-receptor pair can be used for specific communication or be
broadcasting to most cell types. In this thesis, I focus on developing methods for
predicting ligand-receptor mediated cell-to-cell communication networks using single
cell expression data. In this chapter, I summarise the advances in gene expression
measurements from predominantly bulk to single-cell profiling and the bioinformatics
tools developed to process transcriptome data and analyse the multicellular interactions
via ligand-receptor pairs. I then discuss directed hypergraphs, a more accurate
representation of the ligand-receptor-mediated cell-to-cell communication network
than current models and finally describe methods for their analysis.

2.2 Gene expression measurements
Gene expression measurements in the form of RNA transcript or protein abundance
levels are used broadly to study gene regulation, disease and in systems biology. For the
majority of this PhD I use RNA expression to infer protein level abundance of ligands and
receptors. There are caveats to this approach. RNA expression
4

protein expression;

there are multiple studies that have examined concordance between RNA and protein
levels and shown that there are RNAs that are not translated and proteins with longer
half-lives encoded by RNAs that are rapidly degraded [1, 2]. However, RNA
measurements are considerably easier to scale. Both bulk and single cell RNA
sequencing (RNA-seq) datasets are much more broadly available and have a much
broader coverage of genes than that of proteomics methods.
Due to the increased sensitivity detection for mRNAs, which encode proteins, RNA
measurments have been widely used as a proxy for quantitative proteomics [3]. The
northern blot technique, introduced by Alwine et al. in 1977, is one of the first
techniques to evaluate the abundances of RNAs [4] but is a low throughput method [5].
In the 1970s it was realised that viral reverse transcriptases [6] could be used to make
DNA copies of almost any RNA [7-9]. With the development of DNA amplification
techniques [10], it became possible to amplify sufficient amounts of DNA copies of each
expressed RNA to study their expression levels and sequence isoforms in detail. The
majority of transcriptome analysis techniques currently available depend on this
underlying reverse transcription - polymerase chain reaction (RT-PCR) pairing [11]. In
this section, major mRNA expression profiling techniques are reviewed.

2.2.1 Bulk expression profiling
Hybridisation-based microarrays, developed in the 1980s, use specialised nucleic acid
probes of 18-100nt to hybridise fluorescently labelled target cDNAs [12]. Such probetarget hybridisation can be used to measure the relative expression of thousands of
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genes within a sample at low cost [13-15]. However, they are of limited use for novel
for novel gene discovery and have issues of cross-hybridisation. These limitations
coupled with the development of massively parallel next generation sequencing
technologies led to the development of sequencing technologies that have largely
superseded microarray-based expression profiling.
Early sequencing-based expression profiling methods include expressed sequence tags
(ESTs [16]), serial analysis of gene expression (SAGE [17]) and massively parallel
signature sequencing (MPSS [18]). Both oligo dT and random primed EST libraries were
used to estimate relative gene expression. The SAGE method [17] was the first high
throughput short read method to investigate the relative expression levels of target
genes. MPSS evolved from SAGE and uses a longer sequence signature (~16-20
nucleotides long) compared to SAGE tags (~10-14 nucleotides) to reduce multi-mapping
of short tags and increase sensitivity [18].
The next innovation was the development of bulk RNA sequencing (RNA-seq) which
leveraged next-generation sequencing technologies to sequence along the length of
each RNA [19]. A meta-analysis has shown that RNA-seq has higher sensitivity and more
comprehensive coverage than the previous four techniques [20]. Accordingly, RNA-seq
has largely replaced microarrays and other methods as an unbiased transcriptome
profiling method. Depending on the particular version of RNA-seq used, purified total or
polyA+ RNAs are fragmented and reverse transcribed into cDNA. The amplified libraries
are then sequenced and the resulting reads are mapped to a reference genome and
compared to known gene models to estimate gene expression abundance. These reads
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are also often used to reconstruct transcript structures de-novo [21, 22]. Another
related sequencing-based transcriptome profiling method is cap analysis of gene
expression [23, 24] which captures 5' cDNAs and is used for both gene expression and to
map transcription start sites (TSS). In addition to RNA-seq and CAGE, several other
paired-end tag approaches have been proposed to identify both specific transcriptional
start sites and polyadenylation sites [25].
All bulk population profiling methods described above measure the average gene
expression levels of the cells that comprise the input tissue. Using these methods,
several international projects, such as FANTOM5 (Functional ANnoTation Of the
Mammalian genome) [26], ENCODE (The Encyclopedia of DNA Elements) [27],
BLUEPRINT [28], HPCA (Human Primary Cell Atlas) [29], ImmGen (Immunological
Genome Project) [30], TCGA (The Cancer Genome Atlas) [31], and GTEx (GenotypeTissue Expression) [32] provide the bulk expression profiles of cell types and tissues.
They are still the primary data source that continues to fuel discovery and innovation in
biological research. Nevertheless, bulk analysis methods cannot distinguish the
contribution of individual cells to the gene expression observed in the given sample,
which makes cell states and rare cell types almost invisible in the dataset. Single-cell
RNA sequencing (scRNA-seq) is able to overcome this and quantify RNA transcripts at
single cell level, thus transforming our understanding of the transcriptome in complex
tissues.

2.2.2 Single-cell transcriptomics
In the 1990s, single cells from animals and plants were profiled through constructing
7

cDNA libraries from amplified mRNAs [33-35]. The first description of a single-cell RNAseq study based on a next-generation sequencing platform was published in 2009 [36]
and raised interest in profiling of RNA from individual cells with high resolution at
whole-genome scale. However, all these methods have drawbacks and were hard to
scale up to larger numbers of cells. By trapping individual cells into microfluidic
channels, the Fluidigm C1 system parallelised the preparation process [37]. Extending
this further, droplet based methods (e.g. inDrops [38] and Drop-seq [39]), dramatically
increased the throughput of single cell profiling by miniaturising the cDNA synthesis in
the form of droplets containing a single cell and a single barcoded bead. These highthroughput methods and the rapid uptake of commercial versions of these platforms
(e.g. 10x genomics chromium system) made single-cell analysis more accessible. Taking
this even further, split pool combinatorial indexing frameworks such as SPLiT-seq [40],
sci-RNA-seq [41], and sci-RNA-seq3 [42] offer an alternative strategy that avoids the
need for expensive equipment and potentially scales to millions of cells by using
multiple iterations of barcoding, pooling and splitting to combinatorially label cDNAs
from individual cells.
Similar to bulk RNA-seq techniques, producing single-cell libraries also involves RNA
capture, reverse transcription, second-strand cDNA synthesis, and cDNA amplification.
ScRNA-seq experiments, however, generally start with tissue dissociation and
subsequent isolation of viable single cells. For many analyses, single-cell suspensions
from dissociated tissues or body fluids are profiled directly, however, to enrich for
particular cell types of interest approaches such as micromanipulation [43] [44] and
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fluorescence-activated cell sorting (FACS) [45] can also be used.
Another major difference is the data yielded from scRNA-seq and methods for its
subsequent analysis. The estimated amount of RNA in a small eukaryotic cell is around
10 picogram [46] and currently, RNA capture efficiency is estimated at only 10–20%
[47]. This poses a significant challenge to reliably identify low-abundance
but functionally relevant transcripts in the final sequencing libraries. Consequently, the
single-cell gene expression tables tend to be sparse. Failing to detect a gene in a single
cell may represent a failure to capture the corresponding transcripts (so-called “gene
drop-out”) instead of the absence of expression. Increasing sequencing depth may help
in some cases, however, there is a trade-off between deeper sequencing of a smaller
number of cells versus sequencing more cells at relatively low depth. One strategy is to
merge the expression values of cells of the same cell type and treat it as a pseudo-bulk
expression profile [48]. Another computational strategy is imputation of the missing
values due to dropout events [49].
For meaningful analysis, several factors, from sample preparation to library
construction, should be taken into account when planning an scRNA-seq experiment.
Firstly, single-cell dissociation is prone to bias and artefacts and tissue dissociation
methods need to be adapted and optimised for each tissue. Denisenko et al. have
shown multiple technical biases can be introduced by choices relating to dissociation
method, storage and single cell or single nuclei profiling [50]. They observed warm
dissociation induced a stress response, that some cell types were lost after
cryopreservation while methanol fixation has issues with ambient RNA, and that single
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nuclei profiling works well but suffers a depletion of lymphocytes. In order to choose the
appropriate scRNA-seq protocol for the samples at hand, researchers should take into
account the biases mentioned above, the availability and timing of samples, the
biological question under investigation, and budget.

2.3 Bioinformatics tools for single-cell transcriptome analysis
Computational analysis of single cell data consists of several fundamental steps and
approaches including extracting an expression table for each cell in the sample and
labelling cells with their cell-type. Below I discuss some of the computational
approaches used for single cell analysis.

2.3.1 Gene expression matrix construction
An scRNA-seq analysis pipeline starts with quality control and alignment. This can be
carried out using existing tools developed for bulk RNA-seq analysis, e.g., Kraken [51],
Burrows-Wheeler Aligner [52], HISAT [53], STAR [54], and Tophat [55, 56]. An added
complexity over bulk RNA-seq is that multi-level barcodes need to be correctly demultiplexed (dependent on the protocol used) before alignment to assign the
expression profiles to individual samples and cells.
The next data processing step is distinguishing high-quality cells from damaged cells,
empty wells/droplets, and doublets/multiplets. Different criteria have been proposed to
identify high-quality cells based on the statistics of the library. The simplest strategy is to
filter out cells/droplets with very low or high numbers of detected reads and genes.
Secondly, cells with a low level of aligned reads may be excluded as they can indicate
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RNA degradation, cell damage or incomplete lysis. If external spike-ins are used, a cell
with a higher proportion of reads from spike-ins than other cells may indicate a poorquality library [57, 58]. In the case of single nuclei profiles, a high fraction of reads
mapping to the mitochondrial genome can indicate an issue with low quality nuclei
preparations. Another problem is the issue of ambient RNA contamination. Since
cell/nuclei suspensions often also contain cellular RNAs released by dead or damaged
cells, empty droplets containing ambient RNA may look like a cell. Methods such as
EmptyDrops [59] and SoupX [60] have been developed to remove such ubiquitous
contamination. Lastly, clustering cells based on the similarity between their gene
expression profiles can also help to identify problematic sequencing libraries, because,
compared to good-quality cells that share similar expression patterns, cells of low
quality tend to display distinct expression profiles and thus are recognised as outlier
clusters [61, 62]. If these outlier clusters co-segregate with low read counts, low
numbers of genes, or high mitochondrial rate this can indicate an artefact rather than a
biologically distinct cell type. Another problem that can occur is when two or more cells
were labelled with the same barcode, these doublets/multiplets containing various cell
types would appear as novel cell types. Therefore, in silico doublet prediction is an
indispensable step of quality control [63, 64].
After removing low-quality droplets and libraries, raw read counts should be converted
into relative expression levels to eliminate cell-specific biases such as differences in
sequencing depths and other issues related to library preparation. For the data
generated from full-length single-cell RNA-seq protocols, normalisation strategies can
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be based on the assumption that the total amount of RNA captured in cells are identical
and most genes are not differentially expressed [65]. In addition to library-size-based
normalisation methods, there are between-sample normalisation approaches utilising a
reference sample [66, 67]. If unique molecular identifiers are used, amplification bias
can be removed, however, the expression table still needs to be normalised because
technical variations could be introduced in other steps of library construction.
Interestingly, some machine-learning-based methods, have been developed that bypass
the normalisation step and directly predict the approximate expression profiles of the
cells [68, 69]. Currently, there are many single-cell analysis pipelines to perform these
data processing tasks, with Seurat [70, 71], Scanpy [72], and CellRanger (10X Genomics)
being the most commonly used.

2.3.2 Determination of cell identity
The next step is to label each cell with its identity (cell type, cell state) to allow
downstream analyses. The corresponding tools broadly fall into supervised and
unsupervised approaches.
Unsupervised clustering approaches are often preferred at this stage and rely on cells of
the same type clustering together based on similar gene expression profiles. It is
agnostic of known cell types thus both known and unknown cell types are fairly treated.
One drawback is that since the expression matrix can contain measurements for tens of
thousands of genes across thousands of individual cells, the processing of a similarity
matrix comparing all cells against each other is computationally demanding.
Dimensionality reduction on the gene expression matrix is thus recommended prior to
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this step and can be performed using methods such as principal component analysis
[73], t-distributed stochastic neighbour embedding [74], multidimensional scaling [75],
locally linear embedding [76], Isomap [77], Gaussian process latent variable modelling
[78] and uniform manifold approximation and projection [79]. After clustering, the
identity of cells in each sub-population is inferred. Canonical cell type identification
procedures rely on expert annotators using known marker genes to manually annotate
cell clusters [80]. Issues with this cluster-then-annotate approach include mis-clustering
of rare cell types [81], poor consistency between clustering solutions [82, 83] and
subjectivity of cell-type annotations from different sources (e.g. annotating a T-cell at
different levels of granularity e.g. Immune cell vs lymphocyte vs T-cell vs CD8+ T-cell vs
regulatory T cells).
Alternatively, reference-based annotation (a supervised approach) can be used to
directly label cells without clustering. In this approach, single cells are annotated based
on their similarity to reference expression profiles of well-defined cell types [84-87].
Reference-based annotation methods can overcome the limited knowledge of marker
genes in each cell type and greatly automate the annotation procedure. This approach is
also robust because it relies on the whole expression profile, instead of a small number
of marker genes that may not be detected in the single cell data, to perform the task.
One drawback of the reference-based method is that cells can only be annotated as
known cell types, which hinders the discovery of unknown cell types. In order to
eliminate this problem, the reference database can be expanded to include results from
well-analysed scRNA-seq datasets (such as those being collected by the Human cell atlas
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(HCA) [88]). By averaging the sparse single-cell expression profiles of the same rare cell
type together, a comprehensive reference expression profile of that cell type is
constructed from individual single-cells.
Beyond cell-types, cells might be undergoing transitions and express marker genes of
two or more cell types, which would be obscured in bulk RNA-seq data [89, 90]. In order
to detect variation among cell states correctly in the annotation procedure, many
analytical frameworks have been proposed to arrange single cells along a trajectory [9193]. Monocle and its following improvements use the concept of pseudotime to
quantitatively measure the differences of single-cell gene expression profiles [42, 89,
94], while other algorithms can handle more complex graph models [95]. RNA-velocity
uses the ratio of reads from mature spliced RNAs and premature RNAs still containing
introns to predict state transitions (the spliced reads define the current state while the
intronic reads inform on where the cell is headed) [96]. Together cell type and cell state
annotations help define the set of cells that make up the sample and their likely state
transitions.

2.4 Cell-to-cell communication
The focus of this project is on modelling cell-to-cell communication in complex tissues.
Complex tissues are composed of multiple cell types with distinct functions that drive
and sustain various biological processes. To coordinate the activities of populations of
multiple cell types and achieve multicellular processes, cells exchange information via
ligand-receptor pairs. The expression of these ligands and receptors can be restricted to
one or two cell types or be more broadly present across multiple cell types, and thus
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ligands and receptors of different specificities can be used for very specific
communication between a few cell types, or for broad communication involving most
cell types (broadcasting or listening).
Multiple mechanisms have evolved for signalling between specific cell types to
coordinate their activities and achieve complex multicellular functions. Major signalling
mechanisms include ligand-receptor signalling, synaptic signalling between neurons and
exosomal (extracellular vesicle) mediated signalling.
Classical ligands comprise peptides, lipids, and ions. The majority of ligands are secreted
and include well studied molecules such as chemokines and bone morphogenetic
proteins [97-99] while others are membrane-bound e.g. Notch and Eph ligands [100].
The majority of these bind to cell surface receptors (ion channel-linked/ionotropic
receptors [101], enzyme-linked/catalytic receptors [102], and G protein-coupled
receptors [103]) and trigger a down-stream signalling cascade that eventually results in
a state change of the cell. There are also nuclear receptors that are intracellular and
shuttle between cytoplasm and nucleus. These nuclear receptors can detect hormone,
lipids and other small molecules that enter the cell prior to detection and modulate
expression of target genes (e.g. estrogen receptors, glucocorticoid receptor) [104]. An
additional complexity is that in order to maintain the three-dimensional structure of a
signalling complex, two or more receptors may participate in processes such as ligand
binding and complex formation. These additional receptors are usually referred to as coreceptors or accessory receptors [105]. This thesis only focuses on cell-surface
receptors; nuclear receptors and co-receptors are not considered.
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In the second form of cell-to-cell communication, extracellular vesicles (EV), such as
exosomes, provide a means to deliver a complex package of internal cellular
components including proteins, lipids, messenger RNAs, microRNAs, non-coding RNAs
and other factors [106-108]. Note, EV size and surface components have an impact on
the identification and capture of EVs. Micropinocytosis, where cells directly sample the
extracellular environment and internalise the resulting molecular/organic cargo, is in
theory only compatible with the capture of small EVs because small EV aggregates or big
EVs are too large [109]. Somewhat related to EVs, there are also thin membrane
structures, noted as tunnelling nanotubes, that are able to build membrane connections
between cells to transfer many cargoes and signals [110]. EVs are emerging as novel
mediators of cellular signalling processes [111, 112].
Lastly, in the nervous system, neurons convey information to each other or various
effector cells in a unique manner. The junction between the neural cell and its target cell
is a structure of the nervous system that is defined as the synapse. At a synapse, the
presynaptic neuron can release neurotransmitters that can be detected by the receptors
on the membrane of the target/postsynaptic cells and subsequently trigger the signal
transduction pathways [113]. In addition to neurotransmitter-mediated chemical
synaptic transmission, the membrane of the sending cell could have direct connections
to the cell surface of the target cell to convey an electric current [114]. This electrical
synaptic transmission relays bidirectional signals at a high speed and provides
complementary functions which are distinct from chemical synaptic transmission [115].
The specificity of synaptic transmission is largely controlled by the direct physical wiring
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of the neurons. As stated before, this thesis focuses on analysis of interactions between
ligands and plasma membrane receptors, neural communication will not be investigated
in this thesis either.

2.4.1 Spatial categories of cell-to-cell communication
Ligand-receptor mediated communication can be grouped into four classes based on
the location of the sending and target cells (Figure 2.1).
a Juxtacrine

b Paracrine

c Endocrine

d Autocrine

Figure 2.1: Classification of cell-to-cell communication based on location of sender and target
cells. a. Juxtacrine signaling. b. Paracrine signaling. c. Endocrine signaling. d. Autocrine signaling.

Juxtacrine signalling is spatially the shortest and uses membrane-bound ligands and
receptors [116] for communication between two physically associating cells (Figure
2.1a). For secreted ligands communication can be broken into paracrine signalling [117,
118] involving nearby cells (Figure 2.1b) and endocrine [119] involving distant cells
(Figure 2.1c). Endocrine signalling enables the cooperation and coordination activities
between different tissues and organs all over the body, which is crucial for metazoans to
adapt to various external environmental conditions [120, 121]. Note, as endocrine
signalling can theoretically occur between any cell pair in the body regardless of physical
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distance it greatly increases the complexity of the cell-to-cell communication network
within an organism [122].
Lastly, one of the main forms of cell-to-cell communication is autocrine signalling, which
involves a cell type expressing both a ligand and its cognate receptor at the same time
[123] (see Figure 2.1d for a graphical representation). An autocrine circuit allows a cell
to communicate with itself and other cells of the same cell type [124]. A typical
application of this kind of signalling is quorum sensing. Quorum sensing cells are a
population of cells that can evaluate their population density through autocrine signals
and make collective decisions to maintain tissue homeostasis [125, 126]. In cancer
autocrine signalling may be co-opted allowing cancer cells stimulated by their own
ligands to proliferate uncontrollably [127, 128].

2.4.2 Cell-to-cell communication network analysis
Several studies have shown that multiple types of signalling mechanisms can work
together to maintain cellular homeostasis [129-131]. In a cell-to-cell communication
network, potentially hundreds of ligands and receptors are used for communication
between any given pair of cell types [132]. In order to disentangle diverse signalling
pathways and extract the core pathways involved in the biological process of interest,
systems biology approaches that integrate rather than isolate individual pathways are
required. In a cell-to-cell communication network that wires together all cells in the
system with potential intercellular communications, the hope is that studying the
network structures helps reveal the underlying biologic mechanisms [132].
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Table 2.1: Comparison of intercellular communication network analysis tools.
Software

Programing
Input
Sample
language data type amount

Interaction
database
source

Gene weight

Edge
model

Edge weighting
method

CCCExplorer [133]

Java+R

bulk

one

built-in

differentially
expressed

simple
edge

user-predefined

immport [134]

R

bulk

one

built-in

raw

simple
edge

mean rank

Kumar et al. [135]

MATLAB

singlecell

multiple

built-in

mean

simple
edge

product

scTensor [136]

R

singlecell

one

built-in

mean

hyperedge

product

RNA-Magnet
[137]

R

singlecell

one

built-in

mean

simple
edge

averaged
probability

SoptSC [138]

MATLAB/R

singlecell

one

user-specified

raw

simple
edge

intracellular
effect

Zhang et al. [139]

N/A

singlecell

one

built-in

differentially
expressed

simple
edge

unweighted

iTALK [140]

R

singlecell

one or
more

built-in and
user-specified

mean or
differentially
expressed

simple
edge

product

NicheNet [141]

R

bulk and
singlecell

two

built-in

statistical
inference

simple
edge

intracellular
effect

CellTalker [142]

R

singlecell

multiple

built-in and
user-specified

differentially
expressed

SingleCellSignalR
[143]

R

singlecell

one

built-in

mean

CellPhoneDB
[144]

Python

singlecell

one

built-in and
user-specified

mean

ICELLNET [145]

R

one

built-in

mean

SpaOTsc [146]

Python

one

user-specified

N/A

NATMI [147]

Python

one or
more

built-in and
user-specified

talklr [148]

R

one or
more

built-in

mean

simple
edge

normalised
product

COMUNET [149]

R

one or
more

user-specified

user-specified

simple
edge

user-specified

singlecell
singlecell
bulk and
singlecell
bulk and
singlecell
bulk and
singlecell

uniquely
expressed in a
dataset
regularized
hyperedge
product
simple
edge

simple
edge
simple
edge
simple
edge

(original and
specified) sum, hyperedge
mean

mean
product
intracellular
effect
product

There are now several different methods published or available as pre-prints for
inferring cell-to-cell communication (Table 2.1). Key principles of these methods extend
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upon the work of Ramilowski et al. where ligand and receptor expression profiles are
collected and a database of cognate ligand-receptor pairs is then used to draw edges
between cells expressing each [132]. Broadly possible tasks in the cell-to-cell
communication network analysis include i) extracting ligand and receptor expression
profiles for each cell type, ii) predicting potential communication between cell types, iii)
visualisation of the communication network, iv) abstracting structural features in the
networks, and v) biological interpretation.
The first step to predict a cell-to-cell communication network is the identification of
sending and target cell types. Using bulk or single-cell transcriptome data, the
expression profile of ligands and receptors in each cell type is extracted. Cell types
expressing each ligand are defined as sending cells, while the cell types expressing the
cognate receptors that can capture the ligands are target cells.
Directed edges from a sending cell to a target cell are then predicted using each cell-tocell communication tool’s built-in interaction database of ligand-receptor pairs. Using
FANTOM5 human transcriptome data, Ramilowski et al. [132] have shown that ligands
and receptors can be expressed by multiple cell types, and thus signal transduction
should be modelled as a many-to-many relationship. However, most tools in Table 2.1
use a simple one-to-one model to simplify the network topology. Extending upon this
work, CellPhoneDB [144, 150] provides the first ligand-receptor interaction database
that considers heteromeric complexes. Still, the underlying assumption of CellPhoneDB
is that an intercellular communication, via a homomeric or heteromeric complex,
connects a pair of cell types.
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Next in the process is prioritising the predicted edges between cell types by weighting
these edges. As shown in Table 2.1, the simplest weighting schemes only consider the
expression levels of the ligand and the receptor in the corresponding cell types. The
mean or the product of these expression levels is used as the weight of the predicted
edge through the associated ligand-receptor pair. CellPhoneDB, SingleCellSignalR and
talklr normalise the significance of the interaction by considering background gene
expression patterns. Other methods such as SoptSC and NicheNet attempt to rank
active ligand-receptor pairs based on a mapping between ligands and down-stream
changes in transcriptional profiles.
To aid interpretation, several visualisations of the cell-to-cell communication network
have been proposed. As shown in Figure 2.2a, even for a single ligand-receptor pair,
many cell-type pairs can be connected. While for a pair of cell types, potentially there
are hundreds of ligand-receptor pairs [132]. The simplest visualisation method is to
display the expression levels of all ligands and receptors in the sending and receiving cell
types separately [151-157] (Figure 2.2b), however, as the number of ligand-receptor
pairs grows, this visualisation can become unwieldy. Simplified visualisations for this
include bipartite and Sankey plots [158-162], or weighted network graph views (see
Figure 2.2c). The many ligand-receptor pairs connecting a defined cell type pair can also
be aggregated and abstracted into a higher-level network object (a cell-connectivitysummary network) to yield an efficient and compact network representation that
summarises how strongly connected each cell type pair is [163-165]. Cell-connectivitysummary networks can be visualised as network graphs (Figure 2.2d), circos plots
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(Figure 2.2e) or adjacency matrices (Figure 2.2f). NATMI, formally described in Chapter
4, provides visualisations of all these three levels of intercellular communications to
identify key ligand-receptor pairs between a defined cell-type pair, key cell type pairs via
the same ligand-receptor, and cell-type communities which are characterized by overall
communication density [147].
a Interactions via a ligand-receptor pair

b Expression levels of ligands and receptors between a pair of cell-types

c Interactions between a pair of cell-types

Receptor

Ligand

CCL18-CCR8
CD274-CD80

F3

SPN

CD80

KLRF1

CEACAM1

CCL18

CEACAM1-CD209
ICAM1-SPN
KLRF1-CLEC2B

Receptor

Ligand

IL6-F3

CCL18-CCR8

CLEC2B

CD209

CCR8

`e Circos view of a cell-connectivity-summary network

Fibroblast 1

f Heatmap view of a cell-connectivity-summary network

Endothelial cell

Fibroblast 2
DC-like cell

B cell

Granulocyte

T cell
Macrophage

Cell-type expressing ligand (sending)

IL6

ICAM1

CD274

d Cell-connectivity-summary network

Smooth muscle cell
NK cell

Schwann cell
Pericyte

Cell-type expressing receptor (receiving)

Figure 2.2: Visualisations of cell-to-cell communication. a. A directed simple graph of all cell
types expressing the ligand to all cell types with the cognate receptor. b. Expression levels of
ligands and their cognate receptors in a cell-type pair. c. A directed multigraph of a cell type
expressing various ligands to the cell type with the cognate receptors. d. A directed simple
graph/cell-connectivity-summary network whose edges aggregate all ligand-receptor pairs
sending signal from one cell type to another. e. A circos view of a cell connectivity summary
network. f. An adjacent matrix/heatmap of a cell connectivity summary network.

As complex biological processes involve multiple cell types, there is a need to go beyond
studying cell-type pairs and examine the network architecture at a higher level. In
particular we predict that cell types that work together to achieve complex biological
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processes may be identifiable as communities of highly connected cells. In graph theory,
a community structure is generally defined as a set of nodes that have more edges with
each other than with other nodes outside of the community. Community detection (or
clustering) in a graph thus aims to find partitions of the graph that minimise the number
of edges between communities [166].
The community detection problem is NP-complete, thus many heuristic algorithms have
been proposed [167]. They fall generally into two categories: a top-down approach that
divides a graph into many subgraphs gradually, and a bottom-up strategy that merges
nodes into groups hierarchically. An example of the first category method is the Markov
Cluster Algorithm (MCL) which has been widely used [168]. Starting from the original
graph, MCL increases the differences in edge weights and removes edges with low
weights recursively until many disjoint communities emerge. Blondel et al. proposed a
bottom-up method, named Louvain, which puts all nodes into distinct communities
initially [169]. In each iteration, two of the communities are merged into a bigger one to
obtain the largest increase in the modularity of the graph [170]. The algorithm stops
when the modularity cannot be further increased. The label propagation algorithm
[171], Infomap [172], and other bottom-up methods [173] undergo similar procedures
but use distinct measurements to detect community structures in a graph.
Another higher abstraction of the cell-to-cell communication network stems from the
highly connected nature of the network. As illustrated in Figure 2.2a, the complexity of
a ligand-receptor-mediated interaction is that multiple cell types can express a common
ligand/receptor, the resulting signaling pathway hence bears a many-to-many

23

relationship. Furthermore, the expression levels of a signaling factor in cell types vary
greatly, as a result, the cell types expressing the ligand at different expression levels are
connected to the cell types whose expressions of the cognate receptor exhibit
significant differences, which can be modeled as a weighted directed hyperedge [136].
Although a weighted directed hyperedge is equivalent to a set of simple edges in graph
theory, the many-to-many regulatory relationship from sending cell types to target cell
types in a biological system is usually ambiguous (the source and the target cell types of
a secreted ligand in the extracellular space is unknown) and thus should be treated as a
whole unit. Next, I provide the formal definition of the directed hypergraph and related
studies.

2.5 Directed hypergraph
Graph theory uses a group of nodes and edges, noted as a simple graph, to describe
binary relationships in the real world [174]. However, this mathematical abstraction is
not enough for relations among multiple elements. The simple graph, in which one
“edge” can only connect one or two nodes, is generalised to the hypergraph by allowing
one edge to connect more than two nodes, noted as a hyperedge [175, 176] (another
way to do this is with a simplicial complex [177]). Because of the strong descriptive
power, hypergraphs have been successfully applied to a wide range of problems in
discrete mathematics, computer science, and other disciplines since it was formally
proposed in the 1960s [178-183]. Consequently, these applications also demand the
development of the mathematical theory of hypergraphs, including the optimization
problems over the hypergraph and the theorems for the partial structures including
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path, cycle, tree, etc. [184-190].

2.5.1 Definitions of the directed hypergraph
As a generalisation of directed simple graphs, many different definitions of the directed
hypergraph have been proposed. This is because the directed hypergraph is a more
complex model and various constraints derived from real-world applications may be
imposed on the structure of a directed hypergraph. In a directed simple graph, a
directed edge is originated from a sending node and is received by a target node. In a
directed hypergraph, a directed hyperedge can originate from 1 or more nodes and be
received by 1 or more nodes. Since a ligand-receptor-mediated communication may
involve more than two cell types, it can be modelled as a directed hyperedge, in which
the cell type(s) expressing the ligand are sending nodes and the cell type(s) with the
cognate receptor are target nodes. In this chapter, a more general definition of the
directed hypergraph is proposed to model cell-to-cell communication networks.
Definition 2.1 (Directed hypergraph) A directed hypergraph is a pair !(!, !) with !
denoting the non-empty node set (|!| = !), ! - the directed hyperedge set (|!| = !); a
directed hyperedge, also noted as a hyperarc, ! (as shown in Figure 2.3a) is an ordered
pair ⟨!, !⟩, with !, ! ⊆ V and !, ! ≠ ∅; nodes !! (! = 1,2, ⋯ , !) in ! and ! are called
the tails and the heads of !, denoted as tails(!) and heads(!). A backward hyperarc, or
simply B-edge, is a hyperarc ⟨!, !⟩ with |!| = 1 (see Figure 2.3b). A forward hyperarc,
or simply F-edge, is a hyperarc ⟨!, !⟩ with |!| = 1 (Figure 2.3c). As shown in Figure 2.3d,
if a directed hypergraph only has B-edges (F-edges), then the directed hypergraph is also
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defined as B-hypergraph (F-hypergraph); A BF-hypergraph is a directed hypergraph
whose hyperedges are either B-edges or F-edges (Figure 2.3e).

Figure 2.3: A directed hypergraph, the directionality of the arrow represents the
directionality of the hyperarc. a. A directed hypergraph with one hyperarc. b. A B-edge. c. An Fedge. d. A B-hypergraph. e. A BF-hypergraph.

Note, ! and ! are usually required to be disjoint [191]. Meanwhile, some directed
hypergraphs studied previously are actually a B-hyperedge [192, 193], or a F-hyperedge
[194, 195]. Besides, a general directed hyperedge can always be replaced by a B-edge
and an F-edge, through adding a dummy node to the hyperarc then splitting the dummy
node into two dummy nodes as the head and the tail of generated B-edge and F-edge
separately. Thus, Figure 2.3b&c can be considered as the derived B-edge and F-edge of
the directed hyperedge in Figure 2.3a. Therefore, a directed hypergraph can always be
transformed into a BF-hypergraph. In a cell-to-cell communication network, cell types
expressing the same ligand form a node set !, and cell types with the cognate receptor
form another node set !. By modelling the associated ligands and receptors as dummy

26

nodes, cell types and the ligand or receptor they are expressing establish a B-edge and
an F-edge. Based on the ligand-receptor interaction database, a B-edge and an F-edge
are connected into a directed hyperarc whose directionality is from the node set ! in
the B-edge to the node set ! in the F-edge. In this way, all ligand-receptor-mediated
interactions in a biological system are modelled as a directed hypergraph (see Figure 5
in Chapter 5 as an example).
As already formulated by Gallo et al. [191], when ! and ! are disjoint, an incidence
matrix of a directed hypergraph is a !×! matrix ! = [!!,! ] where rows are nodes and
columns are hyperarcs. If the element !!,! is 1, then node !! is a head of the hyperarc !! ,
if the element !!,! is -1, then node ! is a tail of the hyperarc !, otherwise, node !! is not
in hyperarc !. An example incidence matrix can be found in [191]. Nevertheless, the
more general directed hypergraph defined here is represented by a pair of matrices, in
which ! and ! can be overlapped.
Definition 2.2 (Incidence-matrix representation of a directed hypergraph) Let !(!, !)
be a directed hypergraph where |!| = ! and |!| = ! , the incidence-matrix
representation of the directed hypergraph !(!, !) is a pair of binary matrices (!, !)
where ! and ! are !×! matrices. Element ![!, !] is one if node !! is a tail of hyperarc
!! , otherwise it is zero. On the other hand, element ![!, !] is one if node !! is a head of
hyperarc !! , otherwise it is also zero.
The binary matrices ! and ! in the definition can be considered as the incidence
matrices of B-edges and F-edges derived from hyperarcs in the corresponding directed
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hypergraph. If a B-edge or an F-edge is shared by more than one hyperarc, then in order
to remove the redundant columns in ! and ! , another binary matrix ! will be
introduced to record the ordered B-edge-F-edge pairs. In addition, variables in ! and !
are not binary-valued but real-valued, then the directed hypergraph is generalized to
the weighted directed hypergraph.
Definition 2.3 (Weighted directed hypergraph) A weighted directed hypergraph is a
tuple !(!, !, !, !) with ! the node set ( |!| = ! ), ! the directed hyperedge set
( |!| = ! ), ! the weight set, and ! a map from ! onto ! ; a weighted directed
hyperedge ! is an ordered pair ⟨!, !⟩, with !, ! ⊆ ! and !, ! ≠ ∅, whose weight is
!(!) = !! ∈ !; Nodes !! (! = 1,2, ⋯ , !) in ! and ! are called the tails and the heads
of !, denoted as tails(!) and heads(!). Each tail or head has its own weight !! in the
hyperarc, i.e., !! ∈ ! ∪ !, and !! =

!∈! !!

×

!!∈! !!! .

When transforming a weighted directed hyperedge ! to a B-edge and an F-edge, the
weight !! of dummy node !! is one, and !! is further decomposed into two dummy
nodes !! and !! where !! = !! = 1. For the generated B-edge ! and F-edge !, the
weight of each of them represents the total amount of the ligand/receptor in the given
biological system. By setting the weights of dummy nodes to 1, the weights of B-edge
and the F-edges are the sum of gene expression levels of the ligand/receptor in all
associated cell types, i.e., ! ! =
!∈! !!

!∈! !!

×1 =

!∈! !!

and ! ! =

!∈! !!

×1 =

, therefore, ! and ! respectively represent the head node set and tail node set

of ! without adding extra weights. The incidence-matrix representation of weighted
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directed hypergraph is a triple of matrices.
Definition 2.4 (Incidence-matrix representation of a weighted directed hypergraph) Let
!(!, !, !, !) be a weighted directed hypergraph where |!| = ! and |!| = ! , the
incidence-matrix representation of the weighted directed hypergraph !(!, !, !, !) is a
triple of matrices !, !, ! . The matrix ! is !×! with 0 < ! ≤ ! , ! is a !×! matrix
where 0 < ! ≤ !, and ! is a !×! binary matrix. Element ![!, !] is the weight of node !!
in B-edge !! , while element ![!, !] is the weight of node !! in F-edge !! , and ![!, !]
shows if B-edge !! and F-edge !! can form a weighted directed hyperedge (code as one)
or not (coded as zero).
Since the hyperarc set ! is not empty, the numbers of B-edges and F-edges are both
greater than zero. If a B-edge (F-edge) is associated with multiple weighted hyperarcs,
then the number of B-edges (F-edges) is less than !. As shown above, B-edges and Fedges are the basic building blocks of a directed hypergraph. These B-edges and F-edges
can be characterized as undirected hyperedges that group source nodes and target
nodes independently. These building blocks are then combined to portray the
corresponding hyperarcs. In such a manner, directed hyperedges are stored in matrices
with high flexibility. Next, we shall introduce basic notions related to various forms of
directed hypergraphs.

2.5.2 Fundamental structures and related combinatorial problems
Structural analysis is critical to understanding the higher-order features of the directed
hypergraph. Therefore, I introduce the notion of each structural property of a directed
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hypergraph. Similar to the directed path in a simple graph, a sequence of nodes can be
joined by many directed hyperedges to form a hyperpath to connect two specified
nodes. However, due to the complexity of the directed hyperedge, there are two
definitions of the hyperpath in a directed hypergraph.
Definition 2.5 (Simple hyperpath in a directed hypergraph) Let !(!, !) be a directed
hypergraph, if a node sequence (!! , !! , ⋯ , !! ) in !(!, !) can be connected by ! − 1
distinct hyperarcs !! , !! , ⋯ , !!!! ∈ ! where !! ∈ tails(!! ) and !!!! ∈ heads(!! ) for
1 ≤ ! < ! , then ! = (!! , !! , !! , !! , ⋯ , !!!! , !! ) is a simple hyperpath in !(!, !). If a
simple hyperpath only has B-edges (F-edges), then the simple hyperpath is defined a Bhyperpath (F-hyperpath); A BF-hyperpath is a simple hyperpath whose hyperarcs are
either B-edges or F-edges.
Thakura et al. then proposed a notion of L-hyperpath to preserve the linearity of simple
hyperpath in a directed hypergraph by establishing an order on the simple hyperpath,
i.e., limiting which nodes can be the tails of a hyperarc in the simple hyperpath [196].
Definition 2.6 (L-hyperpath in a directed hypergraph) Let !(!, !) be a directed
hypergraph, if a node sequence (!! , !! , ⋯ , !! ) in !(!, !) can be connected by ! − 1
distinct hyperarcs !! , !! , ⋯ , !!!! ∈ ! where !! ∈ tails(!! ) and !!!! ∈ heads(!! ) for
1 ≤ ! < ! and tails !! ⊆ {!! } ∪ heads(!! ) ∪ heads(!! ) ∪ ⋯ ∪ heads(!!!! ) , then
!! = (!! , !! , !! , !! , ⋯ , !!!! , !! ) is a L-hyperpath in !(!, !).
The definitions of simple hypercycle and L-hypercycle in a directed hypergraph can be
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inferred by letting !! = !! . Thakura et al. then studied the properties of L-hyperpath
and L-hypercycle in the directed hypergraph, and showed that simple hyperpath and
hypercycle related studies are also applicable for the L-hyperpath and L-hypercycle
[196]. Next, given the definition of hyperpath, a basic question is the existence of a
hyperpath between two distinct nodes. A proof shows that it is NP-hard to find a Bhyperpath between two specified nodes. Another property of the directed hypergraph
that closely related to reachability is cut, which is a partition of the directed hypergraph.
Definition 2.7 (Cut in a directed hypergraph) Let !(!, !) be a directed hypergraphs and
let !, ! ∈ ! be two distinct nodes. A cut partitions ! into two subsets !! and !! . The
hyperarcs that connect !! and !! form a cutset, i.e., a hyperarc !! belongs to the cutset
if and only if tails(!! ) ⊆ !! and heads(!! ) ⊆ !! . The cardinality of a cut is the number
of hyperarcs in the corresponding cutset.
Gallo et al. proved that the removal of a cutset would break the hyperpath from ! to !
[191]. To maintain the reachability when the hyperarcs in the directed hypergraph can
be dynamically inserted or removed, the breadth or depth first search algorithm is used
after the change. Many groups focus on reducing need for computational cost in the
procedure [192, 197, 198]. Another optimization problem in the directed hypergraph is
finding the shortest hyperpath between the source and the target nodes with minimum
cost. Ausielloyz et al. have shown that finding the shortest hyperpath is NP-hard [199].
The identification problems in the hypergraph with time-dependent weights are NPhard as well [200]. Besides, many algorithms have been developed to find the shortest
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path using dynamic hyperarcs [201-203]. Furthermore, from the diversity constraints
from the applications, instead of finding the shortest hyperpath, it is sometimes a
practical choice to find sub-optimal hyperpaths. Nielsen et al. developed many
algorithms to address this k-shortest hyperpath problem [204, 205]. Many other graph
theory problems such as transitive closure, transitive reduction [206], and minimum
cost flow [207] in the directed hypergraph are also examined.
To date, community structures in a directed hypergraph have not been formally defined.
However, as stated in Section 2.4, community structures are of more interest to those
analysing cell-to-cell communication networks than a hyperpath or a hypercycle.
Therefore, in Chapter 5, I generalise the definition of a community in a simple graph to
directed hypergraphs and revise the conventional community detection methods to
identify community structures in directed hypergraphs.

2.6 Outlook
There are several new technologies on the horizon that will potentially provide further
insights into cell-to-cell communication networks and the downstream consequences of
their signalling. Notably, advances in spatial transcriptomic methods are enabling us to
obtain the gene expression profile of a cell and its localisation in a tissue simultaneously
[208-210]. With this data, it will be possible to examine signalling between spatially
distinct sets of cells. Extending beyond scRNA-seq there are several other single cell
profiling modalities that will enable a more complete picture of the cell and tissue states
[211, 212]. Beyond prediction of cellular communication, there is a need for
experimental validation. The PIC-seq [213] method helps in this validation however it is
32

useful only for studying interactions involving plasma-membrane ligands (involved in
adherence between specific pairs of physically interacting cell-types). New methods are
needed to validate communication involving secreted ligands.
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Chapter 3
scMatch: a single-cell gene expression
profile annotation tool using reference datasets
3.1 Introduction
Single-cell mRNA sequencing (scRNA-seq) enables us to efficiently study the gene
expression profiles of thousands of individual cells [1]. This technology promises a
detailed and unbiased view of the functions of single cells. By characterising
heterogeneous cell populations, the systematic charting of the cellular composition of
complex tissues and organisms is made possible [2, 3]. This comprehensive knowledge
lays the foundation for an improved understanding of cellular mechanisms,
developmental transitions and the cellular basis of diseases [4]. A critical pre-requisite
step before in-depth investigations of functional and pathological roles of each cell
within a sample is accurately classifying these cells into cell types. Unlike other
conventional gene expression data analysis tasks such as normalisation, clustering,
differential gene expression, and trajectory inference, revealing the identity of every
single cell is a relatively new area that has not been fully explored.
Traditionally, cell types have been defined by morphological features [5, 6] or by protein
markers detected using methods such as immunohistochemistry [7], and fluorescenceactivated cell sorting [8]. With the broad uptake of gene expression profiling methods
and the possibility to isolate sub-populations by cell surface markers, many cell types
are now being defined based on their gene expression profiles. With single-cell profiling,
the paradigm has changed. It is now possible to profile a heterogeneous population of
cells and then use the expression profiles to determine their identity.
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Until recently, the standard practice for annotating single-cells with their cell-type starts
with clustering cells into groups based on the similarity of their gene expression profiles.
This task is typically accomplished first by unsupervised clustering techniques so that
known and novel cell populations can be identified as separate clusters [9]. In the next
step, marker genes of each cluster are inferred by identifying the differentially
expressed genes between the cluster and the rest of the cells in the sample [10]. Using
these identified marker genes, manual annotation of single-cell clusters is then
performed by experts with the help of available literature or cell marker databases [11,
12].
This manual annotation approach is labour intensive and subjective requiring the expert
knowledge of cell-type-specific marker genes. Also, as the literature contains markers
defined long before the advent of expression profiling, historical markers (e.g. smooth
muscle actin) may not be the best discriminators of different cell types as they are
actually expressed in multiple clusters. Depending on the level of knowledge of each
expert annotator and the dataset in question, cell types may also be annotated at
different levels of precision (e.g. Regulatory T cells, vs, CD4+ T-cells, vs T-cells, vs
immune cells). The quality of the annotations is also highly dependent on the various
clustering methods and parameters used. These directly affect the number, granularity
and accuracy of the cell groupings, which in turn influence marker gene selection.
Notably with the development of new scRNA-seq techniques, the amount of data is
growing exponentially. The cluster-then-annotate approach is not scalable to these ever
growing large scRNA-seq datasets.
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In order to overcome these limitations, several fully automated cell-type annotation
methods for single-cell transcriptomic data have been proposed [13]. Ideally, these
methods should enhance the reproducibility and consistency of cell type labelling. By
comparison to well-annotated bulk or single-cell transcriptomic data, single cells can be
annotated with their closest match in the reference datasets. Current computational
annotation methods can be roughly categorised into two groups. One exploits
annotated gene expression datasets and supervised machine learning methods such as
support vector machines [14] and random forests [15] to train a classifier. The
performance of this prior knowledge-based cell type classification approach heavily
depends on the available information. Although using a larger annotated training
dataset always improves the accuracy of cell type recognition, when the training dataset
is updated, the classifier needs to be retrained, which is considered time-consuming and
nontrivial. An alternative strategy foregoes feature selection and instead uses the
expression levels of all genes (the whole transcriptome) in the reference dataset to label
individual cells. scMatch, the fully automated single-cell annotation tool proposed in this
chapter, employs this strategy.
For scMatch I first collected a set of reference expression profiles. These included
primary cells, tissues, and cell lines profiled by the Functional ANnoTation Of the
Mammalian genome 5 (FANTOM5) consortium [16], the ENCyclopedia Of DNA Elements
(ENCODE) ENCODE consortium [17] and BLUEPRINT project [18]. The benchmark
datasets I used were obtained from cell lines, flow-sorted cell populations, or the cells
with both known genetic and transcriptional states. Therefore, the identity of each test
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cell has been validated independently. For each single cell to be annotated, scMatch
projects it into a space consisting of all reference samples and uses this to identify the
nearest neighbour of the test cell. The test cell and its nearest neighbour are assumed
to be of the same cell type, so the test cell is labelled by its nearest neighbour. In the
manuscript I explore multiple parameters including Pearson’s and Spearman’s
correlation coefficients, different gene lists (all expressed genes, cell type-specific genes
or highly expressed genes in FANTOM5 datasets) and various sequencing depths, and
report the best combination for scMatch. I also describe the use of cell ontology mode
which takes advantage of cell ontology annotations provided by the FANTOM5 project
and expert opinions. Benchmarking performance of scMatch to SingleR, a similar tool
published while preparing scMatch, shows that scMatch has similar performance but
some advantages over SingleR. Note, when we were preparing the manuscript, SingleR
was published and consequently we compared scMatch against SingleR, the only other
method available for cell-type identification. After the publication of scMatch, some
other reference-based methods such as scPred [14] and CHETAH [19] were proposed.
We will compare these methods with the next version of scMatch in the future.
scMatch does not require prior knowledge of the cell types, but more reference samples
can improve the annotation accuracy. Advantages of scMatch also include that the
reference dataset is easy to expand, and time consumption of the whole process varies
linearly with the scale of the reference dataset. The total execution time can be
decreased by parallelisation over the elements of the test dataset as well.
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One limitation of scMatch is that the cell label is always from a sample in the reference
dataset, which hinders the identification of novel cell types. Therefore, it will be
necessary in the future to establish a confidence interval for the cell label so that the
user can decide whether to receive the generated annotation or curate the annotation
by manual inspection. In addition to discovering new cell types, single-cell gene
expression data allow us to capture subtle changes in expression patterns of a cell type.
Hence the reference dataset of scMatch should be updated continuously to provide a
controlled and comprehensive vocabulary for cell types and subtypes.
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Abstract
Motivation: Single-cell RNA sequencing (scRNA-seq) measures gene expression at the resolution
of individual cells. Massively multiplexed single-cell profiling has enabled large-scale transcriptional analyses of thousands of cells in complex tissues. In most cases, the true identity of individual
cells is unknown and needs to be inferred from the transcriptomic data. Existing methods typically
cluster (group) cells based on similarities of their gene expression profiles and assign the same
identity to all cells within each cluster using the averaged expression levels. However, scRNA-seq
experiments typically produce low-coverage sequencing data for each cell, which hinders the clustering process.
Results: We introduce scMatch, which directly annotates single cells by identifying their closest
match in large reference datasets. We used this strategy to annotate various single-cell datasets
and evaluated the impacts of sequencing depth, similarity metric and reference datasets. We found
that scMatch can rapidly and robustly annotate single cells with comparable accuracy to another
recent cell annotation tool (SingleR), but that it is quicker and can handle larger reference datasets.
We demonstrate how scMatch can handle large customized reference gene expression profiles
that combine data from multiple sources, thus empowering researchers to identify cell populations
in any complex tissue with the desired precision.
Availability and implementation: scMatch (Python code) and the FANTOM5 reference dataset are
freely available to the research community here https://github.com/forrest-lab/scMatch.
Contact: alistair.forrest@gmail.com
Supplementary information: Supplementary data are available at Bioinformatics online.

1 Introduction
Although the whole-transcriptome analysis of single cells has been
possible since 2009 (Tang et al., 2009) only recently has it become
broadly applied in the research community. This is due to the development of new massively multiplexed single-cell RNA sequencing
(scRNA-seq) protocols (Han et al., 2018; Hashimshony et al., 2012;
Macosko et al., 2015; Picelli et al., 2013; Rosenberg et al., 2018)
and the broad availability of commercial platforms for generating
these libraries. Barcode-based tracking methods (molecular-, cellular- and plate-level tags) now allow us to profile gene expression in
thousands of cells. This advance in single cell profiling is enabling
C The Author(s) 2019. Published by Oxford University Press.
V

characterization of the diverse cell types that make up various tissues
(Regev et al., 2018) and to study biological processes, such as cell
development (Bendall et al., 2014; Klein et al., 2015; Setty et al.,
2016; Trapnell et al., 2014), cell state transition (da Rocha et al.,
2018; Haghverdi et al., 2016; Shin et al., 2015; Treutlein et al.,
2014) and multi-cellular interactions (Tay et al., 2010; Thompson
et al., 2014; Wang et al., 2014).
For the majority of these new studies, high cell count, lowsequencing depth strategies are being used; however, low-sequencing
depth scRNA-seq data typically only measures the expression of the
most highly expressed 500–2000 genes per cell (Macosko et al.,
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2 Materials and methods
2.1 Count table down sampling
Existing down-sampling methods usually retain a random subset of
the reads in a SAM or BAM file. From the count table, all aligned
reads are known. To down-sample reads in a cell to a certain
amount, we first calculate the retain probability P by dividing the
target read count by the original read count. If the target read count
is not less than the original read count, then the retain probability is
100%. After gaining the retain probability, we use the P to get the
subset of detected reads in the cell. If the read count of a gene is C,
then we randomly draw one or zero C times, providing the probability to draw one is P. The sum of the draw results is the downsampled read count of that gene. In this way, approximately P ! original reads are retained. Since the down-sampling is a stochastic process, the down-sampled count tables with the same retain probability
are not identical. We therefore, down-sample a count table ten times
and analyse all resulting tables to minimize the technical biases. The
annotation recall plotted in the down sampling analysis is the number of correctly annotated single cells in 10 down-sampled count
tables divided by the total number of single cells in these 10 tables.

2.2 Highly expressed and lineage-specific gene lists
Highly expressed and lineage-specific genes were extracted from
the FANTOM5 expression atlas. The 4129 highly expressed genes

Ranked similarity vector

sample
Step 1. compare test
transcriptome and
reference
expression profiles,
then generate
reference
sample vector

group samples from the same cell type or lineage and then calculates
the average correlation (Fig. 1, Step 2B). The ontology term with the
highest average correlation is then used to annotate the cell. We
benchmark scMatch by evaluating its annotation recall using several
public single cell datasets where the identity of every single cell is already known. We show that the choice of correlation measure, the
sequencing depth, the cell types in question and the reference database all have an impact on the annotation accuracy. Despite this,
scMatch performs well for a broad collection of cell types, and is robust to variations in sequencing depth.

similarity

associated
cell ontology
terms
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Candidate cell types

Step 2(A). top-match-mode,
use the most similar sample
to annotate the single cell

Step 2(B). ontology-mode,
use the cell ontology term
with the best average correlation
to annotate the single cell

CL: XXXX
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Fig. 1 Annotation of single cells using scMatch. scRNA-seq expression profiles are compared against a reference database. Matching samples from the reference
database are then ranked by highest to lowest similarity. In top-match mode the cell is annotated with the label of the reference sample with the highest similarity. In ontology-mode, the cell ontology with highest average similarity is used to annotate the query cell. Shapes represent the features of a unique gene expression profile
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2015; Zheng et al. 2017). Additionally, cells have different RNA
complexities, e.g. embryonic stem cell transcriptomes are more complex (expressing a broad range of genes) than fully differentiated
cells which have transcriptomes more skewed to high expression of
a smaller subset of genes. This translates to variable numbers of
genes detected per cell and consequently variable numbers of ‘dropouts’ (genes that are expressed but not detected) for different cell
lineages.
To date, most publications analysing scRNA-seq data start by
unsupervised clustering of the cells based on similarity between their
gene expression profiles (Kim et al., 2018; Svensson et al., 2017).
The aim of this is to subdivide the cells into separate clusters that
represent biologically meaningful sub-populations. Canonical marker genes of known cell types enriched in each cluster are then used to
annotate the cluster (consequently all cells within the cluster are
given the same label). Despite this being the most common approach, a recent review of clustering algorithms applied to single
cell data (Freytag et al., 2018) found little degree of overlap between
clusters identified by different methods and their granularity. In part
due to the small and variable number of genes detected this results
in either under-clustering of the single-cell data or misassignment.
Problematically, in both cases, dissimilar cells are grouped together
(Freytag et al., 2018; Kim et al., 2018; Shirai et al., 2016).
Here, as an alternative to the cluster-then-annotate approach, we
directly annotate single cells without clustering using scMatch, a
Python programme that utilizes the similarity between single-cell
gene expression profiles and reference expression profiles to directly
annotate single cells in a scalable fashion. Basic steps of the annotation pipeline are shown in Figure 1. The first step of the pipeline
involves calculating the similarity between gene expression measured in a single cell with reference gene expression profiles from a
public database, such as the FANTOM5 atlas [Functional
ANnoTation Of Mammalian genomes 5 (Arner et al., 2015; Forrest
et al., 2014; Lizio et al., 2017)]. In top-match mode, a cell is simply
annotated based on the best correlated sample within the reference
database (Fig. 1, Step 2A). Alternatively, ontology-mode uses sample ontology terms (such as the cell ontology; Diehl et al., 2016) to
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Table 1. Annotation recalls of scMatch on four deeply profiled cell
lines
Remove zeros
Spearman
(%)

Pearson
(%)

Spearman
(%)

Pearson
(%)

100.00
95.90
81.20
100.00
100.00
100.00

14.90
1.40
0.00
50.00
82.60
84.40

100.00
100.00
93.80
100.00
100.00
100.00

45.90
20.50
0.00
57.30
94.20
96.90

Note: Spearman’s and Pearson’s correlation coefficients were calculated between individual cells from the Li et al. (2017) dataset and all FANTOM5
samples, using either all genes (keep zeros), or detected genes only (remove
zeros). An annotation was considered correct if the matching cell type in
FANTOM5 had the highest correlation. Annotation recall is calculated as the
number of cells that were correctly annotated by scMatch divided by the total
number of cells of that type in the Li et al. dataset. The number of single cells
for each cell line is: A549: 74 cells, K562: 73 cells, GM12878 batch1: 32 cells,
GM12878 batch12: 96 cells, H1 batch1: 69 cells and H1 batch2: 96 cells.
Batch1 and batch2 correspond to biological replicates.

Table 2. Annotation recalls of scMatch on four down-sampled cell
lines using Spearman’s correlation coefficient
Spearman
Remove zeros (%) Keep zeros (%)
A549

150 000 reads
100 000 reads
50 000 reads
10 000 reads
1000 reads
K562
150 000 reads
100 000 reads
50 000 reads
10 000 reads
1000 reads
GM12878 batch1 150 000 reads
100 000 reads
50 000 reads
10 000 reads
1000 reads
GM12878 batch2 150 000 reads
100 000 reads
50 000 reads
10 000 reads
1000 reads
H1 batch1
150 000 reads
100 000 reads
50 000 reads
10 000 reads
1000 reads
H1 batch2
150 000 reads
100 000 reads
50 000 reads
10 000 reads
1000 reads

99.20
98.00
94.60
87.30
63.00
95.20
92.90
90.80
85.10
14.50
80.30
74.70
66.90
41.20
14.40
99.70
99.60
98.40
92.80
46.10
98.30
98.00
97.40
96.20
50.00
100.00
100.00
100.00
99.60
59.30

100.00
100.00
100.00
99.70
92.20
100.00
100.00
100.00
99.50
94.80
90.00
89.70
90.00
89.10
79.70
100.00
100.00
100.00
100.00
96.60
100.00
100.00
100.00
100.00
99.40
100.00
100.00
100.00
100.00
99.10

Note: The recalls at depths varying from 1000 read up to 150 000 reads
calculated (i) only using detected genes or (ii) using all genes. Average recalls
of 10 random down-samplings are shown for each. Batch1 and batch2 correspond to biological replicates. Annotation recall is calculated as in Table 1.

2.3 Reference datasets used in scMatch and SingleR
Reference gene expression data were collected from FANTOM5,
SingleR’s Github repository (https://github.com/dviraran/SingleR)
and UCSC Xena Cancer browser (https://xenabrowser.net). For the
FANTOM5 data 916 human samples (660 primary cell samples and
256 cancer cell line samples were used) and 821 mouse samples (302
tissue samples, 471 primary cell samples and 48 cancer cell line samples) were prepared as high-quality reference datasets [low read
count, low-quality samples were excluded as were samples that
could not inform on cell type (e.g. lung, testis)]. Cell ontology terms
for the FANTOM5 samples were downloaded from the consortium
website and underwent further manual annotation. These are available here https://github.com/forrest-lab/scMatch/tree/master/refDB/
FANTOM5. 972 human samples and 1188 mouse samples in
SingleR’s reference dataset were extracted from R data files (https://
github.com/dviraran/SingleR/tree/master/data). Bulk tumour RNAseq data for 474 melanoma and 172 glioblastoma samples in The
Cancer Genome Atlas (TCGA) were downloaded from the UCSC
Xena Cancer browser. Note, we provide several of these reference
databases via GitHub but users are also able to use their own custom reference databases. The list of samples used in each analysis is
provided in Supplementary Table S9.

2.4 Single-cell datasets
Test scRNA-seq data were collected from NCBI GEO (Li et al. cell
line data GSE81861; Tirosh et al. melanoma data GSE72056, and
from the 10X Genomics website [peripheral blood mononuclear
cells (PBMCs), https://support.10xgenomics.com/single-cell-gene-ex
pression/datasets).

2.5 Single-cell data annotation using scMatch and
SingleR
The evaluation was conducted on a virtual machine equipped with
16 vCPUs and 48 GB of RAM. We ran scMatch using two correlation measures (Pearson and Spearman coefficients) and three subsets of genes (i) all genes in the FANTOM5 atlas (22 049 genes), (ii)
highly expressed genes (detected in the FANTOM5 atlas with maximum expression "500 tags per million, 4129 genes) and (iii) manually curated lineage-specific genes from the FANTOM5 atlas (272
genes). The top matched samples returned by scMatch were used to
evaluate the annotation recalls. SingleR (version 0.1.0) was run following the authors’ instructions and the fine-tuned results were used
to evaluate the annotation recalls.

2.6 Software implementation
scMatch is written in Python, it can load gene expression data in
CSV files or produced by 10X Genomics platform and then annotate
them in parallel using any reference datasets. The resulting outputs
are stored in Excel and CSV files.
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A549
K562
GM12878 batch1
GM12878 batch2
H1 batch1
H1 batch2

Keep zeros

correspond to those detected in the FANTOM5 atlas with maximum expression "500 tags per million. The 272 lineage-specific
genes were manually curated by examining the expression profiles
of genes with maximum expression in the FANTOM5 atlas
above 100 tags per million (115 are expressed above 5000
Transcripts Per Million (TPM). Note, the default in scMatch is to
use all genes; however users are also able to provide custom gene
lists if desired.

scMatch

3 Results
3.1 Evaluating annotation of high coverage scRNA-seq
data from cell lines by comparison to the FANTOM5 reference database

3.2 Impact of sequencing depth on annotation recall
In the above analysis, the median number of reads per cell was 2
029 222. Our method achieved a high recall on this high sequencing
depth data; however, drop-seq-based experimental techniques typically sequence single cells at much lower depths. For example, 10!
genomics recommend 20–50 000 reads per cell and Pollen et al.
have reported that 50 000 reads per cell is sufficient to annotate cells
correctly using expressed canonical marker genes (Pollen et al.,
2014). We, therefore, down-sampled the Li et al. cell line data used
above to various fixed read depths per cell, to explore how the
sequencing depth affected the annotation (Section 2).
As expected, cells with more reads were more likely to be correctly classified than those down-sampled to lower read depths
(Table 2, Supplementary Fig. S1 and Supplementary Table S2). As in
Table 1, using all genes (rather than filtering out genes with zero values) yielded the highest recalls. This effect was more apparent at
lower reads depths, e.g. when GM12878 Batch 1 was downsampled to 1000 reads the recall using all genes was 79% but when
zeros were filtered out this dropped to 14%. Notably, when zeros
were kept, the other five libraries still had high recalls ranging from
92 to 99% at this lowest depth of 1000 reads per cell. In terms of
misclassifications, these typically were of closely related cells. For
example, single cells from Batch 1 of the lymphoblastoid B cell line
GM12878 were sometimes misannotated as primary B cells or other
B cell lines (Supplementary Table S3). Last, decreasing the sequencing depth affected recall of different cell types to different degrees

reflecting the different ranges of correlations observed for each cell
type and differences in the number of similar (but distinct) cell types
in the reference database. This has important implications for cell
classification. Both sequencing depth and the cell type considered affect the classification performance.

3.3. Annotation of PBMCs profiled using the 10X
genomics platform
Next to evaluate scMatch on authentic low-depth data, we assessed
the performance of our method on a low-sequencing depth dataset
obtained from 10 bead purified sub-populations of PBMCs profiled
using the 10X genomics chromium 3’ assay (Zheng et al., 2017). In
this dataset, each cell was sequenced to a depth of #20 000 raw
reads which translates to medians of 525 genes and 1300 unique
molecular identifier counts per cell.
To determine whether the classification accuracy of scMatch
could be improved by using different subsets of genes, we compared
the annotations using correlations calculated using (i) All reference
genes (22 049 genes) to those obtained using either (ii) Highly
expressed genes (detected in the FANTOM5 atlas with maximum
expression " 500 tags per million, 4129 genes) or (iii) Manually
curated lineage-specific genes from the FANTOM5 atlas (272
genes). To score the annotation accuracy using each gene list we first
attempted to map the ten PBMC sub-populations studied in the original publication to their corresponding primary cell types in the
FANTOM5 reference dataset (445 primary cell samples,
Supplementary Table S9). For all except CD8þCD45RAþ Naı̈ve
cytotoxic T cells we were able to find a corresponding sample in
FANTOM5 (Supplementary Table S4).
For four of the nine PBMC sub-populations with matching samples in FANTOM5, cell annotation using Spearman’s correlation
coefficients yielded the best recalls; CD19þ B cells, CD8þ cytotoxic
T cells, CD14þ monocytes were best annotated using all genes,
while CD34þ haematopoietic stem cells were equally well annotated using all genes or using only highly expressed genes (from
Table 3 and Supplementary Table S5). For the other five subpopulations (T cell subsets and NK cells) Pearson’s correlation coefficients, with various gene lists, yielded better recalls. In particular
CD4þ helper T cells, CD4þ/CD45RAþ/CD25% Naı̈ve T cells and
CD4þ/CD25þ Regulatory T cells had recalls above 50% using either all genes or highly expressed genes. In contrast CD56þ NK cells
and CD4þ/CD45ROþ Memory T cells had poor recall regardless of
the correlation method or the gene sets used.
Next we evaluated the use of the ‘ontology-mode’ (using
Spearman’s correlations on all genes, Fig. 1) to annotate this dataset.
To do this we used the cell ontology (CL) annotations provided in
the FANTOM5 atlas. For each single cell, correlations against reference samples in FANTOM5 with the same cell ontology annotation
were averaged, and then cell ontology matches were sorted based on
the average correlation. The results for Spearman correlations are
summarized in Supplementary Table S6. As expected, for cell types
where we already had high recall their annotations did not dramatically change. For example, almost 100% of B-cells were annotated as
CL: 0000236: B cell, and 83% of CD34þ cells were annotated as
CL: 0000037: hematopoietic stem cell. However, for multiple cell
types the annotation recalls improved in ontology-mode. E.g.
CD14þ monocytes achieved a recall of 78.8% in top-match mode
but 94.3% were annotated as CL: 0002397: CD14-positive, CD16positive monocyte in ontology mode, similarly CD4þ/CD45ROþ
Memory T cells only achieved a recall of 5.4% in top-match mode,
but 45.9% were correctly annotated as CL: 0002678: memory
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To explore methods for direct annotation of single cell expression
profiles using previously published bulk expression datasets as reference databases, we first attempted to annotate single cell expression
profiles of cell lines using the FANTOM5 expression atlas as a reference. Using single cell data generated by Li et al. (2017) (profiled
using the SMARTer Ultra-Low RNA Kit platform) we calculated
Spearman and Pearson correlations between single cell expression
profiles of four cell lines (A549, K562, GM12878, H1 Human embryonic stem cells) and 1829 bulk expression profiles from the
FANTOM5 project (Lizio et al., 2017). We chose to focus on these
four cell lines as corresponding bulk expression profiles were available in the FANTOM5 atlas. We considered a single cell correctly
annotated if the best correlation corresponded to the matching cell
line in FANTOM5 (Table 1). Note for the human embryonic stem
cells we considered any match to any human embryonic stem cell
lines and human induced pluripotent stem cells in FANTOM5 as a
correct annotation. We also took advantage of biological replicates
of H1 and GM12878 cells provided in the Li et al. paper to examine
reproducibility.
From this comparison we found Spearman’s correlation coefficient outperformed Pearson’s correlation for all six libraries.
Specifically, the annotation recalls for A549, K562, GM12878
(Batch 2) and the two H1 human embryonic stem cell batches were
100%, while that for GM12878 (Batch 1) was 93.75% (30 cells out
of 32) (Table 1, Supplementary Table S1). We also carried out a parallel analysis where the correlations were only calculated using the
genes detected in each cell (i.e. genes detected in FANTOM5 but not
in the query cell were not used in the calculation of the correlation).
However using all genes and Spearman’s correlation coefficient provided the best recalls (Table 1).
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Table 3. Annotation of 93 655 PBMC cells profiled on the 10X platform
Specific genes

All genes

Pearson (%)

Spearman (%)

Pearson (%)

Spearman (%)

Pearson (%)

Spearman (%)

37.7
30.7
92.0
0.6
55.5
10.7
0.8
44.0
11.1
29.7

8.4
37.5
41.5
4.9
68.1
78.8
4.4
0.5
51.0
35.8

55.6
2.0
38.1
22.9
98.2
28.0
56.3
26.3
86.6
0.0

53.2
76.4
99.9
0.0
30.0
42.9
83.0
12.7
5.5
86.5

59.7
2.0
37.4
20.6
98.4
27.5
36.0
28.5
85.9
0.0

19.3
98.3
100.0
0.0
5.8
78.8
82.8
5.4
7.7
99.1

Note: The relative recalls for PBMCs when annotated using scMatch with the FANTOM5 dataset as a reference. (i) Pearson’s correlation coefficient and (ii)
Spearman’s correlation. Accuracy calculated using different gene lists is shown [(i) All reference set genes (22 049 genes), (ii) Highly expressed genes (detected in
the FANTOM5 atlas with maximum expression "500 tags per million, 4129 genes) and (iii) Manually curated lineage-specific genes from the FANTOM5 atlas
(272 genes)]. Annotation recall is calculated as the number of cells that were correctly annotated by scMatch divided by the total number of cells of that type in
the Zheng et al. (2017) dataset.

Table 4. The recalls of annotating the PBMCs using scMatch and SingleR using ENCODE, BLUEPRINT and HPCA datasets

CD4þ/CD25þ Regulatory T cells
CD8þ Cytotoxic T cells
CD19þ B cells
CD56þ NK cells
CD4þ Helper T cells
CD14þ Monocytes
CD34þ cells
CD4þ/CD45ROþ Memory T cells
CD4þ/CD45RAþ/CD25% Naive T cells
CD8þ/CD45RAþ Naive Cytotoxic T cells

BLUEPRINTþENCODE

HPCA

SingleR
(%)

SingleR
(%)

scMatch
(%)

0.0
18.0
100.0
95.1
99.5
83.2
80.4
95.3
85.3
0.0

0.0
8.9
99.9
93.3
99.5
95.6
85.3
97.5
85.3
0.0

42.8
82.7
99.9
99.2
94.5
98.1
84.6
75.4
N/A
N/A

scMatch
(%)
28.1
27.5
66.5
95.8
86.4
95.5
88.2
80.8
N/A
N/A

BLUEPRINTþENCODE
þHPCA

BLUEPRINTþENCODE
þHPCAþFANTOM5

SingleR
(%)

scMatch
(%)

scMatch (%)

43.1
34.0
90.5
95.0
93.5
96.4
88.5
73.1
0.0
0.0

37.9
43.0
99.0
98.4
98.2
97.6
85.7
86.8
0.0
0.0

39.0
44.8
99.2
98.5
97.9
97.7
85.3
86.0
0.0
0.0

Note: Comparison of scMatch and SingleR using different reference datasets. Annotation recall is calculated as in Table 3. (i) We used SingleR in fine-tuning
mode, (ii) There are no matched reference samples in the BLUEPRINT þ ENCODE database for CD4þ/CD45RAþ/CD25% Naı̈ve T cells and CD8þ/CD45RAþ
Naı̈ve cytotoxic T cells.

regulatory T cell in ontology mode while the remainder mapped
to other CD4þ subsets (30% were annotated as CL: 0002677:
naive regulatory T cell and 21% as CL: 0000897: CD4-positive,
alpha-beta memory T cell) (Supplementary Table S6). We envisage
‘ontology-mode’ will be useful to give an indication of the cell
lineage when a cell type that is not in the reference database needs to
be annotated.

3.4 Performance of scMatch and SingleR using identical
reference databases
Recently Aran et al. (2019) presented an R package SingleR similar
in concept to scMatch. For human cell annotation, SingleR uses 259
bulk RNA-seq samples from the BLUEPRINT (Fernandez et al.,
2016) and ENCODE (Sloan et al., 2016) projects and 713 bulk
microarray samples from the Human Primary Cell Atlas (HPCA)
(Mabbott et al., 2013) as reference expression data. To compare the
performance of scMatch (Spearman’s correlation, all genes) to
SingleR we annotated all cells from the 10X PBMC dataset above
using both methods with either (i) BLUEPRINT þ ENCODE, (ii)

HPCA, (iii) BLUEPRINT þ ENCODE þ HPCA or (iv)
BLUEPRINT þ ENCODE þ HPCA þ FANTOM5 as reference
databases (see Table 4, Supplementary Table S6).
For the majority of cell types SingleR and scMatch had similar
accuracy; however, the relative accuracy of each depended greatly
on the reference database used (Table 4). For example, when using
the ENCODE þ BLUEPRINT RNA-seq data as reference, SingleR
outperformed scMatch in six out of eight comparisons. When using
HPCA as the reference SingleR had better recall twice, scMatch had
better recall three times and there were three ties (defined as <0.5%
difference). Notably no regulatory T cells were correctly annotated
when using the HPCA as reference. Last when using the combined
BLUEPRINTþENCODEþHPCA dataset as reference, scMatch outperformed SingleR six times, SingleR outperformed scMatch twice,
and neither were able to correctly annotate the two Naı̈ve T cell
populations (these typically matched to bulk CD4 or CD8,
respectively).
To demonstrate scMatch’s usage on a large reference dataset, we
next merged BLUEPRINTþENCODEþHPCA and FANTOM5 into
a single reference dataset of 1417 samples and used it to annotate
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CD4þ/CD25þ regulatory T cells
CD8þ cytotoxic T cells
CD19þ B cells
CD56þ NK cells
CD4þ helper T cells
CD14þ monocytes
CD34þ cells
CD4þ/CD45ROþ memory T cells
CD4þ/CD45RAþ/CD25% naive T cells
CD8þ/CD45RAþ naive cytotoxic T cells

Highly expressed genes

scMatch

3.5 Application of scMatch to cancer datasets
Previously, Tirosh et al. (2016) deeply sequenced 4645 single cells
from 19 human melanoma tumours of various clinical and therapeutic backgrounds and detected the identities of these cells through
flow cytometry, genetic and transcriptional profiles. Using scMatch
and Spearman correlations we next annotated this dataset by comparison against the 916 FANTOM5 primary cells and cell lines,
which include two melanoma cell lines (G-361 and COLO 679) and
primary melanocytes. As shown in Supplementary Table S8, 94% of
the cells (1187/1257) originally annotated as melanoma ‘malignant
cells’ were annotated as either melanoma cells (31%) or melanocytes (63%).
As a key step in single-cell analysis of tumour samples is the
classification of cells as tumour or normal cells, we next assessed
whether expansion of the reference database in scMatch by incorporating bulk RNA-seq datasets from TCGA) (Cancer Genome
Atlas Network, 2015) would improve the discrimination of melanoma cells from melanocytes. To do this we added 474 bulk melanoma profiles and 172 bulk glioblastoma profiles (as an unrelated
tumour type) to the FANTOM5 reference database (Supplementary
Table S9).
By adding these two bulk RNA-seq datasets and rerunning
scMatch against this extended reference dataset, the majority of melanoma cells were now correctly annotated as melanoma (83.29%,
1047 cells out of 1257). We note only three cells in the dataset were
now misannotated as glioblastoma (Supplementary Table S8).
Additionally, three B cells and 36 T cells were now annotated as
melanoma. Examining the scMatch results for these lymphocytes
revealed they most closely matched melanoma lymph node metastases which are likely to contain large fractions of lymphocytes.
Last, we investigated the expression of melanocytic markers in
cells that were annotated as ‘malignant cells’, ‘non-malignant cells’
or ‘unresolved’ (based on Tirosh et al.’s inferred Copy Number
Variation (CNV) and marker gene analyses from the original publication) and compared these to ‘melanoma’, ‘melanocyte’ and ‘other
cell type’ annotations provided by scMatch (Supplementary Fig. S2).
As expected, the majority of cells annotated by both Tirosh et al. as
‘malignant cells’ and by scMatch as melanocytic expressed high levels of the melanocytic markers MITF, PMEL, MLANA and TYR.
Additionally 90 of the 132 cells labelled as ‘unresolved’ in the

original publication, and 86 of the 416 cells labelled as ‘non-malignant cells’ were classified as melanoma cells or melanocytes by
scMatch, the majority of which expressed melanocytic markers.
Last, 14 cells classified as ‘malignant cells’ in the original publication were annotated as other cell types by scMatch. These are potentially misannotations in the original publication as they do not
express TYR or MITF and only 1 expresses PMEL (Supplementary
Fig. S2), but we cannot rule out dropout or mutations in these cells
that inactivate these melanocytic markers. Together, this suggests
that scMatch will be useful for annotation of tumour cells within
single-cell datasets and that the power to correctly classify these cells
may be improved by selective leveraging of large bulk tumour datasets such as TCGA.

4 Discussion
scRNA-seq is a rapidly evolving and increasingly popular technique
for transcriptomic analysis of complex tissues. To reach its full potential, a reliable approach for cell type classification is required.
Most contemporary approaches employ unsupervised clustering of
cell expression profiles, followed by manual annotation of each cluster’s identity based on gene expression markers (Kim et al., 2018;
Svensson et al., 2017). However, the unsupervised clustering algorithms are known to yield inconsistent results (Freytag et al., 2018).
Additionally, manual cluster annotation is subjective, non-scalable
and non-reproducible. To overcome these limitations, we developed
scMatch, a marker-free annotation programme for scRNA-seq data
based on a test-to-reference per cell comparison.
In development of scMatch, we first systematically compared the
accuracy of the cell annotations using different similarity measures
(Pearson’s versus Spearman’s correlation coefficients), different gene
lists (all genes, cell type-specific genes and highly expressed genes)
and with single-cell data at different sequencing depths. In most
cases, Spearman’s rank correlation and using all genes yielded higher
recall rates (Tables 1 and 3) and thus we recommend this option to
users, red however for flexibility, we provide the user the options of
using Pearson’s correlation and different user-defined sets of genes.
To assess the impact of sequencing depth on the annotation recall,
we performed cell type annotation of down-sampled human cell line
data. As might be expected, annotation recall rates decreased with
lower read depths; however, even when the depth was downsampled to as low as 1000 reads, the recall rates were still high at
79–99% making scMatch a useful tool for annotating low-depth
single-cell experiments (Table 2).
scMatch is not the first tool to compare single cells to reference
datasets. SingleR, recently introduced by Aran et al. uses a similar
approach; however, scMatch has some advantages over SingleR.
When using all genes (the best performing and recommended mode
for scMatch) no pre-processing of test and reference gene expression
data is required. It is also computationally more efficient as (i) the
reference dataset is held in a simpler data structure which requires
less memory and (ii) it does not incorporate a computationally
intensive fine-tuning step. In terms of accuracy, the results were
comparable between scMatch and SingleR (Table 4). However,
when using the combined reference dataset of BLUEPRINTþ
ENCODEþHPCA, scMatch had higher recall than SingleR for 6 out
of 10 PBMC cell types tested. A possible explanation as to why this
occurs may be because SingleR calculates correlations only using the
variable genes in the reference dataset. By combining samples from
multiple reference datasets the set of variable genes identified by
SingleR may change and thus affect the annotations. In contrast
scMatch uses all genes as default, thus adding extra samples will not
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the PBMCs. For six of the cell types the annotations obtained by
scMatch using BLUEPRINTþENCODEþHPCAþFANTOM5 and
BLUEPRINTþENCODEþHPCA were comparable (<0.5% difference) however for the CD4þ/CD25þ Regulatory T cells and the
CD8þ Cytotoxic T cells there were increases in recall of 1.07 and
1.81%, respectively (Table 4). We also examined the impact of
increasing the number of reference samples on false positive rates
and found that the higher recalls observed with more reference samples were accompanied with high precision (Supplementary Table
S7). Thus incorporating more reference samples improved the performance of scMatch.
In terms of run times. When we used BLUEPRINTþENCODEþ
HPCA as the reference dataset, on virtual machines with identical
resources (16 vCPUs and 48 GB of RAM), scMatch was able to use
up to 10 CPUs and took 40.5 h to annotate all 93 655 PBMCs while
SingleR was only able to utilize at most two CPUs and took 193 h.
This is largely because scMatch uses memory more efficiently.
This may also explain why we were unable to load the combined
BLUEPRINTþENCODEþHPCAþ FANTOM5 dataset into SingleR
to assess its performance.
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affect the correlations of existing samples. Additionally, scMatch
offers ontology-mode which should be useful in cases where a
matching cell type is absent but knowing cell lineage is still informative. Last, scMatch reports the sample in the reference dataset with
the highest correlation, however these correlations vary with read
depth in each cell and cell type considered (Supplementary Fig. S1).
Currently we are unable to provide a meaningful confidence measure for annotations reported by scMatch. Cell types not present in
the reference dataset will still be annotated with their closest match
and closely related subtypes (e.g. T cells) may be difficult to
discriminate.
For these methods the reference dataset used has a large impact.
For example, when the FANTOM5 primary cell dataset was used as
a reference, natural killer cells were poorly annotated (Table 3),
however, when the HPCA and BLUEPRINTþENCODE were
added, the recall approached 99% (Table 4). This was also associated with high precision (Supplementary Table S7). Similarly when
we extended the reference dataset to include bulk tumour data from
the TCGA the annotation of melanoma cells improved
(Supplementary Fig. S2). We note however there are several considerations in regards to the reference dataset, including (i) the relative
representation of each cell type, (ii) the desired granularity of cell
types represented, (iii) the quality of the reference samples and (iv)
the inclusion of reference datasets generated using different platform
technologies.
In principle, the addition of more reference samples for the same
cell type should provide a better representation of the diversity within a cell type, but it also has the potential to increase the number of
cells hitting this cell type by chance. When annotating PBMCs using
the FANTOM5 references we saw no relationship between the
total number of matched reference samples and recall rates
(Supplementary Table S5). For example for CD4þ helper T cells,
there were 26 reference samples but only a recall rate of 5.75%
(Spearman all genes). In contrast, the CD34þ stem cells which only
had five reference samples had a recall of 82.83%. Importantly adding a large number of reference samples corresponding to a cell type
absent from the test dataset (172 bulk glioblastoma RNA-seq samples) introduced very few mis-annotations with only 3 of the 4645
cells in the melanoma dataset, mis-annotated as glioblastoma. We
note, although CAGE, RNA-seq and microarrays have different dynamic ranges and biases, the inclusion of reference datasets measured on these different platforms improved the recall rates for both
the PBMCs and the melanoma dataset. We attribute this to the
meta-dataset containing a better coverage of cell states than any of
the single datasets alone. Thus for the novice user we recommend to
use all available relevant databases. Specifically, for normal tissues
and primary cells we recommend using all available primary cell
data, while for tumour samples inclusion of cell lines and bulk tumour samples is recommended to identify tumour cells.
In conclusion, with the availability of large numbers of single
cell datasets over the coming years, driven by the Human Cell Atlas
(Regev et al., 2018) and others (Han et al., 2018; Tabula Muris
et al., 2018), scalable methods such as scMatch are needed for cell
classification. Conversely, the cell types identified and their expression profiles in these atlases can be fed in as reference datasets to improve the annotation of future experiments.
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Supplementary Figures:
a

Pearson - 150,000 reads per cell

b

Spearman - 150,000 reads per cell

c

Pearson - 100,000 reads per cell

d

Spearman - 100,000 reads per cell

e

Pearson - 50,000 reads per cell

f

Spearman - 50,000 reads per cell

g

Pearson - 10,000 reads per cell

h

Spearman - 10,000 reads per cell

Supplementary Figure 1. Features of accurately annotated cells using Pearson's
correlation coefficients (a-c) and Spearman's correlation coefficients separately (d-f)
with all genes in the FANTOM5 dataset. a) and d) The distribution of total read depth
per cell for correctly and incorrectly annotated single cells. b) and e) The distribution of
57

the number of detected genes per cell for correctly and incorrectly annotated single
cells. c) and f) The distribution of the Spearman's correlation coefficients for correctly
and incorrectly annotated single cells.
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Use FANTOM5 atlas only as the reference database
b

c

d

e

f

"Unresolved cells" from Tirosh et al.

"Non-malignant cells" from Tirosh et al.

"Malignant cells" from Tirosh et al.

a
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Use FANTOM5 atlas, melanoma and glioblastoma profiles in TCGA
as the reference database

Supplementary Figure 2. Annotation of cells in the Tirosh et al. melanoma dataset. The
plots show expression (log10-transformed TPM values) of four melanocytic marker
genes in single cells annotated as either (a,b) ‘malignant cells’, (c,d) ‘non-malignant
cells’ or (e,f) unresolved in the Tirosh et al. paper. These are compared to the
annotations from scMatch ‘melanoma’, ‘melanocyte’ or ‘other’ using either the (a,c,e)
FANTOM5 dataset alone of the (b,d,f) FANTOM5 atlas supplemented with the
melanoma samples and glioblastoma samples in TCGA dataset.
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Supplementary Tables:
Supplementary Table 1. Annotation recalls of scMatch on six deeply profiled cell lines.
Using Pearson's correlation coefficients and Spearman's correlation coefficients.
Supplementary Table 2. Annotation recalls of scMatch on six down-sampled cell lines
using Spearman's correlation coefficients.
Supplementary Table 3. The top annotations provided by scMatch on the downsampled data used to compute the annotation recalls shown in Supplementary Table
2.
Supplementary Table 4. PBMC samples in the FANTOM5, HPCA, ENCODE and Blueprint
datasets considered as matches for the 10 PBMC populations from Zheng et al.
Supplementary Table 5. Annotation recalls of the PBMCs using Pearson's or
Spearman's correlation coefficients on different gene lists with FANTOM5 dataset.
Supplementary Table 6. Annotation results of the PBMCs using scMatch and SingleR
with ENCODE, BLUEPRINT, HPCA, and FANTOM5 as reference datasets (columns are
ten PBMC sub-populations, rows are the number of annotations in PBMCs).
Supplementary Table 7. Annotation recall and precision of the six PBMC
subpopulations using scMatch with ENCODE, BLUEPRINT, HPCA, and FANTOM5 as
reference datasets.
Supplementary Table 8. Annotation of cells in the Tirosh et al. melanoma dataset
using scMatch with FANTOM5, bulk melanoma and glioblastoma samples in TCGA as
reference datasets.
Supplementary Table 9. The reference samples used in each analysis in this paper.

All supplementary tables can be downloaded from:
https://oup.silverchaircdn.com/oup/backfile/Content_public/Journal/bioinformatics/35/22/10.1093_bioinfor
matics_btz292/2/btz292_supplementary_materials.zip
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Chapter 4
Predicting
networks using NATMI

cell-to-cell

communication

4.1 Introduction
Biological processes in metazoans essentially depend on ligand-receptor-mediated
interactions between cells to achieve or maintain homeostasis [1]. Secreted ligands can
travel in the extracellular spaces and then bind to a receptor of the target cell, while
plasma membrane ligands require the direct physical contact of two communicating
cells. The binding of the ligand and its cognate receptor triggers a series of intracellular
signalling pathways, which in turn alter the state of the target cell. Since many ligandreceptor interactions have been identified [2] and genome-wide transcriptional profiling
allows measurement of the expression levels of all ligand and receptor genes [3], it is
possible to predict the intercellular communications using the gene expression profiles
of samples.
By assuming that cell-to-cell communication is mediated by binary ligand-receptor pairs,
Ramilowski et al. built the first predicted cell-to-cell communication network in humans
[4]. In this network, the direction of such a communication is defined to be from the cell
type expressing a ligand to the cell type with the cognate receptor. In this seminal work,
the curated binary ligand-receptor pairs are either literature-supported or predicted
based on high throughput protein-protein interaction data between secreted proteins
and plasma membrane proteins. Combined with scRNA-seq data, potential ligandreceptor-mediated interactions between subpopulations of a cellular sample can be
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inferred. Because of the high quality of this list, it has been widely used in both cell
biology [5-10] and cancer research [11-15] during recent years.
An intuitive approach for measuring cell-to-cell communication network structure is
counting the ligand-receptor-mediated intercellular interactions [5, 8, 16]. Cell type
pairs that are connected by more ligand-receptor pairs are considered to be
communicating more. In order to systematically measure the enrichment of the number
of ligand-receptor pairs communicating between any two pairs of cell types compared
to others, several probabilistic background models have been proposed to quantify the
observed results [17-19]. This pair-count-based approach starts with the assumption
that all pairs are equally important regardless of their expression levels or tissue
specificity. In another approach, the expression levels of ligands and receptors within
each cell type are used to prioritise ligand-receptor pairs between defined cell type
pairs. Using expression levels, edges between cells dependent via each ligand-receptor
pair can be weighted by i) the product of the expression levels of the ligand and
receptor in the corresponding cell types [14], ii) Spearman correlation coefficient [10,
16], or iii) the statistical significance [17-20]. In addition to different edge weighting
strategies, edges often need to be filtered to remove unreliable (low expression levels)
or low specificity communication (housekeeping ligands and receptors expressed at
similar levels across all cell types) [5, 8, 11, 21].
Here in this chapter, I describe NATMI, a command-line tool developed to facilitate cellto-cell communication analysis in gene expression data. Firstly, using the binary ligandreceptor interaction list, this tool is able to predict the potential ligand-receptor-
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mediated intercellular communications between cell types. The weight of a predicted
interaction could be the product of expression levels or derived specificities of the
ligand and receptor. Since the hypothesis is that multiple cell type pairs can use a ligandreceptor interaction, the expression level derived specificity helps highlight dominant
cell type pairs via the same ligand-receptor interaction. After the prediction of all
potential communications, the developed tool can visualise all ligand-receptor pairs
between a cell type pair in a bipartite graph and visualise all cell type pairs via a ligandreceptor pair in a weighted directed graph. By combining all ligand-receptor-mediated
interactions between cell types, the cell-connectivity-summary network is generated.
The weight of a directed edge in the cell-connectivity-summary network could be the
count of combined ligand-receptor pairs between the head and tail of the directed edge
or the sum of the weights of these interactions. In addition to exploring the cell-to-cell
communication in a dataset, it is also important to compare the networks from paired
datasets. From predicted interactions in two datasets, the tool can detect the changes in
the edge weights between two cell-connectivity-summary networks.
NATMI has been published by Nature Communications [22]. The manuscript describes
the concepts behind edge weighting, worked examples, identification of cell
communication communities [23, 24] and identification of cell communication edges
that change with aging [25]. We also benchmark NATMI against CellPhoneDB [26] our
nearest competitor, and reviewed all network analysis tools that were available while
preparing NATMI.
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Currently, NATMI is the only tool that helps highlight community structures within cellto-cell communication networks. This is important as cell type communities are critical
for a biological systems. For example, a community (or microenvironment) in the
Drosophila testis consisting of germline stem cells (GSCs) surrounded by ligand secreting
postmitotic somatic cells called hub cells is important to the maintenance of GSCs [27].
Another well-known cell type community is the tumour cell cluster. It has been
observed that individual tumour cells leave the primary tumour and spontaneously
clump up across major stages of metastasis[28]. The clustering of tumour cells induces
collaborative interactions and promotes metastasis[29]. Considering that NATMI is able
to identify multicellular structures via paracrine or autocrine signalling computationally,
the investigation of multicellular organisations can be accelerated.

Note: Although proteins are the effector molecules of cell-to-cell communication,
proteome profiling suffers from some limitations [30]. NATMI can use proteome
measurements as input, but RNA profiling has distinct advantages. Sensitivity of protein
detection is lower than for RNA measurements (which can be amplified by PCR) [31]. At
the single-cell level, current technologies are only able to capture ~1,000 proteins per
cell, which is substantially lower than the number of transcripts that can be detected in
a cell [32]. The quality of single-cell proteome data may even deteriorate due to
technical limitations. Hence, single-cell mRNA expression data, whose coverage, depth
and quality are higher, are used as proxies for protein abundance in the intercellular
communication analysis of NATMI. Nevertheless, NATMI can be applied to proteomics
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data as well. An extra step for proteomics data is that NATMI will sum up the expression
levels of all proteins associated with the same gene as the total expression level of the
corresponding ligand or receptor prior to the conventional analysis workflow.
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Development of high throughput single-cell sequencing technologies has made it costeffective to proﬁle thousands of cells from diverse samples containing multiple cell types. To
study how these different cell types work together, here we develop NATMI (Network
Analysis Toolkit for Multicellular Interactions). NATMI uses connectomeDB2020 (a database of 2293 manually curated ligand-receptor pairs with literature support) to predict and
visualise cell-to-cell communication networks from single-cell (or bulk) expression data.
Using multiple published single-cell datasets we demonstrate how NATMI can be used to
identify (i) the cell-type pairs that are communicating the most (or most speciﬁcally) within a
network, (ii) the most active (or speciﬁc) ligand-receptor pairs active within a network, (iii)
putative highly-communicating cellular communities and (iv) differences in intercellular
communication when proﬁling given cell types under different conditions. Furthermore,
analysis of the Tabula Muris (organism-wide) atlas conﬁrms our previous prediction that
autocrine signalling is a major feature of cell-to-cell communication networks, while also
revealing that hundreds of ligands and their cognate receptors are co-expressed in individual
cells suggesting a substantial potential for self-signalling.
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n 2015, we published the ﬁrst draft map of predicted cell-tocell communication between major human cell types based on
the expression levels of 708 ligands and 691 receptors measured in 144 puriﬁed human primary cell types, and a manually
curated set of 2422 human ligand–receptor pairs (1894 pairs
had literature support)1. Our major ﬁndings were that any given
cell type expresses tens to hundreds of different ligands and
receptors, that extensive autocrine signalling is a common feature
of all cell types studied thus far and that cell-to-cell communication networks are highly connected via hundreds of predicted
ligand–receptor paths.
Recently, with the availability of high throughput single-cell
platforms2–10, expression proﬁling across an ever-growing variety
of cell types from dissociated tissues without prior puriﬁcation
has become common. To understand how individual cells and cell
types within these complex samples communicate, multiple
groups have since used our ligand–receptor pairs from 20151 to
infer cell-to-cell communication in developing heart11, kidney12,
liver13, lung14, cancer15,16, and cortex17.
Here, we present NATMI (Network Analysis Toolkit for
Multicellular Interactions), a user-friendly tool primarily designed
to process single-cell gene expression datasets, which can also be
applied to bulk transcriptomics and proteomics data. In brief,
NATMI uses connectomeDB2020 (a newly updated curated
ligand–receptor pair list) or user-speciﬁed ligand–receptor pairs
to predict and visualise the network of cell-to-cell communication
between cell types (or clusters) in these datasets (Supplementary
Fig. 1).
We demonstrate several ways NATMI can be used to summarise and extract biological insights from cell-to-cell communication networks (Supplementary Fig. 1). Speciﬁcally, NATMI
can: (1) show all cell types predicted to communicate via a userspeciﬁed ligand–receptor pair (Supplementary Fig. 1d); (2) show
all ligand–receptor pairs used for communication between a userspeciﬁed pair of cell types (Supplementary Fig. 1e); (3) summarise
the entire communication network to show how strongly or
speciﬁcally each cell type in a complex sample communicates to
every other cell type, thus identifying highly communicating cell
pairs or communities (Supplementary Fig. 1f); and (4) compare
communication networks from two different conditions and
identify edges (ligand–receptor pairs) that differ (delta network)
between them (Supplementary Fig. 1g). NATMI (Python script)
and the updated ligand–receptor lists are freely available at
https://github.com/forrest-lab/NATMI/.
Results
Updated ligand–receptor pair lists. To facilitate the exploration
of intercellular interactions, in 2015 we published a set of 1894
ligand–receptor pairs with primary literature support and an
additional 528 putative pairs (secreted and plasma-membrane
proteins with high throughput protein–protein interaction (PPI)
evidence)1. Here, we present connectomeDB2020, an updated set
of 2293 ligand–receptor pairs with primary literature support
(Supplementary Data 1). These consist of 1751 pairs from our
2015 resource, 121 pairs from CellphoneDB v2.018, 50 pairs from
RNA-Magnet19, 22 pairs from SingleCellSignalR20, 9 pairs from
ICELLNET21, and 340 new manually curated pairs predominantly reported since the original publication. Supplementary Data 1 also lists pairs from each resource excluded due to
lack of primary evidence (these include 143 of our original pairs
removed after user feedback and further checks revealed that the
PubMed ID supplied from HPRD22 was incorrect and did
not support the interaction). To allow users to discriminate
contact-dependent signalling from soluble ligand-mediated signalling, we have now annotated all ligands as either secreted,
2

plasma membrane or both (Methods). Additionally, to facilitate
the use of NATMI for other organisms, we provide inferred
ligand–receptor pairs for multiple vertebrate species based on
human ortholog mappings provided in the NCBI HomoloGene
Database23.
Predicting cell-to-cell communication using NATMI. The
workﬂow for cell-to-cell communication analysis in NATMI
starts by the user providing input data ﬁles of gene expression
and cell labels for single-cell data analysis. Using the connectomeDB2020 ligand–receptor pair list described above,
NATMI extracts the expression levels of every ligand and
receptor expressed in each cell type (Supplementary Fig. 1a–c).
Edges between any pair of cell types are then predicted based on
the expression of the ligand in one cell type and the expression of
its cognate receptor in the other cell type (Supplementary Fig. 2a).
As cells can express multiple ligands and cognate receptors, cell
pairs are connected by multiple edges that are accordingly
weighted by the expression of ligands and receptors in these
cell types (Supplementary Fig. 2b). Moreover, the same ligands and receptors can be expressed by multiple cell types. This
makes any given ligand–receptor pair a hyperedge that can
connect multiple cell types and the underlying structure of a real
cell-to-cell communication network—a weighted-directed-multihyperedge network (Supplementary Fig. 2c). In NATMI, however, we reduce these to weighted-directed-multi-edge networks
(Supplementary Fig. 2d) and for simplicity refer to these as ‘cellto-cell communication networks’. Lastly, NATMI introduces the
concept of cell-connectivity-summary networks that merge the
many ligand–receptor edges drawn from one cell type to another
into a combined weighted cell-connectivity-summary edge to
summarise how strongly (or speciﬁcally) each cell type is communicating to another cell type (Supplementary Fig. 1f).
Edge weights in cell-to-cell communication networks. For each
analysed dataset NATMI creates an edge ﬁle that summarises the
levels and fractions of cells in each cell type expressing each
ligand and receptor. From this it calculates two different edge
weights. The mean-expression edge weights are calculated by
multiplying the mean-expression level of the ligand in the sending cell type by the mean expression of the receptor in the target
cell type. This weighting is useful to emphasise highly expressed
ligands and receptors but provides no discrimination between
cell-type-speciﬁc and housekeeping edges. The speciﬁcity-based
edge weights, on the other hand, help identify the most speciﬁc
edges in the network regardless of expression levels and are calculated as the product of the ligand and receptor speciﬁcities,
where each speciﬁcity is deﬁned as the mean expression of the
ligand/receptor in a given cell type divided by the sum of
the mean expression of that ligand/receptor across all cell types.
The speciﬁcity-based edge weights range from 0 to 1 where a
weight of 1 means both the ligand and receptor are only
expressed in one (not necessarily the same) cell type.
To better demonstrate the utility of different edge weighting
metrics in NATMI, we reanalysed communication between 12
deﬁned cell types in a previously published cardiac dataset11 and
predicted 126,738 cell-ligand–receptor-cell edges (Supplementary
Data 2). Ranking edges based on expression weighting (Fig. 1a,
shows the edges for the top 20 most highly expressed
ligand–receptor pairs) differed substantially from those based
on speciﬁcity weighting (Fig. 1b, shows the edges for the top 20
most speciﬁc ligand–receptor pairs). Notably, the ligand–receptor
pairs ranked by expression weighting were also detected in a
broader range of communicating cell type pairs (noticeable when
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Top 20 most expressed ligand–receptor pairs

Top 20 most specific ligand–receptor pairs
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comparing the larger width of Fig. 1a to that of Fig. 1b) and thus
kept potentially less informative housekeeping edges.
Cell-connectivity-summary networks. One of the primary aims
of cell-to-cell communication network analysis is to identify
which cell types are mutually coordinating their activities by
ligand–receptor-mediated communication. Our analyses indicate,
however, that all cell types have substantial potential to communicate with each other. Consequently, this leads to the question of which cell types are communicating the most? Or the most
speciﬁcally? The simplest strategy to measure the degree of
communication from one cell type to another is to count the
number of ligand–receptor pairs connecting them. Figure 2
summarises the cell-connectivity-summary network for the above
cardiac dataset based on simple edge count using three different
visualisations—heatmap, network graph, and circos plot. High
connectivity of these networks makes the network graph and
circos views not easily interpretable due to over-plotting issues.

The heatmap view, however, avoids the problem and reconﬁrms
one of the major predictions of the cardiac study11 that ﬁbroblasts
are the most trophic, with edges from ﬁbroblasts to 10 of the 12
cell types dominating the network. In Fig. 3, we show how
NATMI can be used to ﬁlter the network based on expression
levels or speciﬁcities of the ligands and receptors involved.
Filtering by expression weights (Fig. 3a) can provide users a
higher conﬁdence that the ligands and receptors are expressed at
sufﬁcient levels. For the cardiac dataset, we explored both the
ﬁltered by expression and unﬁltered network (Fig. 2) yielded,
however, a similar conclusion that the ﬁbroblasts are the most
trophic. In contrast, ﬁltering on speciﬁcity weights (Fig. 3b)
highlights a different set of top cell-to-cell pairs. In particular,
autocrine signalling of Schwann cells, endothelial cells and
granulocytes, ﬁbroblast and Schwann cell signalling to endothelial
cells, and ﬁbroblast, granulocyte and pericyte signalling to
granulocytes is highlighted while the broad signalling from
ﬁbroblasts seen in the unﬁltered and expression ﬁltered networks
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Fig. 3 Impact of different edge ﬁlters and metrics on identifying top communicating cell-type pairs. Heatmap views of the Skelly et al.11 cellconnectivity-summary network shown in Fig. 2 after ﬁltering ligand–receptor pairs based on a mean-expression weight (≥100), b speciﬁcity (≥0.1) or c
p values obtained by using CellPhoneDB18 (≤0.05). As an alternative to hard ﬁltering the network, view in d is weighted by the sum of the speciﬁcities.
e Compares the top 10 communicating cell type pairs identiﬁed in a–d.

is diminished. We next compared our results with those obtained
by ﬁltering edges based on p values calculated by CellPhoneDB18.
The resulting heatmap (Fig. 3c) is similar to that observed for the
expression ﬁltered network (Fig. 3a) suggesting NATMI may
better highlight high speciﬁcity edges. (Note, the heatmap shown
in Fig. 3c should not be confused with those generated by
CellPhoneDB which are symmetric. NATMI heatmaps are
asymmetric and have direction from the ligand expressing cell
type to the receptor expression cell type.) Lastly, the network can
also be summarised using the summed-speciﬁcity weights
between each cell type pair (Fig. 3d). This generates a similar
network to that in Fig. 3b, without requiring to set an arbitrary
threshold on speciﬁcity. Noticeably, as each approach generates a
different view of the network and highlights different mostcommunicating cell type pairs (Fig. 3e), users need to consider
these differences when interpreting their own cell-to-cell communication networks. In NATMI, the user can choose any of its
built-in approaches, however, we recommend to use summed
speciﬁcity for most analyses as this captures speciﬁc signalling
between cell types (Fig. 3d). Different edge ﬁltering methods are
further explained in a concept Supplementary Fig. 3.
Application of NATMI to an organism-wide single-cell
dataset. One of the ultimate aims of developing intercellular
4

communication network methods is to understand the general
principles of cell-to-cell communication within multicellular
organisms. Previously, analysis of the FANTOM5 (bulk expression) dataset1 revealed that most cell types express tens to over a
hundred different ligands and receptors, and that hematopoietic
cells tend to express fewer ligands and receptors than cells from
other lineages. Importantly, it also predicted a substantial
potential for autocrine signalling, with over 50% of the ligands
and receptors detected in each cell type having cognate partners
expressed in the same cell type. To examine whether these
observations were consistent when using single-cell expression
data, we repeated the analysis by applying NATMI to the Tabula
Muris atlas24 (a mouse cell atlas containing 44,949 FACS sorted
cells from 20 organs and classiﬁed into 117 organ-resident cell
types).
Autocrine, self, and intra-organ signalling in Tabula Muris. At
a detection rate threshold of 20% (commonly applied to singlecell datasets11,25), most cell types in the Tabula Muris dataset
expressed over a hundred ligands and receptors, with hematopoietic cell types expressing fewer ligands/receptors than other
lineages (Supplementary Fig. 4a). Notably, almost half of the
ligands detected in any given cell type in Tabula Muris had
cognate receptors (and vice versa) detected in the same cell type
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Fig. 4 Autocrine and self-signalling potential in Tabula Muris. NATMI was run across the 117 cell types identiﬁed in the Tabula Muris dataset (at the
detection rate threshold of 20%). a Autocrine signalling potential of each cell type in Tabula Muris. Each point corresponds to a cell type, and colours
indicate broad lineage classes. X-axis shows the fraction of ligands expressed by a given cell type where the cognate receptor is also expressed in the same
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further conﬁrming our previous prediction of large potential for
autocrine signalling in cell-to-cell communication networks
(Fig. 4a).
Next, using the single-cell resolution data we could discriminate whether a ligand and its cognate receptor were actually
expressed in the same cell or two different cells of the same
cell type (a distinct advantage over bulk measurements where
autocrine and self-signalling cannot be discriminated). Across the
117 cell types in Tabula Muris, a median of 54 ligand–receptor
pairs were co-detected in at least 20% of the same cells (from each
cell type) at an expression threshold of 10 counts per million
(CPM, Fig. 4b, Supplementary Data 3 lists the ligand–receptor
pairs co-detected in each cell type). This extends on our original
observations of substantial autocrine signalling potential
using the FANTOM5 data1 and is the ﬁrst ﬁnding that cognate
ligands and receptors are co-expressed in a substantial fraction
of single cells suggesting their potential for self-signalling.
Moreover, we observed that a substantial fraction of all
ligand–receptor pairs (31%, 719/2293) were co-detected in at

least 20% of cells of at least one cell type at an expression
threshold of 10CPM (Supplementary Data 4 and Supplementary
Fig. 4b).
To examine autocrine signalling in more detail, we next
generated cell-connectivity-summary networks weighted by the
summed speciﬁcity between each of the 117 cell types in the
Tabula Muris dataset (Supplementary Data 5 and Supplementary
Fig. 5). To discriminate between contact-dependent and contactindependent signalling, we generated two separate analyses based
on pairs that involved either secreted ligands or plasmamembrane ligands.
For each of these 117 cell types, we ranked their connections
(outgoing and incoming edges) by their summed-speciﬁcity
weights and classiﬁed cell-to-cell summary edges as autocrine,
intra-organ (excluding autocrine) and inter-organ. In Fig. 4c–f,
we then plotted the distribution of ranks for autocrine (‘blue’),
intra-organ (‘pink’), and inter-organ (‘green’) summary edges.
When compared, autocrine edges had higher rankings, meaning
that, on average, autocrine edges tend to be more speciﬁc than
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intra-organ and inter-organ edges (solid lines in Fig. 4c–f),
whereas repeated analyses using randomly permuted receptorligand pairs abolished these differences (dashed lines in Fig. 4c–f).
A slight enrichment was also observed for intra-organ signalling
for outgoing plasma-membrane ligand-mediated edges (Fig. 4e),
while no such enrichment was found for the secreted ligandmediated edges (Fig. 4c, d) and for the plasma-membrane
receiving edges (Fig. 4f).
To test whether the observed higher autocrine rankings depend
on the edge weighting method used, we repeated the analysis
using simple edge counts and summed-expression weights and
again observed higher (albeit to a lesser degree than shown in
Fig. 4) rankings of autocrine signalling for the edge-count-based
analysis (Supplementary Fig. 4c–j). Another repeated analysis
using the FANTOM5 bulk data further conﬁrmed autocrine edges
had higher ranks (Supplementary Fig. 6c–f). Hence, we conclude
that autocrine signalling is a major predicted feature of cell-to-cell
communication networks.
Prediction of cellular communities in the Tabula Muris. To
examine whether the summed-speciﬁcity weighted cellconnectivity-summary networks might help reveal sets of cell
types that work together within an organ or to achieve a biological process, we carried out hierarchical clustering of cell types
by the vectors of their summed-speciﬁcity weights (Supplementary Fig. 5). For both the secreted ligand and plasma-membrane
ligand mediated networks, this failed to reveal any underlying
clustering of cell types into organs, tissues or cellular communities. Instead, cells tended to cluster by lineage (indicated as
colour bars in Supplementary Fig. 5).
We next examined the top 10 summed-speciﬁcity edges
based on the secreted and plasma-membrane ligands and
visualised them as cell-connectivity-summary networks which
revealed distinct cell communities for both secreted and plasmamembrane ligands (Fig. 5). For the connections involving
secreted ligands, we observed four disconnected communities
(Fig. 5a). The largest community involved hepatocytes broadcasting to basophils, microglial cells, megakaryocyte-erythroid
progenitors, and proximal tubule epithelial cells. Proximal tubule

a

Secreted-ligand-based cell-connectivity-summary network in Tabula Muris
Pancreatic D cell | Pancreas
(140 cells)

Basophil | Marrow
(25 cells)

b

PM-ligand-based cell-connectivity-summary network in Tabula Muris
Bergmann glial cell | Brain_non-myeloid
(40 cells)

Microglial cell | Brain_myeloid
(4394 cells)

1.24

1.22
0.85
Hepatocyte|Liver
(391 cells)

1.95

Enteroendocrine cell | Large_Intestine
(59 cells)

Endocardial cell | Heart
(165 cells)

epithelial cells were also predicted to receive signals from
pancreatic beta cells and epithelial cells of the trachea. We also
predicted two smaller communities of cardiac muscle cells
communicating to endocardial cells, and pancreatic delta cells
communicating to enteroendocrine cells of the large intestine.
Lastly, oligodendrocyte precursor cells (OPC) were predicted to
undergo strong autocrine signalling and receive incoming
communication from bladder cells. Repeating this analysis using
the FANTOM5 bulk primary cell data also predicted a large
community with hepatocytes as a central broadcasting node
(Supplementary Fig. 6a).
Examining the most speciﬁc ligand–receptor pairs involved in
each cellular interaction identiﬁed both well-known and novel
pairs that appear to be biologically relevant (Supplementary
Data 6). The most speciﬁc ligands driving communication from
cardiac muscle cells to endocardial cells included factors relevant
to cardiac development and homoeostasis such as Angpt1,
Bmp10, Vegfa, Vegfb, and Nppa. The most speciﬁc communication was carried out via Nppa-Npr3, where Npr3 was previously
reported as an endocardial marker26, and Nppa was reported to
be expressed in cardiomyocytes27. These expression patterns have
also been recently conﬁrmed in another single-cell analysis of
heart28.
Similarly, for pancreatic delta cells communicating to enteroendocrine cells of the large intestine we also identiﬁed
somatostatin (Sst) as the most speciﬁc factor generated by delta
cells29 and conﬁrmed that two of its receptors, Sstr1 and Sstr5, are
speciﬁcally expressed in enteroendocrine cells30. Interestingly, Sst
has been shown to signal via Sstr5 to induce mucin production in
the large intestine31. Additionally, a recent study of intestinal
delta cells validated Sst-Sstr5 mediated signalling to intestinal
enteroendocrine cells32.
In the case of the hepatocyte-centred community, we reidentiﬁed the well-known endocrine relationship from hepatocytes to megakaryocyte-erythroid progenitors mediated by Thpo
and its receptor Mpl33. In addition to identifying such speciﬁc
edges, we also predicted that multiple ﬁbrinogens produced by
hepatocytes (Fga, Fgb, and Fgg) are used to signal via Itgb1
(proximal tubule cells), Itga2b (megakaryocyte progenitors and

Megakaryocyte-erythroid
progenitor cell | Marrow
(55 cells)

0.53

Lung endothelial cell | Lung
(693 cells)

1.41
Epithelial cell
of proximal
tubule | Kidney

(219 cells)

0.50
0.87
Epithelial cell | Trachea
(201 cells)
0.87

Oligodendrocyte precursor
cell | Brain_non-myeloid
(203 cells)
1.41
0.65

0.58

Astrocyte | Brain_
non-myeloid
(432 cells)

0.68
0.49

Neuron | Brain_non-myeloid
(281 cells)

0.98

Cardiac muscle cell | Heart
(133 cells)
Bladder cell | Bladder
(695 cells)
0.93

Type B pancreatic cell | Pancreas
(449 cells)

0.86

Leukocyte | Skin
(15 cells)

0.92

Keratinocyte stem cell | Skin
(1404 cells)

Keratinocyte | Tongue
(330 cells)
0.94
0.87

Oligodendrocyte precursor cell | Brain_non-myeloid
(203 cells)
Epidermal cell | Skin
(276 cells)

Fig. 5 Putative secreted and plasma-membrane-ligand mediated communities identiﬁed in Tabula Muris. Visualisation of cell types connected by the
top ten summed-speciﬁcity edges in Tabula Muris based on a secreted ligands and b plasma-membrane ligands. Coloured shadows highlight the isolated
communities found in each network, edge labels correspond to the summed-speciﬁcity weight of the edge. Dashed oval in a highlights highly speciﬁc
signalling from hepatocytes to multiple cell types via secreted ligands. Dashed oval in b highlights a set of four brain-derived cell types communicating via
plasma-membrane ligands.
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Differential network analysis in NATMI. Lastly, we used
NATMI to predict age-related changes in cell communication
within the murine mammary gland (mammary glands from 3and 18-month-old mice proﬁled in the Tabula Muris Senis42 were
compared). A simple edge count analysis, at a detection rate
threshold of 20%, revealed that there were substantially more
ligand–receptor edges predicted as active at 3 months than at
18 months (2045 edges were detected at both ages; 1247 edges
were detected at 3 months only; and 340 edges were detected at
18 months only, Supplementary Data 7 and 8). Examining differences in the cell-connectivity-summary networks based on the
3- and 18-month-old mammary gland (Fig. 6) revealed speciﬁc
cell types were driving these age-related differences. In particular,
edges involving basal cells (basal cell > basal cell, luminal epithelial cell > basal cell, stromal cell > basal cell and basal cell >
stromal cell) were more than twofold higher in the 3-month-old
mammary gland than the 18-month sample. Similarly, edges
involving B and T lymphocytes (B cell > B cell, B cell > T cell and
T cell > T cell) were more than twofold higher in the older mice
(Fig. 6).
Furthermore, 266 (78.2%) of the 340 edges only detected in the
18-month-old mammary gland involved signalling to or from T
and B cells, while only 141 (11.3%) of the 1247 edges exclusively
active at 3 months involved lymphocytes. Conversely, 613
(49.2%) of the 1247 ligand–receptor edges only detected at
3 months involved signalling to or from basal cells while only 52
(15.6%) of the 340 edges exclusively active at 18 months involved
basal cells.
Examining the basal cell data in more detail identiﬁed 9
receptors (Gpc1, Procr, Fzd7, Itga5, Ldlr, Tlr2, Lrp6, Ephb1, and
Tfrc) and 8 ligands (Tgfa, Ngf, Col5a2, Il11, Col4a2, Jag1, Col18a1
and Hspg2) at least twofold down-regulated at 18 months
(Supplementary Data 8). Notably, many of these top downregulated ligands and receptors are known to be important in
maintenance of normal mammary basal stem cells and are
implicated in basal-like and triple negative breast cancer43–51.

a

Comparison of the cellular composition between 3 and 8 m time point
T cell
B cell

Cell type

basophil), Itgb2 (basophils) and Itgam (basophils and microglial
cells).
For the plasma-membrane ligand-mediated interactions, we
observed two communities, which consisted of cell types that
were more likely to be physically collocated than those seen from
the secreted ligand pairs. One community consisted of seven cell
types including four brain-derived cell types (neurons, OPCs,
astrocytes, and Bergmann glial cells), while the other consisted of
keratinocytes predicted to strongly signal with themselves and
epidermal cells (Fig. 5b). Repeating this analysis using the
FANTOM5 bulk primary cell data also predicted a community of
neural cells (Supplementary Fig. 6b). Examining the most speciﬁc
ligand–receptor pairs involved in signalling within the epidermal
cell community (Supplementary Data 6) identiﬁed binding
between multiple desmogleins and desmocollins (Dsg–Dsc), as
well as ephrins and eph receptors (Efn–Eph). These proteins are
known to be expressed in skin and are important to its biological
functioning34–39. Similarly, for the edges between the four
nervous system cell types (neuron, OPC, astrocyte, and Bergmann
glial cell) multiple neuroligins were predicted to signal via
multiple neurexins and multiple Slirtk ligands via Ptprs.
Interestingly, although neuroligin–neurexin complexes are known
key interactors at neuronal synapses, growing evidence indicates
that they are also used for interactions involving astrocytes,
oligodendrocytes and OPCs40,41. We also observed interacting
pairs with more restricted cell tropism, such as Rtn4 signalling to
Lingo1 (used between neurons and OPCs) and Cntn6, Dll3, Cntn1
signalling to Notch1 (used between OPC and astrocytes).
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Fig. 6 Differential analysis of cell-connectivity-summary networks from
aging mammary gland in Tabula Muris. a Comparison of population
fraction of seven cell types in the 3- and 18-month-old murine mammary
gland. b Comparison of edge-count-based cell-connectivity-summary
networks at two time points. Summary edges with twofold or more active
ligand–receptor pairs connecting them at 3 months than 18 months are
shown in red while those with twofold or more active ligand–receptor pairs
connecting them at 18 months than 3 months are shown in blue. Edge
thickness is weighted by the log2-transformed fold changes between the
two networks. Cell types (nodes) with a twofold difference in cell fraction
are shown in red (higher in the 3-month timepoint) and blue (higher in the
18-month timepoint).

Discussion
Here, we have described NATMI, a tool to help users explore cellto-cell communication using scRNA-seq or other omics expression data. In the ﬁrst part of the manuscript, we described
the underlying network concepts and explored the effect of different edge weighting approaches. To help identify cell types
communicating ‘the most’, we introduced the concept of cellconnectivity-summary networks and demonstrated how the
weight metric and edge ﬁltering used can inﬂuence the order of
top communicating edges. We recommend using cell speciﬁcity
weighting for most applications; however, both simple edge count
and expression-weighted edges are provided in our outputs as
default to yield additional insights on the communicating networks. As a note, the speciﬁcity weights were calculated based on
the input dataset and thus should be considered local or dataset
speciﬁc. With larger reference datasets becoming available
through efforts such as the Human Cell Atlas52, we will aim to
provide global speciﬁcities based on expression across most
proﬁled cell types in future versions of NATMI.
Applying NATMI to the Tabula Muris data (the broadest
single-cell atlas to date), we reconﬁrmed our original ﬁndings
from FANTOM5 bulk data that autocrine signalling is a major
predicted component of cell-to-cell communication networks.
This work is also the ﬁrst to systematically assess the potential for
individual cells to express cognate ligand–receptor pairs and to
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ﬁnd substantial potential for their self-signalling. Together, these
results predicted that most cell types are major contributors to
their own niche53,54.
In contrast to expectations that cells based in the same tissue
would tend to communicate more than those in different tissues,
we found essentially no difference between ranks for intra-tissue
and inter-tissue edges (Fig. 4c–f) across all cell types within the
Tabula Muris atlas. Focusing on the cells connected by the predicted top 10 summary edges identiﬁed biologically plausible
communities (Fig. 5), which included communities involving cells
from the same tissue and communities involving more distant
endocrine relationships.
Lastly, we have demonstrated how NATMI can be used to
identify changes in cell-to-cell communication by comparing
networks predicted from comparable datasets (e.g., paired samples or time-course experiments in which two datasets under
consideration have almost identical cellular composition). Using
the Tabula Muris Senis dataset, we showed that signalling
involving mammary basal cells is down-regulated between 3 and
18 months (Fig. 6). Notably, this is observed both with speciﬁcity
weighted summary edges and with simple edge counts.
We acknowledge that NATMI is not the ﬁrst tool to attempt
cell-to-cell communication analyses at the single-cell level. Supplementary Data 9 systematically compares features and
approaches used in NATMI and 13 other methods18–21,55–63. The
major discriminating features incorporated in NATMI are that
(1) NATMI uses connectomeDB2020, the most comprehensive
set of ligand–receptor pairs with primary literature support to
date (note, a substantial number of ligand–receptor pairs in other
resources lack primary literature support, Supplementary Data 1),
(2) NATMI can identify and visualise the cell-types that are
communicating the most or the most speciﬁcally (both the
directed heatmap visualisation and summed-speciﬁcity weighting
of cell-connectivity summary edges is unique to NATMI) (Fig. 3),
(3) NATMI allows users to easily identify and visualise top
ligand–receptor pairs based on expression or speciﬁcity (Fig. 1)
and (4) NATMI allows comparison of networks to identify
changes in both ligand–receptor signalling and overall cell-to-cell
signalling between cells under different conditions (Fig. 6).
Our comparison to the 13 other tools also highlights three
features that are currently not incorporated into NATMI, such as
(1) the handling of heteromeric complexes (CellPhoneDB18,
RNA-Magnet19), (2) the prediction of downstream signalling
consequences (NicheNet55, SoptSC59), and (3) the analysis of
spatial transcriptomics data (RNA-magnet19, SpaOTsc61). The
modelling of heteromers pioneered in CellPhoneDB18 acknowledges that many receptors and ligands only function as heteromers. As the full set of biologically relevant heteromers is still yet
to be described, modelling heteromers based on what is currently
known can result in biases toward well-studied interactors, thus
we do not model them in NATMI. Similarly, although using
changes in the expression of predicted target genes induced by
ligand mediated signalling (used in NicheNet55) may provide
greater conﬁdence that the ligand–receptor pair is active and
inducing a change of state in the target cell we suspect that
the predictions are biased toward well-studied ligands and cell
types (292 of the ligands in connectomeDB2020 are not in
NicheNet). Lastly, although NATMI has not been speciﬁcally
designed for spatial data, cell type labels based on clusters that
incorporate spatial context information (e.g., tumour inﬁltrating
T cells, tumour proximal T cells, tumour distal T cells) can also be
analysed.
Furthermore, comparison of NATMI and CellPhoneDB18
using the same input and ligand–receptor pair lists (Supplementary Notes 1 and 2) revealed NATMI identiﬁes similar edges
but is faster, especially with limited computational resources. In
8

Fig. 3, we also showed that edges ﬁltered based on expression or
p values (calculated in CellPhoneDB) are very similar whereas the
speciﬁcity metric used in NATMI identiﬁes a different set of
edges, which tend to be more unique and speciﬁc to a given pair
of communicating cells.
We also acknowledge there are several limitations and caveats
to the case studies presented and, more generally, to the methodology used here. First, for the single-cell data analyses we have
used the original cellular annotations provided by the authors of
each manuscript11,24,64, which can potentially affect the accuracy
of predicted networks. As the quality of user-deﬁned clusters/cell
type annotations will deﬁne the quality of NATMI predictions, we
recommend optimising the clustering/cell type annotation prior
to running NATMI. Additionally, the edges that we highlighted
in the manuscript are based on experiments without replicates
(unfortunately common in current single-cell analyses) making
them potentially speciﬁc only to the samples tested. Moreover, for
single-cell transcriptome data, the predictions are necessarily
based on the mRNA expression levels rather than on protein
concentration and the data is subject to dropouts where a weakly
expressed ligand or receptor may be missed in shallowly proﬁled
cells. As mentioned above, we do not model heterodimerization
or requirements for co-receptors. We also do not have estimates
of the binding kinetics for each ligand–receptor pair, which can
vary across interacting pairs and, ultimately, in conjunction with
the number of functional ligand/receptor molecules dictate the
physiological response of the interacting pair.
In conclusion, we expect NATMI will greatly facilitate analysis
of cell-to-cell communication networks based on single-cell gene
expression data as well as for bulk RNA-seq and proteomic data.
Note, a distinct advantage of using single-cell data for building
these networks is that rare and difﬁcult to isolate cell types can be
more easily proﬁled while avoiding many of the biases introduced
by cell isolation/puriﬁcation and from cell culture needed for bulk
proﬁling. Thus the generation of cell-connectivity-summary
networks from this data will allow users to highlight the cell
types that are communicating the most and then further explore
individual ligand–receptor pairs that are driving these connections. The next exciting, but non-trivial, challenge will be to
validate these inferred intercellular communication pathways
experimentally (using for example such methods as PIC-seq65).
Methods
High quality manually curated ligand–receptor interaction database. To
expand upon our previous list of ligand–receptor pairs, we ﬁrst incorporated pairs
from CellPhoneDB v2.018. We downloaded 1144 interactions from https://www.
cellphonedb.org/downloads/interactions_cellphonedb.csv and then extracted
693 simple:simple interaction pairs (CellPhoneDB internal ID of format ‘CPISSxxx’. Heteromeric complexes were excluded). All protein/gene identiﬁers were
updated to HGNC IDs and then compared to our previous catalogue. In total, 478
of these were already in our 2015 resource1. For the remaining 215, we used
PubMed and google scholar searches to search for primary literature evidence.
Finally, 121 pairs with primary literature evidence were kept.
To further expand upon our previous interaction lists we used the following
strategy: (1) manual literature search for ligand–receptor pairs using terms ‘ligand’,
‘receptor’, ‘cytokine’, ‘growth factor’ and for genes from known ligand and receptor
families that were not yet covered in the database (2) systematic extraction of PPI
pairs from STRINGDB (https://stringdb.org/cgi/download.pl?
sessionId=oCkT8UeKh8rN&species_text=Homo+sapiens. Speciﬁcally, physicalbinding interactions ‘9606.protein.actions.v11.0.txt’ with score ≥700, and
experimental interaction ‘9606.protein.links.full.v11.0.txt’ experiments score ≥700)
involving known ligands and receptors from the merged list above and putative
secreted and plasma-membrane proteins from our previous publication1. In total,
3147 putative pairs involving a secreted protein and 1777 involving 2 plasmamembrane proteins were compared to our previous lists and the remainder was
manually curated. This combined strategy identiﬁed a further 340 ligand–receptor
pairs that were absent from our 2015 resource and from CellPhoneDB. During the
peer review, we manually reviewed and incorporated an additional 50 pairs from
Supplementary Table 3 of RNA-magnet19, 22 pairs from SingleCellSignalR20
(source: https://github.com/SCA-IRCM/LRdb/blob/master/LRdb_122019.txt), and
9 pairs from Supplementary Table 1 of ICELLNET21.
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Lastly, feedback from a user of our previous database of one of our entries being
incorrect prompted us to re-review the literature support of our original database.
This led to exclusion of 143 pairs, mostly from HPRD, where the PubMedID did
not actually support the interaction. Excluded putative ligand–receptor pairs from
our 2015 resource, CellPhoneDB, RNA-magnet, SingleCellSignalR and ICELLNET
are listed along with the reasons for removal in a separate tab of Supplementary
Data 1.
User supplied ligand–receptor interactions (optional). Currently, NATMI uses
connectomeDB2020 as the default ligand–receptor pair list, but users can also
provide their own custom ligand–receptor pairs lists, as described at https://github.
com/forrest-lab/NATMI.
Identiﬁcation of ortholog ligand/receptors in other vertebrate species. The
curated ligand–receptor database provided in this manuscript is based on interactions between human ligands and receptors. To run NATMI on other species we
extracted the homologues of interacting pairs from the NCBI HomoloGene
Database23. The homologous pairs for 20 commonly requested species including
mouse, rat, zebraﬁsh (https://www.ncbi.nlm.nih.gov/homologene/statistics/) can be
automatically inferred by NATMI based on the input gene expression data. Note,
as there are known species speciﬁc ligand–receptor pairs, we recommend to always
check the literature and validate reported edges when applying NATMI to other
species. For the case studies presented here using mouse single-cell data, we did not
systematically review the human–mouse ortholog pairs but we might consider
systematically annotating all pairs in a future database release. There are, however,
some drawbacks to limiting the pairs to those that have been conﬁrmed in the
species of interest only vs a broader survey based on the largest collection of
available pairs followed by post analysis conﬁrmation. Our recommendation to
end-users is to run NATMI with all L–R pairs available in connectomeDB2020,
rank the predicted top L–R pairs and then conﬁrm the pairs of interest in the
literature or experimentally. Note it is also highly dependent on the degree of
orthology and the coverage/paucity of ligand–receptor studies in the species
considered.
Required input data. NATMI requires the user to provide a gene expression ﬁle
(NATMI can process both raw and normalised gene expression data but we
recommend users to use a normalisation appropriate for their data), with columns
containing expression measurements for a single cell (or bulk measurement) and
rows corresponding to genes. For single-cell analyses, the user also needs to provide
a metadata ﬁle with the mapping between each cell in the dataset and a cell type/
cluster label. Step-by-step instructions on how to generate or export these two
tables from Seurat66 and SCANPY67 are provided online in the GitHub resource:
https://github.com/forrest-lab/NATMI. For the expression data table, all datasets
used in this paper were normalised by total number of unique molecular identiﬁers
(or reads if the data does not use UMIs) and then rescaled by multiplying by
1,000,000 (i.e., counts per million UMIs/reads).
Using connectomeDB2020 (or a user-speciﬁed ligand–receptor pair list)
NATMI extracts the expression levels of every ligand and receptor in the provided
single-cell (or bulk) dataset. When using single-cell data, NATMI summarises the
expression of every ligand and receptor for each cell type/cluster speciﬁed in the
metadata ﬁle (by calculating mean expression, total expression and fraction of cells
the gene is detected in). For the analyses presented in this manuscript we consider a
gene as expressed in a given cell type if more than 20% of cells of the cell type had
non-zero read counts for that gene. The user however is free to alter the
detectionThreshold parameter to suit the capture efﬁciency of their dataset and can
use expressionThreshold parameter to ﬁlter out weakly expressed ligands and
receptors.
Ligand–receptor edge weights. NATMI outputs weights of edges from a ligandproducing cell type/cluster to a receptor-expressing cell-type/cluster using three
metrics. These are mean-expression weight, speciﬁcity weight and total-expression
weight. The mean-expression weight is calculated as the product of the mean
expression of the ligand in a cell type/cluster and the mean expression of the
receptor in a cell type/cluster: edge(cell-type1 → cell-type2)meanligand1-receptor1 =
cell-type1meanligand1 × cell-type2meanreceptor1. The speciﬁcity weight is calculated as
the product of (1) the mean expression of the ligand in a cell type divided by the
sum of the mean expression of the ligand across all cell types in the dataset and (2)
the mean expression of the receptor in a cell type divided by the sum of the mean
expression of the receptor across all cell types in the dataset: edge(cell-type1 → celltype2)speciﬁcityligand1-receptor1 = cell-type1meanligand1 × (∑ (cell-typemeanligand1))−1 ×
cell-type2meanreceptor1 × (∑ (cell-typemeanreceptor1))−1.
Note, we do not use total-expression weight for any of the analyses presented in
the manuscript, however it is provided as a feature for future applications. The
total-expression weight is calculated as the product of the sum of expression of the
ligand in a cell type and the sum of expression of the receptor in a cell-type: edge
(cell-type1 → cell-type2)sumligand1-receptor1 = cell-type1sumligand1 × celltype2sumreceptor1. Weighting by total-expression acknowledges that each cell type in
the network is present at different abundancies, thus a cell type that weakly
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expressed a ligand at a lower mean-expression level than another may still be the
major cell type producing the ligand if it is more abundant (e.g., 500 cells of cell
type A expressing mean 10CPM of a ligand vs 10 cells of cell type B expressing
mean 80CPM of the same ligand → 5000 in cell type A vs 800 in cell type B). Care
must be taken in interpreting total-expression weights as they assume unbiased
(truly representative) sampling of the cells in the sample.
Cell-connectivity-summary-network edge weights. To summarise cell-to-cell
connectivity within the network, NATMI generates a matrix of cell-connectivitysummary-network edges. These can be weighted by edge-count or summed
expression and speciﬁcity. Using the ligand–receptor weights described above users
can generate edge-count based summaries that simply count the number of
ligand–receptor pairs, from cell-type1 to cell-type2, that pass a set of user-deﬁned
thresholds. For example, count all pairs observed at a detectionThreshold of 20%,
an expressionThreshold of 10CPM, or with a speciﬁcityThreshold of 0.1. In contrast, the summed-speciﬁcity weight sums all speciﬁcity weights from cell-type1 to
cell-type2 without applying a hard threshold. Cell type pairs connected by many
speciﬁc edges will have high summed-speciﬁcity weights.
Visualising cell-to-cell communication edges using NATMI. NATMI uses
multiple plot types to visualise cell-to-cell communication networks. With the
Skelly et al.11 cardiac dataset as a demonstration, we used NATMI to generate
heatmaps of top-ranked ligand–receptor pairs based on expression and speciﬁcity
weights (Fig. 1) and three different cell-connectivity-summary networks visualisations (heatmap, network graph and circos views, Figs. 2 and 3).
To generate these plots, users can run the following commands: ‘python
ExtractEdges.py --emFile expression.matrix.txt --annFile annotation.txt --out
outfolder’ and ‘python VisInteractions.py --sourceFolder outfolder’. By default, this
will generate nine cell-connectivity-summary-network visualisations (three views
with three kinds of edge weighting strategies (summed expression, summed
speciﬁcity, and edge count)), two heatmaps of top-ranked ligand–receptor
pairs based on average expression and speciﬁcity weights, and ﬁltered
ligand–receptor-mediated edge list, adjacency matrices of cell-connectivitysummary networks.
To visualise delta networks (as shown in Fig. 6), users should ﬁrst extract edges
in the two conditions by running the following commands: ‘python ExtractEdges.
py --emFile expression.matrix.condition1.txt --annFile annotation.condition1.txt
--out condition1.folder’ and ‘python ExtractEdges.py --emFile expression.matrix.
condition2.txt --annFile annotation.condition2.txt --out condition2.folder’. These
are then compared using the command: ‘python DiffEdges.py --refFolder
condition1.folder --targetFolder condition2.folder --out compare.folder’. To
visualise the delta networks use the command: ‘python VisInteractions.py compare.
folder’. Consequently, six heatmaps and six network graphs of the delta networks
based on three kinds of edge weighting strategies (averaged expression, summed
speciﬁcity, and edge count) and two change quantiﬁcation methods (absolute
difference and fold change) are generated. Adjacency matrices of cell-connectivitysummary networks in the two conditions and delta networks are also provided for
further exploration.
More details (such as how to apply different edge ﬁlters) can be found in
NATMI’s GitHub tutorial page: https://github.com/forrest-lab/NATMI
Reporting summary. Further information on research design is available in the Nature
Research Reporting Summary linked to this article.

Data availability
All data analysed within this paper are publicly available. The Skelly et al.11 mouse
cardiac dataset can be downloaded from ArrayExpress (experiment E-MTAB-6173). The
Tabula Muris data can be downloaded from ﬁgshare (https://ﬁgshare.com/articles/Singlecell_RNA-seq_data_from_Smart-seq2_sequencing_of_FACS_sorted_cells/5715040). The
Tabula Muris Senis mammary gland data can also be downloaded from ﬁgshare (https://
ﬁgshare.com/articles/Single-cell_RNA-seq_data_from_microﬂuidic_emulsion/5715025).
The FANTOM5 CAGE expression data for human protein-coding genes in the 144
human primary cells are publicly available on FANTOM5 website (https://fantom.gsc.
riken.jp/5/suppl/Ramilowski_et_al_2015/data/ExpressionGenes.txt).

Code availability
NATMI, an open-source Python tool, and connectomeDB2020 database are available at
GitHub (https://github.com/forrest-lab/NATMI). The repository also includes
installation instructions, format requirements, detailed function descriptions, example
workﬂows for the user and FAQs section. In addition, we provide the output of an
example workﬂow in the repository so users can preview the analysis results before
installing NATMI.
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Supplementary Fig. 1: Overview of cell-to-cell communication analysis of scRNA-seq
data using NATMI. a) Inputs for NATMI consist of user provided (i) single-cell gene
expression data with normalized expression values for each cell and a mapping file
between each single cell and cell type, and (ii) a curated ligand-receptor pair list
(connectomeDB2020 is provided in NATMI) or a user-defined ligand-receptor pair list.
These are used to extract the expression profiles of each b) ligand and c) receptor in
each cell type. From this information NATMI allows users to d) examine the cell types
communicating using selected ligand and receptor pair, e) examine ligands and
receptors used for communication between selected pair of cell types and f) summarize
cell-to-cell communication between all cell types in the input data. g) NATMI also allows
the user to compare two networks to identify differences.
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Supplementary Fig. 2
a One L-R pair

Single-directed-edge (two cell types)

b Multiple L-R pairs
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c Multiple L-R pairs
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d Multiple L-R pairs
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Supplementary Fig. 2: Complexity of the ligand-receptor-mediated multicellular
interaction network. Nodes represent cell types, simple edges and hyperedges
represent ligand-receptor-mediated communication, and the thickness of an edge scales
with the edge weight. a) Simple representation of communication between a pair of
cells based on a single ligand-receptor pair. b) Communication between a pair of cells
based on multiple ligand-receptor pairs expressed at various levels. c) Communication
80

between multiple cell types based on multiple ligand-receptor pairs. As each ligand and
receptor (making up a receptor-ligand pair) can be expressed in different cell types at
different levels, edges are shown as directed weighted hyperedges. d) In NATMI we
reduce c to a set of weighted directed simple edges. We refer to these as cellconnectivity summary edges.
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Supplementary Fig. 3
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Supplementary Fig. 3: Three different edge filtering strategies. Here we use a
theoretical network consisting of three cell types and nine different ligand-receptor
pairs (coloured edges) to demonstrate different filtering strategies. Each ligand-receptor
pair has different expression levels and specificity. Nodes represent cell types, edges
represent ligand-receptor-mediated communications, and the thickness of an edge
shows the expression weight of the edge. a) Original unfiltered cell-to-cell
communication network. b) Edges in a are filtered to only keep edges between the cell
82

expressing the highest level of the ligand and the highest level of the receptor (LmaxRmax). c) Edges in a are filtered based on a specificity weight. d) Edges in a are filtered
based on a minimum expression weight. Under a-d we show the resulting cellconnectivity summary networks based on simple edge count, total expression or total
specificity.
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Supplementary Fig. 4
a Expressed ligands and receptors in each cell type of Tabula Muris

b Co-expression of L-R pairs in single cells of each cell type of Tabula Muris

c

d
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Supplementary Fig. 4: Whole-body signalling distribution analyses based on secreted
and plasma-membrane ligands in Tabula Muris. a) The number of ligands (x-axis)
versus numbers of receptors (y-axis) detected in each cell type. Each data-point
corresponds to a cell type, colors indicate broad lineage classes and the detection rate
threshold of 20% was used. The red lines show the mean numbers of ligands and
receptor. b) The number of ligand-receptor pairs co-detected in at least one cell type (at
the expression level of 0CPM and 10CPM) as a function of the proportion of single-cells
co-expressing the L-R pair. In panels c-j we repeat the analysis shown in main Figure 4c-f
but instead either use simple edge-counts (c-f) or summed expression (g-j) to rank cell
connectivity summary edges.
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Supplementary Fig. 5
a Total specificity weights of secreted-ligand-based cell-connectivity-summary edges in Tabula Muris

b Total specificity weights of PM-ligand-based cell-connectivity-summary edges in Tabula Muris

Supplementary Fig. 5: Heatmaps showing whole-body signalling network analyses
based on secreted and plasma-membrane ligands in the Tabula Muris single-cell
dataset. Each element in a&b corresponds to the total specificity weight of a cellconnectivity-summary edge from cell type A to cell type B, color bars in the middle
indicate broad lineage classes. A detection rate threshold of 20% was used for a and b.
a) The heatmap of cell-connectivity-summary edges in Tabula Muris based on
communication via secreted ligands. b) The heatmap of cell-connectivity-summary
edges in Tabula Muris based on communication via plasma-membrane ligands.
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Supplementary Fig. 6
a Secreted-ligand-based cell-connectivity-summary network in FANTOM5

b PM-ligand-based cell-connectivity-summary network in FANTOM5
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Supplementary Fig. 6: Communities and autocrine signalling inferred running NATMI
on the FANTOM5 dataset. Visualization of cell types connected by the top ten summedspecificity edges in the FANTOM5 human primary cell data based on a) secreted ligands
and b) plasma-membrane ligands. Coloured shadows highlight the isolated communities
found in each network, edge labels correspond to the total-specificity weight of the
edge. Dashed oval in a highlights predicted broadcasting from hepatocytes to multiple
cell types via secreted ligands. Dashed in oval in b highlights a set of two brain-derived
cell types communicating via plasma membrane-based ligands. Panels c-f, show a similar
analysis as used in Fig. 4c-f, however in this case only autocrine edges are shown. c)
Shows the distribution of ranks of secreted ligand mediated outgoing edges, d) Shows
the distribution of ranks of secreted ligand mediated incoming edges, e) Shows the
distribution of ranks of plasma-membrane ligand mediated outgoing edges, f) Shows the
distribution of ranks of plasma-membrane ligand mediated incoming edges.

87

Supplementary Fig. 7: Runtime comparison of NATMI and CellPhoneDB on various
vCPUs. The x-axis is the number of vCPUs used to run both tools; the y-axis is the
average time in seconds each tool takes to build the cell-to-cell communication network
in the test dataset using connectomeDB2020.
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Supplementary Fig. 8: Runtime of extracting edges from benchmark networks on
various vCPUs with NATMI. The x-axis is the number of vCPUs used to run NATMI; the
y-axis is the average time in seconds NATMI took to extract all edges from the ten
benchmarking networks using connectomeDB2020.
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https:// doi.org/10.1038/s41467-020-18873-z

90

Chapter 5
Community Detection in a Weighted
Directed Hypergraph Representation of Cell-to-cell
Communication Networks
5.1 Introduction
In Chapter 4, I introduced NATMI, our tool for analysing cell-to-cell communication
networks. NATMI models ligand-receptor-mediated multicellular interactions as a set of
one-to-one communications between cell types expressing the ligand and/or receptor.
Although it preserves all potential interactions via the same ligand-receptor pair, the
complexity of its weighted directed hypergraph aspect is ignored [1, 2]. The data
structure of a weighted directed hypergraph is a more concise representation of a cellto-cell communication network than a simple graph model. However, methods for
identifying communities of highly connected nodes within this data structure have not
as yet been developed.
In this chapter I describe the development of approaches to identify communities within
weighted directed hypergraphs. Within a weighted directed hypergraph representation
of a cell-to-cell communication network, each ligand-receptor pair is modelled as a
weighted directed hyperedge connecting multiple cell types with different weights
dependent on the expression levels of the ligand and receptor in each cell type. The aim
of this chapter is to identify cellular communities defined as a set of cell types
connected by more hyperedges than cell types outside of the community.
Given that the community detection problem in simple graphs is NP-complete [3], it is
not always feasible to adopt an exact community detection algorithm to identify
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community structures in a hypergraph. By utilizing many existing approximate
community detection algorithms that were originally developed for simple graphs [4, 5],
I propose two approximate community detection algorithms for the weighted directed
hypergraph. To evaluate the performance of these algorithms, several directed
hypergraphs embedded with predefined communities are generated. Simulation results
demonstrate that the proposed algorithms can efficiently identify embedded
communities and a weight normalization procedure improves the detection accuracy
and efficiency. The best community detection strategy is applied to bulk and single-cell
gene expression datasets and reveals several biologically plausible ligand-receptor pair
communities and cell type communities. Clustering results from synthetic and real data
sources suggest that the cluster structure in the weighted directed hypergraph
representation of a cell-to-cell communication reflects the underlying collaboration
patterns among ligand-receptor pairs and cell types.
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Abstract
Cell-to-cell communication is mainly triggered by ligand-receptor activities. Through ligandreceptor pairs, cells coordinate complex processes such as development, homeostasis, and
immune response. In this work, we model the ligand-receptor-mediated cell-to-cell
communication network as a weighted directed hypergraph. In this mathematical model,
collaborating cell types are considered as a node community while the ligand-receptor pairs
connecting them are considered a hyperedge community. We first define the community
structures in a weighted directed hypergraph and develop an exact community detection
method to identify these communities. We then modify approximate community detection
algorithms designed for simple graphs to identify the nodes and hyperedges within each
community. Application to synthetic hypergraphs with known community structure confirmed
that one of the proposed approximate community identification strategies, named
HyperCommunity algorithm, can effectively and precisely detect embedded communities. We
then applied this strategy to two organism-wide datasets and identified putative community
structures. Notably the method identifies non-overlapping edge-communities mediated by
different sets of ligand-receptor pairs, however node-communities can overlap.
1. Introduction
A central feature of complex multicellular organisms is the establishment of multiple
differentiated cell types with specialized functions during development [1, 2]. These cell types
are organized into higher-level units such as niches, organs, organ systems and organisms
and rely on coordinated activity of different cell-types for normal operation. Coordination of
different cell types depends on chemical signals known as ligands (this term encompasses
peptides, lipids, ions and other molecules), which are secreted from, or located on the surface
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of, broadcasting cells. Cognate receptors on target cells recognise these ligands and the
binding of the ligand results in the target cell altering its state [3]. Mechanisms for cell-to-cell
communication are key to multicellular coordination during embryonic development and in
various metabolic and physiological processes [4-10]. Dysfunctions in signalling pathways,
therefore, have been associated with a variety of diseases such as diabetes, cancer,
developmental disorders and many others [11-15].
Previously Ramilowski et al. [16] constructed the first draft map of ligand-receptor-mediated
cell-to-cell interactions across a panel of 144 human primary cell types. To identify key cell-tocell communication paths, most contemporary studies [17-20] only consider simple graph
models in which a cell-type pair can be connected by a ligand and its cognate receptor. Gene
ontology enrichment analyses of communication networks modelled using simple graphs has
been shown previously to identify enriched biological processes involving cells from a
common lineage (e.g. receptors and ligands involved in signalling from haematological cells
to haematological cells known to be involved in the immune response [21]) and between
those from different lineages (e.g. signals from endothelial cells to haematological cells
known to be involved in wound healing [22]).
This simple graph-based approach however drastically masks the complexity of a
multicellular interaction network. The reality is that multiple cell types can express the same
receptor or ligand. Thus for a defined ligand-receptor pair, multiple cell types may produce the
ligand and the cognate receptor could be expressed in more than one cell type. Such a manyto-many structure in graph-theoretic terms is a directed hyperedge (from the cell type(s)
expressing the ligand to the target cell type(s) expressing the receptor). Additionally, as the
expression levels of the same ligand/receptor vary across different cell types, the cell-to-cell
communication network involves weighted directed hyperedges that represent these distinct
expression levels. To date only Tsuyuzaki et al. [23] have attempted to use a hypergraph
model to identify key ligand-receptor-mediated cell-to-cell communications. Additionally, we
have previously estimated that there are in the order of 100 ligand-receptor mediated
signalling pairs between any two cell types (based on our analysis of the Functional
ANnoTation Of the Mammalian genome (FANTOM5) data [1]). Hence, the network involves
many weighted directed hyperedges via diverse ligand-receptor pairs. These cannot be
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reduced to a few representative hyperedges. The graph-based methods proposed in this
paper are able to reflect these complexities.
In this paper, we first propose a weighted directed hypergraph-based mathematical
description of the ligand-receptor mediated cell-to-cell interaction network. For a ligandreceptor pair, our hyperedge model explicitly characterizes the weighted many-to-many
relationship. From this model we next define the community structure in the directed
hypergraph, with the assumption that cell types that participate in the same biological process
would exhibit a high degree of clustering. In order to identify the defined communities, we
design both exact and approximate methods. Since the community structures in the real
biological samples are unknown, we tested two proposed approximate detection methods on
synthetic weighted directed hypergraphs with pre-defined communities generated by our
benchmark generation framework. The results show that our approximate algorithms robustly
detect these pre-defined communities and that the methods scale well as the input data and
number of embedded communities is increased. Lastly, when applied to organism-wide
datasets, the methods identify biologically plausible communities of cell-types suggesting our
methods have utility in identifying strongly communicating cell types in real cell-to-cell
communication networks.
2. Methods
2.1 Hypergraph construction and biological background
The definitions below, concerning weighted directed hypergraphs, are from [24, 25]. The
concept of this kind of hypergraph generalizes the usual directed hypergraph [26, 27].
Definition 1. (Weighted directed hypergraph) A weighted directed hypergraph is a tuple
with
weight set, and

the node set (

a map from

onto

an example) is an ordered pair
; Nodes
and

),

; a weighted directed hyperedge
, with

in

and

and

in the hyperedge, i.e.,

the directed hyperedge set (

and

),

the

(see Figure 1a for

, whose weight is

are called the tails and the heads of , denoted as
. Each tail or head has its own weight

, and

. A backward hyperedge, or
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simply B-edge, is a hyperedge
F-edge, is a hyperedge

with

with

(Figure 1c). A forward hyperedge, or simply
(Figure 1d).

a. A weighted directed hyperedge
v3
v1

e

w1

w3

v4

w5

w2

v2

w4

v5
b. Splitting a weighted directed hyperedge
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Figure 1. The relationship between a weighted directed hyperedge and a B-edge-Fedge pair, the directionality of the arrow represents the directionality of the hyperedge.
a. A weighted directed hypergraph with one hyperedge e. b. e can be replaced by a B-edge l
and an F-edge r which have a common node v d. c. A B-edge l generated by dividing node v d
into two parts. d. An F-edge r generated by dividing node vd into two parts.

It is noteworthy that, as shown in Figure 1, a directed hyperedge

can always be replaced by

a B-edge and an F-edge, through the addition of a dummy node

, whose weight

the hyperedge (Figure 1b),

is further decomposed into two dummy nodes

and

, to
where

(Figure 1c & d). For the generated B-edge and F-edge ,
and

, therefore, and

respectively can represent the head node

set and tail node set of the corresponding hyperedge . The direction of a hyperedge is from
the B-edge to the F-edge, i.e., from sending node set

(tails) to the target node set

(heads).
The biological interpretation of these definitions is as follows. In a multicellular interaction
network, different cell types are modelled as different nodes, hyperedges represent
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communication among cell types, edge directions are from the cell types expressing the
ligand to the cell types expressing the cognate receptor, and edge weights refer to the
communication strengths. Then B-edges and F-edges (resulting from transformation from the
original hyperedges) equate to the gene expression profiles of ligands and receptors across
cell types. Hence, the pair of the only head of a B-edge

and the single tail of an F-edge

can serve as a possible ligand-receptor interaction.
Table

1.

The

(a) The B-edge matrix

triple

matrices

of

a

(b) The F-edge matrix

weighted-directed

hypergraph.

(c) The pair matrix that
connects B-edges and Fedges
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Since each hyperedge can be divided into a pair of B-edges and F-edges, a weighted directed
hypergraph can be specified by a matrix triple
incidence matrix of all induced B-edges:
the B-edge , i.e.,

matrix

(

, otherwise

matrix of all induced F-edges:
, i.e.,

. The

can be viewed as the

) is the weight of node
. Similarly, the

(

matrix

) is the weight of node

otherwise

. The

pair matrix

in

is the incidence
in the F-edge

(

)

records a pair of B-edge and F-edge that can form a weighted directed hyperedge in the directed
hypergraph, with:

if B-edge and the F-edge

As an example, the matrix triple

can bind together, otherwise

.

in Table 1 specifies the hypergraph in Figure 1a.

Because the unweighted directed hypergraph, which can be considered as a weighted directed
hypergraph with uniform weights, is the best model to represent many-to-many relationships, it
has been widely used in various areas [28-32]. Strongly-connected components in a directed
hypergraph are components that can be replaced by single nodes [33]. To the best of our
knowledge, there is not a definition of the densely connected subgraph, which cannot be
collapsed into a single node, in a directed hypergraph. Here, we extend the definition of the
density-based community structure from directed graphs to directed hypergraphs. A node
community can be considered as a set of nodes that have more hyperedges within the node set
than the other nodes. This is made precise in the following definition.
Definition 2. (Community structure) A node community in a directed hypergraph is a non-empty
node set

that satisfies one condition, which cannot be extended to any of its supersets
:

,

where
. The edge set

hyperedge community of node community .

and
forms the incident
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Figure 2. A synthetic directed hypergraph with ten nodes, ten hyperedges and two
embedded communities. In this directed hypergraph, node IDs which start with l or r represent
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the derived dummy nodes (ligands and receptors), a directed hyperedge is represented by a Bedge and an F-edge. Solid lines connect nodes to construct a B-edge or an F-edge, dashed lined
connect a B-edge and an F-edge to display a complete hyperedge (a ligand-receptor-mediated
communication). Arrow directions indicate the hyperedge direction (from sending nodes to target
nodes). Black nodes are outside of communities, and black hyperedges are housekeeping
hyperedges. Other nodes and hyperedges of the same colour (red or blue) form a community
structure. a. The visualisation of the synthetic directed hypergraph. b. The hyperedge graph of
the synthetic directed hypergraph.

In this paper, a node community is used to model a set of cell types that coordinate a biological
process. From Definition 2, in a directed hypergraph, a set of hyperedges defines a group of
densely connected nodes and forms a hyperedge community, which can be considered as a
group of specific ligand-receptor pairs that connect multiple cell types in the cell type community
and convey certain messages to regulate the biological process the cell type community involved.
Hyperpaths [34, 35] and many other structures [36, 37] in the directed hypergraph impose
constraints on the relationship between two adjacent hyperedges, e.g., many heads of a
hyperedge should be the tails of another hyperedge. On the contrary, there are no restrictions on
any two directed hyperedges in a hyperedge community. This is because the regulatory
relationship between two hyperedges is uncertain in many contexts. For example, within real
world cell-to-cell communication networks, once a ligand binds to the target cell's receptor and
alters the target cell’s state, the target cell may change the activity of another ligand or receptor to
initiate or inhibit another ligand-receptor-mediated communication [38, 39]. Figure 2a
demonstrates a directed hypergraph with two node communities and two incident hyperedge
communities.
A feature of the hyperedges in a community is that they only connect a small subset of nodes
within the entire network i.e they have high specificities, highlighted in red and blue in Figure 2a.
In the cell-to-cell communication network, the specificity of signalling via ligand-receptor pairs can
be broadly viewed between two extremes. Housekeeping ligands and receptors are expressed in
most, if not all, cell types at similar levels, thus all cell types in the network are connected by
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these signalling factors. Conversely, cell type-restricted ligands and receptors are only utilized by
a relatively small portion of cell types making the network not evenly connected. In the
corresponding hypergraph, specific hyperedges (red and blue hyperedges in Figure 2a) only
connect a few nodes and form community structures while housekeeping hyperedges keep the
whole hypergraph connected (black hyperedges in Figure 2a).
2.2 Community Detection Algorithms for Weighted Directed Hypergraphs
With the formal definition of a community structure defined above we next developed exact and
approximate algorithms to detect these clustered nodes and hyperedges in the directed
hypergraph. Ultimately, when applied to cell-to-cell communication networks, these methods aim
to identify closely interconnected cell types (nodes) and associated intercellular signalling
pathways (hyperedges) through the directed hypergraph model.
2.2.1 Exact Detection Algorithms for Communities in the Weighted Directed Hypergraphs
and Its Computational Complexity
To find all communities, all possible node sets in the directed hypergraph should be enumerated.
For each of the node sets, both the number of hyperedges in the induced subgraph and the
number of hyperedges connecting the subgraph and the rest of the hypergraph are used to
examine if the induced subgraph is a community. In this way, the exact algorithm makes an
exhaustive search to find all qualified communities in the hypergraph based on the definition. It is
well known that community detection in the simple graph is NP-complete [40], which is equivalent
to the problem of detecting communities in the directed hypergraph. Since it is infeasible using
the exact algorithm to address this computationally intractable problem, we propose two
approximate methods to find community structures in the directed hypergraph.
2.2.2 Approximate Detection Algorithms for Communities in the Weighted Directed
Hypergraphs
For simple graphs, the Markov Cluster algorithm (MCL) [41] and Louvain method [42] are two
approximate clustering algorithms which have been widely used for community detection due to
their competitive results and low time complexities. However, neither of them can be applied to
directed hypergraphs without modification. To make them applicable for the hypergraph model, a
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directed hypergraph should be transformed to a simple graph first. Here, we propose a
transformation approach from a directed hypergraph to a simple graph (specifically a hyperedge
graph).
Although the relationships between nodes are many-to-many in the directed hypergraph, two
interlocked hyperedges have a one-to-one mapping with each other. The weight of such a
mapping is decided by the common nodes shared by two directed hyperedges. Since a node
community is connected by a group of specific hyperedges and these hyperedges only connect
the nodes within the community, hyperedges in a hyperedge community are more likely to
interlock with each other than hyperedges outside of the community. Thus, if the relationships
between directed hyperedges are modelled as simple edges and original directed hyperedges are
modelled as nodes, hyperedge communities form many node communities. In this way, node
community detection in a directed hypergraph is equivalent to hyperedge community identification
in a hyperedge graph, in which hyperedges are nodes and two nodes are connected if the
corresponding hyperedges have some common nodes in the original directed hypergraph.
Definition 3. (Hyperedge graph) A hyperedge graph of a directed hypergraph, denoted as
is a weighted simple graph such that each node
corresponding hypergraph
edge

in

, two nodes

(
and

,

) represents a hyperedge in the
in

are connected by a weighted

if and only if their corresponding hyperedges share some common nodes in . For a

weighted directed hyperedge, the weight of

is the sum of the products of the weights of each

common node in two hyperedges.
As mentioned before, a ligand-receptor binding may affect another ligand-receptor-mediated
signalling pathway via a common cell (e.g. cell A may affect cell C, via cell B where cell A
produces a ligand that binds a receptor on cell B, this binding regulates expression of a ligand
from cell B that binds a receptor on cell C which regulates the state of cell C). The effect of one
ligand-receptor pair on another pair is quantified by the product of the expression levels of the
associated ligand and receptor that are expressed in the intermediate cell type. The overall effect
through all shared cell types, i.e., the weight of a simple edge in the hyperedge graph, is the sum
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of those products. Figure 2b illustrates the hyperedge graph transformed from the directed
hypergraph in Figure 2a. Apparently, the hyperedges in those two communities form two
independent hyperedge communities in the derived hyperedge graph. By obtaining closely
connected hyperedge communities through a hyperedge graph, the incident node communities
can be recognized. In this paper, we use the MCL and Louvain algorithms to identify hyperedge
communities in the hyperedge graph, and the incident node communities in the related directed
hypergraph.
3. Results
Previously, Ramilowski et al. [16] used messenger RNA (mRNA) as a proxy for protein
expression and extracted expression levels of ligands and receptors in 144 primary cell types to
construct the first cell-to-cell communication network in the human body. The underlying
community structures in this network are unknown. In order to examine the versatility of the
proposed community detection algorithms, we first apply them to synthetic directed hypergraphs
embedded with predefined communities to assess their performance. Using the best detection
strategy, we then applied it to two organism-wide datasets and identified many communities
within.
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Figure 3. Gene expression patterns in the FANTOM5 dataset. a. The percentages of ligands
(green), receptors (pink) only detected in certain amount of cell types and the proportions LR
pairs that connecting a given number of cell types. b-e. The gene expression profile of a ligand in
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the FANTOM5 dataset. Ligands in b and c are broadly expressed while ligands in d and e are
specifically expressed. Meanwhile, ligands in b and d have the uniform distribution when ligands
in c and e follow the power law.
3.1 Construction of directed hypergraphs with embedded communities
To ensure our synthetic hypergraphs shared characteristics of real cell-to-cell communication
networks we first examined the expression patterns of ligands and receptors and the predicted
connectivity in the high-quality human primary cell type atlas from Ramilowski et al. [16]. This
revealed that the number of cell types expressing each ligand and receptor varied greatly. 60.6%
of signalling factors (ligands and receptors) were broadly expressed across more than half the
cell types, while 11.2% of signalling factors were specifically expressed in less than 10% of cell
types (Figure 3a). From this analysis we identified four kinds of expression patterns for a
signalling factor: i) the signalling factor is broadly expressed and its expression levels follow the
uniform distribution (Figure 3b and Supplementary Figure 1a); ii) the signalling factor is broadly
expressed and its expression levels vary greatly and tend to fit the exponential distribution
(Figure 3c and Supplementary Figure 1b); iii) the signalling factor is only expressed in a small
portion of the dataset and its expression levels have a uniform distribution (Figure 3d and
Supplementary Figure 1c) and iv) the signalling factor is specifically expressed and the
corresponding expressions exhibit a power-law distribution (Figure 3e and Supplementary
Figure 1d).
Based on the observations from this real data, we designed three kinds of weighted B-/F-edges i)
housekeeping B-/F-edges, ii) weight-biased B-/F-edges and iii) specific B-/F-edges. These Bedges and F-edges were then combined to form several types of directed hyperedge. From
Figure 3b-e and Supplementary Figure 1, housekeeping and weight-biased B-/F-edges are set
to connect most nodes in the hypergraph while specific B-/F-edges are assumed to only connect
nodes in the node community. Moreover, since the gene expression values of the
ligands/receptors in the associated cell types can be processed in various methods to eliminate
the sources of variability, node weights in a B-/F-edge do not directly stimulate the gene
expression values from the obtained expression matrix, they are set to positive real numbers to
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simulate the normalized relative expression levels of the ligands/receptors without units and
follow either power-law or uniform distribution. Note, node weights in the hyperedge communities
of a directed hypergraph follow the identical distribution. Housekeeping hyperedges with similar
values (less than 10) keep all nodes connected while the other hyperedges, whose minimum
node weight is above 50, form hyperedge communities. If all hyperedge communities only have
specific hyperedges, then the hypergraph is noted as a weight-specific directed hypergraph.
Otherwise, the hypergraph is categorised as a weight-biased directed hypergraph because all
hyperedge communities only have weight-biased directed hyperedges. In a weight-biased
directed hyperedge, the weights of the nodes inside and outside of the node communities are
taken randomly from two ranges. The weights of the nodes in the node community also follow a
uniform or exponential distribution with a minimum value of 50, the weights of the other nodes are
roughly the same and all less than 5.
After defining three kinds of directed hypergraphs, we constructed synthetic hypergraphs whose
sizes (number of nodes) are 10, 20, 30, 40, 100, 200, 300 and 400. In order to test the
performance of a community detection method, it is necessary to apply the method to
hypergraphs with various settings. In terms of the size of a synthetic hypergraph, it should not be
too small so that a community structure is hard to be embedded into the hypergraph. On the other
hand, the hypergraph size should not be too large either to prevent excessive time consumption.
Therefore, we varied graph sizes ranging between 10 to 400 nodes. In each hypergraph, the
number of nodes and the number of directed hyperedges, which can be regarded as the pairs of
distinct B-edges and F-edges, are equal. Figure 2 shows a synthetic hypergraph with 10 nodes
and 10 hyperedges. Furthermore, the number of embedded community structures in a
hypergraph is proportional to the size of the directed hypergraph, such as 2, 4, 6, 8, 10, 20, 30
and 40. Since the directed hypergraph shown in Figure 2 has 10 nodes and 10 hyperedges, two
communities (red and blue communities) are embedded. Then 80% of the nodes and 96% of the
directed hyperedges in the hypergraph are set to construct the community structures. Therefore,
in Figure 2, 8 nodes are either red or blue, and 9 hyperedge are used to specifically connect
these 8 nodes and form two hyperedge communities. Given the amounts of nodes, hyperedges
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and communities in a directed hypergraph, nodes and hyperedges are divided into certain
number of groups to form communities. To evaluate the performance of a community detection
algorithm in more general contexts, we fitted the community sizes (i.e., number of nodes) and
densities (i.e., ratio of hyperedges to nodes in a community) to follow uniform or exponential
distribution. The construction of a synthetic directed hypergraph has four steps. First, the
amounts of nodes and hyperedges inside and outside of the communities are calculated. Those
nodes that belong to communities are randomly divided and assigned to communities so that the
number of nodes in each community follows the given distribution. Table 2 demonstrates how 40
nodes in a synthetic hypergraph are divided to follow certain community size distributions. The
hyperedges inside of communities are then partitioned into the same amount of groups, the
number of hyperedges in each partition is adjusted for several iterations until the ratio of the
hyperedges to the nodes in every community is distributed uniformly or otherwise. Table 3 shows
the partitions of 40 hyperedges that are combined with node partitions in Table 2 to satisfy the
constraints of community density. Lastly, all hyperedges are randomly connected to the nodes
based on the predefined rules, the weights of nodes in each hyperedge are also randomly
allocated to match the given distribution. For a combination of directed hyperedge and community
settings, we generated ten directed hypergraphs independently. These hypergraphs are then
used to test the robustness of a community detection method.
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Table 2. Examples of nodes partitions in a directed hypergraph with diverse community
configurations. For 40 nodes, 35 of them are assigned to 8 node communities. Four kinds of
hypergraphs are constructed: a) community size and density both follow the uniform distribution,
b) community size follows the uniform distribution while community density follows the
exponential distribution, c) community size follows the exponential distribution while community
density follows the uniform distribution and d) community size and density both follow the
exponential distribution.
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Table 3. Examples of hyperedge partitions in a directed hypergraph with diverse
community configurations. For 40 hyperedges, 39 of them belong to 8 hyperedge communities.
These 39 hyperedges are partitioned and combined with 8 node communities above to reach four
community configurations: a) community size and density both follow the uniform distribution, b)
community size follows the uniform distribution while community density follows the exponential
distribution, c) community size follows the exponential distribution while community density
follows the uniform distribution and d) community size and density both follow the exponential
distribution.

In addition to the benchmark hypergraphs, fashioning appropriate metrics are also critical in
determining the performance of a community detection algorithm. There is no universally
accepted metric for this task, different metrics focus on various aspects of the problem, and are
thereby biased to different approaches. In this paper, we denote the detection sensitivity as the
fraction of the number of embedded communities entirely detected by our methods over the total
number of embedded communities. Since the total number of node and hyperedge communities
in a real cell-to-cell communication network is hard to estimate, we are interested in to what
extent can we trust that the detected communities are true communities in the directed
hypergraph. The detection precision, which is the ratio of the number of embedded communities
entirely detected by our methods to the total number of detected communities that may partially
overlap with the predefined communities, is used to examine this issue.
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a Community detection results on the original weight-restrict hypergraphs

b Community detection results on the normalised weight-restrict hypergraphs

Figure 4. Part 1
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c Community detection results on the original weight-biased hypergraphs

d Community detection results on the normalised weight-biased hypergraphs

Figure 4. Part 2
Figure 4. Community detection results on weighted directed hypergraphs using MCLbased method (solid lines) and Louvain-based method (dashed lines). Both MCL and
Louvain are applied to graphs across a range of sizes (10 to 400 nodes) and with variable
community sizes and community density. Community size (number of the nodes that are
designed to be inside of a community), community density (the ratio of directed hyperedge
amount within each hyperedge communities to the number nodes in the corresponding node
community), node weights in a B-edge or a F-edge are uniformly or power-law distributed. Left
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columns show detection sensitivity (the fraction of detected true communities over all embedded
communities) and precision of node communities (the ratio of the detected communities to all
detected communities), while the same metrics for hyperedge communities are presented on the
right. a and b show the results on weighted-specific hypergraphs whereas c and d display the
results on weighted-biased hypergraphs. Node weights in a and b are normalised when they
were used in c and d.
3.2 Community Detection in the synthetic directed hypergraphs
As described above, the synthetic directed hypergraphs were first transformed into hyperedge
graphs, then MCL and Louvain community detection methods were applied to the hyperedge
graphs to reveal the hyperedge communities. In each hyperedge community, the heads and tails
of these hyperedges form the associated node community. As true cell-to-cell communication
networks are weighted, we focus here on the weighted networks. For the weighted networks we
modelled two scenarios: i) networks where edges were specific and weighted, and ii) networks
where edges were broadly used but weighted with biases towards specific nodes.
By applying the two community detection methods to weighted hypergraphs, we found that MCL
outperformed Louvain for hyperedge community detection for all graph sizes except the smallest
of 10 nodes, and with larger graph sizes MCL’s performance improved while Louvain’s got worse
(Figure 4a&c). However, for the weight-biased hypergraphs, the predicted node communities
were larger than the actual node community (because the weight-biased hyperedges connect
nodes inside and outside of the node communities and the community detection methods cannot
distinguish these two kinds of nodes in a hyperedge). As a result, neither of these two methods
can identify any predefined node communities in the weight-biased hypergraph. However, for the
weight-specific hypergraphs, both of the methods have higher detection sensitivity and precision
for node communities than those for hyperedge communities (Figure 4a). We also observed that
the sensitivity of hyperedge community detection is lower than that of node community detection.
This implies some correctly identified node communities were inferred from the wrongly detected
hyperedge communities. These wrongly detected hyperedge communities must be subsets of the
true hyperedge communities because specific hyperedges are designed to only connect the
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nodes within a node community while housekeeping hyperedges connect other nodes which
makes the inferred node communities bigger than the predefined node communities.
In a hyperedge graph, hyperedges with higher weights have a higher influence on the results than
those with lower weights. To minimize such discrepancies, node weights can be normalised so
the sum of heads/tails in a directed hyperedge is one (noted as specificity) and all hyperedges
have identical weights. For the weighted directed hypergraphs, hyperedge and node community
detection was improved through normalisation, however, this did not improve node community
detection in the weight-biased hypergraphs (Figure 4b&d). Overall, the MCL-based method is
more likely to identify predefined node and hyperedge communities in the weighted directed
hypergraphs with diverse settings.
3.3 Community Detection in weighted directed hypergraphs based on real datasets
In the previous section, we have shown that using the MCL-based method and node weight
normalisation can efficiently identify more underlying communities than the other community
detection strategies. This strategy, collectively referred to as HyperCommunity algorithm in the
following, is thus applied to directed hypergraphs generated from two organism-wide single-cell
datasets using microwell-seq technology: the Human Cell Landscape (HCL) [43] and the Mouse
Cell Atlas (MCA) [44]. There are 82 cell types in adult tissues from HCL and 88 cell types in adult
tissues from MCA. To eliminate the noise within gene expression data, we required that the
ligands and receptors considered needed to be detected in more than 10% of cells of at least one
cell type, which is the detection threshold used in the original paper to perform receptor–ligand
pairing analysis [45]. To construct the cell-to-cell communication network 2,293 human ligandreceptor pairs (connectomeDB2020) with primary literature support are used [46]. For analysis of
the MCA dataset, 1,895 mouse ligand-receptor pair homologs of the human pairs were extracted
through the NCBI HomoloGene Database [47] (Supplementary Table 3). For each dataset,
analyses were carried out separately for cell-to-cell communication via cell-surface ligands (which
require physical contact between the sending and target cells) and via secreted ligands (which
can occur between two distant cells).
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For ligand-receptor pairs using cell-surface ligands, 7.26% (9/124) ligands and 4.03% (6/149)
receptors were detected in at least half of cell types in HCL, 7.29% (7/96) ligands and 3.15%
(4/127) receptors were detected in at least half of cell types in MCA. For ligand-receptor pairs
using secreted ligands, 6.34% (22/347) of ligands and 3.64% (11/302) of receptors were detected
in at least half of cell types in HCL, 5.41% (17/314) of ligands and 2.84% (8/282) of receptors
were detected in at least half of cell types in MCA. Hence, the weighted directed hypergraphs
from these two real datasets have both weight-specific and weight-biased hyperedges. Based on
our analysis in the previous section, these weight-biased hyperedges can affect the performance
of node community detection.
Communities identified in the cell-to-cell communication networks based on plasma membrane
and secreted ligands, using the MCL-based detection strategy with normalisation pre-processing,
are summarised in Supplementary Table 4. 11 of the 19 predicted communities connected at
least 90% of cell types (5 connected all cell types), which implies the underlying hyperedge
(ligand-receptor pair) communities include broadly expressed ligands and/or receptors. We,
therefore, next pruned the network to remove connections to cell types with specificity below 0.2,
which effectively removes housekeeping hyperedges. As illustrated in Supplementary Table 5,
this identified smaller communities that connected fewer cell types compared to in the unpruned
networks (Supplementary Table 4). In the HCL dataset, 7 communities were identified based on
plasma-membrane ligands (connecting 20, 4, 5, 15, 6, 33 and 25 cell types) and 8 based on
secreted ligands (connecting 8, 51, 22, 3, 2, 59, 9, and 35 cell types), while in the MCA dataset, 7
communities were identified based on plasma-membrane ligands (connecting 36, 1, 17, 15, 19, 9
and 5 cell types) and 8 based on secreted ligands (connecting 13, 10, 17, 25, 14, 75, 26 and 61
cell types). Together this suggests pruning can help reduce the number of trivial predicted
communities that connect all nodes. Figure 5 shows a community, which was identified by
HyperCommunity, based on secreted ligands in the MCA dataset. In this community, stromal cells
can only send ligands to blood cells. While these blood cells are able to send and capture ligands
from both stromal and blood cell.
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Figure 5. A secreted-ligand-mediated community identified in the MCA dataset. Yellow
nodes are stromal/endothelial cells and green nodes are blood/immune cells. Those cell types
expressing ligands are connected to the corresponding blue nodes while the cell types with
receptors are connected to the related red nodes. A directed dashed edge connects a secreted
ligand (blue node) to its cognate receptor (red node).

Of note, community detection using HyperCommunity identifies disjoint ligand-receptor pair
communities, however, cell type communities tend to overlap with each other (see
Supplementary Figure 2). Using PM ligands, a cell type can be involved in at most 5
communities in the HCL dataset and 4 communities in the MCA dataset, whereas, through
secreted ligands, a cell type can participate at most in 6 communities in the HCL dataset and in 5
communities in the MCA dataset. Overall, HyperCommunity algorithm identified more cell type
communities connected by secreted-ligand-mediated communication and these communities are
more likely to be overlapped.
4. Discussion
Metazoans rely heavily on ligand-receptor-mediated intercellular communications to modulate
biological events [5]. The maintenance of homeostasis depends on the proper orchestration of
many cell types and various signalling pathways [3]. To capture the complex multicellular
interactions and how the signals are transmitted through ligand-receptor axes, we used a new
mathematical model, the weighted directed hypergraph, to model the many-to-many relationships
among cells in a biological environment. We proposed the first definition of the community
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structure in a directed hypergraph and designed several algorithms to detect these node and
hyperedge communities.
By applying two approximate detection strategies to the benchmark hypergraphs, we showed that
the MCL-based algorithm could sensitively and precisely distinguish embedded communities in
the weight-specific directed hypergraphs with different configurations and hyperedge communities
in various weight-biased directed hypergraphs. We also showed that normalisation of node
weights in the directed hyperedge yielded higher detection sensitivities and precisions. We then
applied this best community identification method to gene expression data from organism-wide
human and mouse datasets. Many disjoint ligand-receptor pair communities and overlapped cell
type communities were identified. With a cell type community, specific ligand-receptor pairs
connect cell types from distinct lineages together. Nevertheless, there are two limitations in the
used real datasets. First, broadly expressed ligands and receptors hinder the identification of celltype and ligand-receptor communities thus they should be removed prior to analysis (otherwise
need methods that down-weight these). The other limitation is that we have used the original
cellular annotations provided by the original manuscripts [43, 44], if the annotations are incorrect
or imprecise this will affect the observed results.
Some simple cell type communities have been observed. For example, germline stem cells and
surrounding postmitotic somatic cells form a stem-cell niche in the Drosophila testis and establish
a self-renewing signalling-mediated community [48]. Besides, individual tumour cells, which leave
the primary tumour, spontaneously cluster together and induce collaborative interactions. These
tumour cell communities have been linked to metastasis promotion [49]. Nevertheless, these
investigated cell type communities are very simple and physically isolated. More complex
communities are difficult to validate using current technologies. While this study cannot determine
conclusively all exact cell type sets and ligand-receptor interaction groups, it does suggest that
the cells in the body are not evenly connected. Through diverse ligand-receptor-mediated
pathways, cell types arising from different lineages collectively orchestrate tissue homeostasis.
With the availability of large amount of transcriptome data, more context-dependent cell type and
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ligand-receptor pair communities in the cell-to-cell communication network will be recognized
through this weighted directed hypergraph model. In conclusion, we expect that revealing
community structures in the weighted directed hypergraph model of a cell-to-cell communication
network can illuminate the properties of biological systems that were previously unrecognized in
the simple graph model, and facilitate the understanding of the underlying complexity of biology.
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Supplementary Tables:
Supplementary Table1. Community detection results on original benchmark hypergraphs
using the MCL-based and Louvain methods.
Supplementary Table 2. Community detection results on normalized benchmark
hypergraphs using the MCL-based and Louvain methods.
Supplementary Table 3. The ligand-receptor pairs used to identify cell type communities
and ligand-receptor pair communities in the HCL and MCA datasets.
Supplementary Table 4.Community detection results on the HCL and MCA datasets using
all LR pairs.
Supplementary Table 5. Community detection results on the HCL and MCA datasets using
all LR pairs when the normalised node weight threshold is 0.2.
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Supplementary Figures:
Supplementary Figure 1. Receptor expression patterns in the FANTOM5 dataset. The gene
expression profile of a receptor in the FANTOM5 dataset. Receptors in a and b are broadly
expressed while receptors in c and d are specifically expressed. Meanwhile, receptors in a and c
have the uniform distribution when receptors in b and d follow the power law.
Supplementary Figure 2. UpSet plots showing the intersection of detected communities in
the HCL and MCA datasets using PM or secreted ligands. In the HCL dataset,
HyperCommunity algorithm detected 7 communities based on PM ligands (a) and 8 communities
based on secreted ligands (b). In the MCA dataset, HyperCommunity algorithm also detected 7
communities based on PM ligands (c) and 8 communities based on secreted ligands (d).
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Supplementary Figure 2
a Detected communities in the HCL dataset based on PM ligands

b Detected communities in the HCL dataset based on secreted ligands

c Detected communities in the MCA dataset based on PM ligands

d Detected communities in the MCA dataset based on secreted ligands

All supplementary tables can be downloaded from:
https://www.biorxiv.org/content/10.1101/2020.11.16.381566v1.supplementarymaterial
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Chapter 6

General Discussion

6.1 Overview of research
All complex units in a multicellular organism such as tissues and organs are composed of
cells, the basic structural and functional units of life [1]. Cellular communication plays a
pivotal role in initiating, regulating and executing cell functions [2]. Among the various
signalling mechanisms, interaction between secreted ligands and cognate receptors
localised on the plasma membrane is the major mechanism by which intercellular
signalling occurs [3].
In this thesis I have explored the use of single-cell RNA-seq data and novel
computational approaches to predict cell-to-cell communication networks and
understand their structure. With the use of a ligand-receptor interaction database,
ligand-receptor-mediated communication can be inferred from gene expression data.
For example, in previous work, ligand-receptor-mediated cell-to-cell signalling pathways
between 144 human primary cell types were predicted [4]. However, the structural
properties of the signalling network had not been explored systematically. The thesis
aimed to extend upon this and has focused on three components to achieve this i) a
method (scMatch) to annotate single cells with their cell-type ii) a tool (NATMI) for
predicting cell-to-cell communication networks between these cell-types and iii) a
computational framework for predicting communities of highly connected nodes from a
weighted directed hypergraph structure with the aim of identifying communities within
a cell-to-cell communication network.
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6.2 Significance and limitations of this study
6.2.1 Reference-based cell type annotation of single-cell RNA
sequencing data using scMatch
At the time of commencing this project the standard workflow for single cell RNA-seq
data consisted of unsupervised clustering of cells and then manual annotation of
clusters with their likely cell-type [5-7]. This canonical manual annotation process relies
on detection of previously published marker genes for each cell type and the expertise
of the individual annotating the cluster. With an expert annotator this can yield high
quality and fine granularity annotations, however, as single cell profiling is now broadly
available to thousands of labs, manual annotation is much less systematic. Specifically,
inconsistent markers, cell type labels and granularity are problems when different
groups annotate the same cell types from different experiments. The strategy suffers
from scalability and reproducibility issues and is also highly dependent on the quality
and granularity of the clustering method used.
Even for the same dataset unsupervised clustering-based annotation methods often
output different clustering results [8]. Because of the noisy and high dimensional nature
of single-cell transcriptome data, and the use of diverse dimension reduction
algorithms, distance metrics, and other parameters, results are often inconsistent. Many
methods poorly handle rare cell types present in the data, and mis-clustering can lead to
contamination of the cluster with cells of another cell type. In order to address this
issue, I developed a marker-free annotation tool, called scMatch, to determine the
identity of thousands of single cells in parallel that avoids clustering. The assumption of
the tool is that expression profiles of cells of the same cell type are more similar to each
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other than to cells of a different type. The annotation process starts with building a
reference cell type expression profile atlas using publicly available bulk transcriptome
data. Single cells are compared to the reference atlas and correlations are calculated.
Each cell is then annotated with the cell-type in the reference atlas whose expression
profile it correlates better with.
In the manuscript, I tested the tool on many gold-standard single-cell gene expression
datasets using several distance metrics and gene sets and concluded that the distance
obtained using Spearman’s rank correlation and using all genes in the expression table
yielded better recalls than other tested strategies. During and shortly after development
of scMatch multiple other similar methods have been developed that directly annotate
cells (either based on correlation [9, 10] or machine learning approaches [11]). These
direct annotation tools (including scMatch) are being used either instead of the clusterthen-annotate strategy or in combination with it to improve the quality and the speed
of annotation. It is important to note that although they are robust enough to overcome
technical variations introduced during experiments, they still have several limitations.
Firstly, all supervised annotation methods require high quality well annotated publicly
available datasets for comparison or training. Accordingly, all cells are labelled with cell
types based upon prior knowledge, which hinders the discovery of novel cell types. In
the case of scMatch, a cell type absent from the reference database will still be
annotated (incorrectly) with its closest match. Over time this will become less of a
problem as the reference sample atlas will be expanded. However, this highlights the
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need to develop additional statistical tests (e.g. confidence intervals) to tell the user that
the annotation is high or low confidence.

6.2.2 Construction and analysis of the cell-to-cell communication
network from gene expression data using NATMI
In the second publication of this PhD I developed NATMI, a tool for predicting cell-to-cell
communication networks from gene expression data and performing network analysis.
In NATMI I use the expression levels of ligands and receptors in the cells to predict cellto-cell communication. Ideally, protein expression profiles would be used by NATMI to
construct the communication network, however, conventional proteome profiling
technologies have relatively limited capabilities [12, 13], consequently, NATMI uses bulk
and single-cell RNA-seq data to infer ligand and receptor expression levels and predict
multi-cellular interactions. Beyond single ligand-receptor pairs, the many ligandreceptor pairs that connect a cell-type pair can be aggregated to one weighted directed
edge that summarises the signalling between the two cell types. These cell-to-cell edges
then form a cell-connectivity-summary network. From this higher level of organisation,
cell types that are communicating more with each other can be identified as
communities in the network.
The strengths of NATMI are i) supporting built-in and user-customised ligand-receptor
interactions, ii) supporting gene/protein abundance data from 21 different species, iii)
providing visualisations for all three aspects of a cell-to-cell communication network, iv)
providing differential network analysis which automatically identifies the changes in the
communication networks from paired datasets and visualises these changes, v) NATMI
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introduces the novel concept of ‘specificity’ for ligands, receptors and ligand-receptormediated interactions and outputs edge weights based on both specificity and
expression by default. Specificity not only can reveal the major cell-type pairs connected
by a ligand-receptor pair in a directed hypergraph model, but also can help to highlight
the cell-type pairs that communicate the most specifically in a cell-connectivitysummary network.
One limitation of NATMI is that the tool only predicts cell-to-cell communication via
binary ligand-receptor interactions. Heterodimer- and extracellular vesicle-mediated
communication and ligand-receptor interactions with co-receptors are ignored in the
resulting communication network (this is done in CellPhoneDB [14]). Secondly, none of
the existing cell-to-cell communication methods incorporate the binding kinetics of each
ligand–receptor pair into the predictions (this is because this data is not yet available for
most ligand-receptor pairs). Thirdly, NATMI currently ignores spatial relationships
between cells. A future version may be developed that incorporates information from
new spatial transcriptomic platforms. Finally, NATMI does not attempt to use changes in
expression of predicted downstream targets of receptor signaling to predict whether
the signaling is active (as done in NicheNet [15]). Beyond this thesis we hope to
incorporate some of these features into the future.

6.2.3 Community detection algorithms for weighted directed
hypergraph model-based multicellular interaction networks
using HyperCommunity
In the final experimental chapter of the thesis I developed computational methods to
identify community structures imbedded within cell-to-cell communication networks. As
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mentioned above, the weighted directed hypergraph model is the most appropriate
representation of a cell-to-cell communication network [16], however, there are no
existing methods for identifying communities in these models. To address this I first
proposed definitions of communities within the directed hypergraph model and
designed some community detection algorithms. A particular innovation that I proposed
is the identification of hyperedge communities (sets of directed hyperedges that are
highly interlocked by common nodes), which are then used to identify the incident
node-communities. To benchmark these methods I generated a framework to produce
synthetic directed hypergraphs with predefined community structures. From this I
showed that the proposed detection algorithms are able to identify embedded
hyperedge and node communities in the synthetic hypergraphs efficiently. However,
when applied to networks predicted from organism-wide single cell datasets (real
biological datasets), the algorithms largely failed to identify biologically plausible
communities. Due to time limitations of this PhD project I am unable to further explore
the reasons behind this or explore alternative strategies, but aim to pursue this as
postdoctoral research.
Currently, HyperCommunity tends to find a few big clusters along with plentiful
singletons in the network with hundreds of nodes. The algorithm needs to be refined to
improve the balance and accuracy to find more communities considering that the
resolution of a biological system grows rapidly. Also, intracellular changes of the ligandreceptor pairs that only detected in the identified cell type community should be
measured to validate the predictions made by HyperCommunity computationally,
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because currently available experimental techniques cannot measure collective
behaviours of a group of distinct cell type. Although some communities have been
observed in biological systems [17, 18], they only involve a few cells and form a simple
structure. I will collect more biological validations in the future.
One cell type may participate in multiple biological processes, thus form various cell
type clusters via diverse ligand-receptor interactions. Although HyperCommunity is able
to infer overlapping node communities in the directed hypergraph, the performance of
HyperCommunity in overlapping node community detection is not quantified yet. This
suggests a need to construct the benchmark hypergraphs with overlapping node
communities as well as to develop metrics to evaluate the effectiveness of community
detection algorithms. With new insights into biological mechanisms, more cooperation
patterns between cell types will be uncovered. Hence, finding loosely defined node
communities is not enough, there is an urge to provide more sub-structures in the
directed hypergraph to model these complex processes.

6.3 Future directions
Cell annotation:
For supervised single-cell annotation tools, a high-quality reference sample dataset is
vital to and has a great impact on final annotation results. Into the future, incorporation
of high quality well-annotated cell types from single-cell gene expression datasets such
as those identified in the Human Cell Atlas [19], Mouse Cell Atlas [20], and Tabula Muris
[21], will enhance the accuracy of the annotations. Taking the annotations further,
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incorporation of reference profiles of cells undergoing state transition (intermediate
states) will considerably increase the granularity of the annotation. In addition to
updating the reference datasets, there is a need to provide a confidence interval (or
similar) to advise the user if the label derived from the reference sample atlas is reliable.
This is important, as until the aims of the human cell atlas are completed it will still be
possible to find novel cell types in a new dataset.
Predicting cell-to-cell communication:
With NATMI I generated a tool for predicting cell-to-cell communication. This has been
designed to work with dissociated single-cell and bulk expression profiles, however, the
spatial localisation of a cell is known to be a key determinant of cellular fate and
behaviour. Recently new spatial transcriptomic profiling technologies have become
available that record the spatial location of each cell in the tissue. In future
developments, this spatial information could be used to consider the relative physical
distance between two cell types to improve predictions of intercellular communication.
For example, for juxtacrine signalling, if two cell types do not have physical contact, then
physiologically relevant communication is impossible. Other potential extensions to
NATMI include providing a web interface and incorporating more tools for structural
analysis of the constructed cell-to-cell communication network.
The ultimate aim of the cell-to-cell communication network analysis is to reveal the
relationship between signalling events and eventual cellular responses [22-25]. To
connect intercellular signalling pathways to phenotypic outcomes, it is not sufficient to
analyse a single-cell gene expression data from one sample. Ideally, given two directly
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comparable gene expression datasets, the changes in the multicellular interactions and
downstream target gene expressions would be detected and then these interactions
could be wired to the target genes [26]. However, target cells may respond to the same
cue at distinct time points. More quantitative systems-level approaches are required to
address this temporal heterogeneity [27].
In order to test the performance of a community detection method, it is necessary to
apply the method to hypergraphs with various settings. In terms of the size of a
synthetic hypergraph, it should not be too small so that a community structure is hard
to be embedded into the hypergraph. On the other hand, the hypergraph size should
not be too large either to prevent excessive time consumption. Therefore, we varied
graph sizes ranging between 10 to 400 nodes. Cell-to-cell communication relies on the
products encoded by ligand and receptor genes, which are proteins, to transmit signals
and alter a cellular phenotype. Transcriptomics data only serve as a proxy for protein
abundance and summarised at the gene level, hence, variations in the transcriptional
output of genes that impact subcellular localisation and alternative splicing on protein
binding domains are not captured by gene-level summarisation of the transcriptome. As
a result, biologically meaningful events will be missed by gene-level statistics on
transcript abundance. It is necessary to improve the resolution of the ligand-receptor
interaction database to clarify which proteins encoded by genes in the interaction
database might be responsible for signalling activities. Another issue is that NATMI only
focuses on the interactions between ligands and plasma membrane receptors.
Intercellular communication via nuclear receptors, EVs and synapses is missed. This is
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mainly because those signalling mechanisms are hard to quantify. In the future, all these
signalling mechanisms can be examined by assessing the eventual cellular responses.
Community detection in cell-to-cell communication networks:
Although a simplified network representation helps uncover cell type clusters with
biological significance, deciphering the relationship between ligand-receptor pairs still
relies on the weighted directed hypergraph model. As mentioned above, identifying the
overlapping clusters in the weighted directed hypergraph is critical for the detection of
meaningful clusters in the cell-to-cell communication network. Hence, along with
detection methods for overlapping clusters in the weighted directed hypergraph,
developing a benchmark hypergraph framework that can generate weighted directed
hypergraphs with overlapping clusters is needed. Lastly, beyond modelling the network
at cell-type level, the hypergraph model could be built such that each cell is a node in
the network. This may help reveal structures which may otherwise be masked by
analysis at cell-type level. To deliver on this will require improvements in the
performance of the related graph theory algorithms to handle very large graphs and
yield good quality results in a reasonable amount of time.
Conclusion:
In conclusion, this body of work has contributed to single-cell analysis workflows, by
publishing methods for direct cell annotation and predicting cell-to-cell communication
networks. The work has also explored methods for community detection in cell-to-cell
communication networks and more broadly for weighted directed hypergraph
structures. This is a very exciting time to be working in cell biology because advances in
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single-cell profiling are providing insights that were not previously possible. We can now
study life at the level of a single cell (What defines a cell type? What regulates gene
expression and phenotypes of each cell-type?) or as cellular systems (How are cells
organised into tissues and organ systems? And how do they coordinate their activities?).
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